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Abstract

Parallelizing remeshing algorithms presents significant challenges due to their dynamic nature, where
operations alter data that dictates subsequent actions. We aim to address problems created by these dy-
namic workloads without relying on conflict avoidance, and propose an alternative approach to ensure
data integrity in this context. To that end, we leverage specific data structures, synchronization mecha-
nism and programming language features. We benchmark our implementation with two algorithms: a
topology-heavy kernel with non-trivial parallelization, and a simpler vertex relaxation kernel. Prelim-
inary results suggest STM effectively manages conflicts, maintaining data validity under concurrency.
Our work offers a robust framework for parallel remeshing, balancing correctness and performance.

Keywords: data structure, transactional memory, remeshing, dynamic workload, correctness

1. Introduction

1.1. Context

Many scientific applications today rely on solvers using a discrete decomposition of the problem space
to compute a solution. We focus on the generation of that discrete decomposition, commonly referred
to as the mesh. Larger, finer, and higher quality meshes improve subsequent simulation results, but
require more resource to generate. We aim to provide an efficient solution for massively parallel mesh
generation and remeshing on modern hardware. However, this is not trivial: meshing applications
often involve dynamic problems, where each operation affect data used to decide how and if the next
operation is applied, meaning the workload, and conflicts, cannot be computed beforehand. We present
our approach to guarantee data integrity in the context of dynamic meshing algorithms, based on the
usage of combinatorial maps, Rust and Software Transactional Memory (STM).

1.2. Combinatorial maps
Our implementation uses formal definitions of previous works [1, 2]. This paper will only briefly intro-
duce the structure to better contextualize our contribution. More information can be found in examples
and manuals of current implementations [3, 4].

Combinatorial maps of dimension N, or N-maps, provide a combinatorial data structure where topology
is described using functions defined over base elements called darts. Geometry is also described by
defining functions which associate vertices (or any other data) to subsets of darts. Figure 1 shows a
basic example of 2D mesh representation using a 2-map.
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Figure 1 – 2-map representation of a heterogeneous 2D mesh

An N-map contains a set of beta functions defining topology, where the βi function can be interpreted
as an application which enables i-cell traversal. For example, the β1 function allows us to move through
darts modeling different edges while the β2 function allows us to move across darts modeling different
faces. The β0 function is an optional extension of the structure defined as the inverse of β1: β0 ◦β1 = Id.

We implement all basic operations defined on N-maps, including orbit computation, a specific definition
of dart subsets which corresponds to usual mesh elements: for example, the face associated with dart d7
corresponds to the orbit oβ1

(d7) = {d7, d8, d9, d10} (i.e. all darts accessible from d7 using compositions
of β1), while the edge associated with d7 is the orbit oβ2

(d7) = {d7, d3}. These are used to bind arbitrary
data to the map. The binding logic is referred to as embedding; it is what allows us to define coordinates
and model meshes.

The integrity of the structure is maintained through the usage of STM. We choose it for its composability
as well as the guarantees it provides in concurrent contexts.

1.3. Software Transactional Memory

Dynamic problems form a category of problems where a given action may alter data used to determine
how or if the next action should be taken. This leads to the inability to predict data allocation, movement,
and access conflicts in practice.

In order to guarantee correctness when solving such problems, different solutions are available. Usual
approaches can involve a form of conflict avoidance such as coloring or partitioning [5, 6], as well as the
usage of aggressive locking mechanisms as a fallback. This is a pessimistic approach as the algorithm
may not progress until data is locked, and correctness is secured.

Pessimistic approaches may lead to scalability issues due to useless waits, preventing execution of op-
erations that would not ultimately conflict. We instead choose Software Transactional Memory [7, 8] to
handle data structure synchronization. Unlike lock-based approaches, STM is optimistic in the sense
that the algorithm does no wait for locks to run computations. While STM has been used for simulation
[9] and meshing operations have been included in STM benchmarks [10, 11], the mechanism hasn’t been
leveraged for extensive meshing applications.

Transactions serve as wrappers for synchronization-sensitive routines. Code inside a transaction is run
using a separate registry to keep track of reads and writes, making no edits to the actual data. Once
completed, data is locked to check if it still is consistent with the state it was in during computation. If
it is, changes are published and data is written from the alternate registry to memory, before locks are
released. If the data has been edited since its use, the alternate registry is discarded, and no edits are
committed. The transaction is then retried or cancelled.

We can use git remote repository synchronization as an analogous example. After some work on a
local instance of the repository, the user registers changes under the form of a commit. If the remote
repository has seen changes since the local copy was made, git will enforce a first pull before publishing
local changes (push). This corresponds to the verification of transactions. If the changes do not conflict,
nothing will be asked of the user. However, if remote and local changes conflict, pushing local changes
will be blocked until conflicts are resolved.
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2. Benchmarked algorithms

Our work is open-source, the implementation of core structures, kernels and benchmarks can be ac-
cessed on GitHub [12]. Details regarding the implementation are included in Appendix A.

We use two algorithms to benchmark our N-map-based mesh data structure. The first, cut-edges, is a
topology-heavy kernel with dynamic workloads, making its parallelization non-trivial. The second,
shift, is a simple vertex relaxation routine which would usually be parallelized using graph coloring or
partitioning.

2.1. Algorithms presentation

The cut-edges benchmark takes a triangular mesh as input and iterates until a length-based predicate
is verified by all mesh edges. Given an edge e and its length Le , if Le is greater than a target length
Lthresh, e is cut in half, and two new edges are inserted from the new vertex, located at the midpoint of
e, to vertices of triangles on each side of the edge. Figure 2 illustrates the operation on both the mesh
and our data structure.
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Figure 2 – Operation of the cut-edges benchmark

The operation involves adding new darts to the structure, editing the existing topology, and inserting a
new vertex. Note that this operation can and is executed on the boundary of the mesh. In this case, only
a single edge is inserted, using three new darts instead of six.
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Figure 3 – Operation of the shift benchmark

The shift benchmark focuses on geometrical operations and does not affect topology. Given a mesh, all
inner vertices are moved to the average of their neighbors’ positions. The operation is shown for a single
vertex with three neighbors in Figure 3. Unlike the previous algorithm, the workload is not dynamic; it
can be parallelized using conflict avoidance methods (e.g. coloring). This makes the benchmark a good
anchor for future comparisons against usual solutions.
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2.2. Conflict resolution

Executing both algorithms described above in parallel introduces conflicts that can be fixed using syn-
chronization mechanisms.
In the shift benchmark, conflicts may occur when two neighboring vertices are processed concurrently:
if the first’s new value is written after the second fetched the old value for its own computation, the
second vertex’s new value will be computed using the previous, now invalid position of its neighbor.
In the cut-edges benchmark, conflicts occur when two edges sharing a face are processed concurrently.

T2

T1

T2 finishes first - its changes are written to memory

T1 finishes after - it fails and retries from the updated data

Figure 4 – Execution flow over conflicting operations of cut-edges

STM allows detection and resolution of the conflict presented above. Figure 4 illustrates a possible exe-
cution flow where the processing routine of each edge is encapsulated in a transaction. The transaction
that completes first commits its changes to the structure. When the second completes, changes to the
original data are detected and trigger a retry, leading to computation of the valid result.

3. Results and Analysis

We run each benchmark on a single 2-socket node using two AMD EPYC 7763 processors, totaling 128
physical cores and 256GB of RAM. We refer to cores and threads interchangeably as we spawn at most
one thread per core. Our kernels are parallelized using the rayon crate [13], which implements paral-
lel iterators and work-stealing in shared-memory contexts. Parallelization is done over the workload:
rayon allows us to define parallel iterators over the collection of cells to process (vertices and edges,
respectively in shift and cut-edges), akin to OpenMP’s parallel for clause. We do not use any form
of partitioning or coloring, and instead let STM handle conflict resolution as described previously.

We measure performance using strong and weak scaling studies: strong scaling involves processing
a fixed-size problem with an increasing number of threads, while weak scaling involves processing
increasingly large problems to keep the workload per thread constant.

We compute the usual associated metrics for the shift benchmark, respectively speedup S and efficiency
E, using the same formula: Texec(nthreads = 1)/Texec(nthreads = N). We fix ideal values using N
threads to Sref = N and Eref = 1; this choice is detailed in Appendix B. We do not compute speedup
and efficiency for the cut-edges benchmark due to the exponential variation of the workload during
execution. Instead, we compute its throughput defined as the number of time the operation illustrated
in Figure 2 is accomplished per second, i.e. the number of edges processed per second.

The shift routine is run for 100 rounds to reach significant execution time and accurate measures. Av-
erages and standard deviations are computed using rounds as the sample sets, while we measure vari-
ations of the cut-edges throughput during runs. Both benchmarks were executed on triangular meshes,
although shift supports any unstructured mesh.

3.1. Weak scaling

Preliminary results seemed to hint at the importance of problem size in performance. To confirm this,
we defined multiple sets of weak scaling runs, each maintaining a different workload per core. Weak
scaling results of both benchmarks are shown by Figure 5a and 5b. Ideal efficiency is plotted as reference
for the shift benchmark.
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Figure 5 – Weak scaling results

While results confirm the tie between performance and per-core workload, the shift benchmark high-
lights a significant efficiency loss. Although not done here, the next step to improve our implementation
would be to profile the algorithm and identify the bottleneck(s). It would also be interesting see how
our implementation performs against a regular coloring approach, both in scaling and overall process-
ing time: using 128 threads, executing the shift operation on a 20 million vertices mesh takes 0.5 second,
while executing the cut-edges operation on 3 million edges mesh takes less than 5 seconds.
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Figure 6 – Standard deviation of weak scaling results

The shift benchmark’s results seem to indicate that smaller problems not only perform worse, but have
much more variation in their execution time. This can be explained with the increased contention that
comes with decreasing workload per unit. The cut-edges benchmark shows high throughput variation
(see Figure 6a) for the same reason: the dynamic workload reaches a maximum, where contention will
be minimal, and then decreases when edges have reached the desired target length. In our context,
increased contention leads to increased transaction failure, therefore more discarded computations and
worse overall execution time.

3.2. Strong scaling

We can confirm previous observations by using a strong scaling study along with a counter of failed
transaction. Results are presented in Figure 7 and 8.
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Figure 7 – Strong scaling results

Unsurprisingly, larger problems perform better. In this case though, the shift benchmark shows worse
speedup when using 128 threads compared to 64. Aside from problem size, we can speculate that the
2-socket setup of the node holds a role in the performance loss since we did not consider the NUMA
profile of the machine when writing the routine, data layout or dispatch logic.
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Figure 8 – cut-edges strong scaling throughput variation

For the cut-edges benchmark, throughput evolution reveals that larger problems achieve higher aver-
age throughput with more variance. This stems from reaching peak workload per core more quickly,
minimizing time spent in high-contention states. Conversely, smaller problems linger longer in low-
workload regimes, amplifying contention. The final phase, where workload per core diminishes as
edges approach the target length, remains consistent in duration across problem sizes. Figure 8 high-
lights this and its implication on transaction failures.

4. Conclusion

Our N-maps-based mesh data structure implementation addresses problems specific to parallel remesh-
ing algorithms. Our approach ensures data integrity in concurrent contexts without depending on con-
flict avoidance.

Relative efficiency and speedup are far from ideal, but this is expected given that our parallelization is
intentionally simple, preserving the structure of the original sequential algorithms. For instance, we did
not bind threads to cores, optimize dispatch to reduce conflicts, or adjust the data layout to account for
cache usage or the machine’s NUMA profile.

Near-future work involves profiling our algorithms, particularly the shift routine, to identify causes of
efficiency loss, as well as conducting comparisons against methods like graph coloring or lock-based
synchronization for scalability and performance. These will guide further optimizations and long-term
data structure design.
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Appendix

A – Library implementation

Our code is available in a public GitHub repository [12]. We used the Rust programming language
to implement N-map based data structures, meshing algorithms, and benchmarks. The repository also
contains documentation, examples and a simple visual debugging tool to render maps. We implemented
the data structure from scratch while leveraging some third-party libraries to handle some specific parts
of the code (e.g. rayon [13], vtkio [14] and bevy [15], respectively for parallelization, VTK format
support, and the rendering tool). We publish our work as a libraries on Rust’s main registry, crates.io.

Existing combinatorial maps implementations can be split into two categories: array-based implemen-
tations and pointer-based implementations. The former does not actually contain dart objects, but uses
dart identifiers to index the storage of beta function values; the latter has dart objects holding their
respective beta function images as pointers towards other darts. We choose to use an array-based ap-
proach, expecting it to yield better performance in a parallel context. The beta images are stored in a
column-major matrix to improve locality.
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Figure 9 – 2-map representation and its data layout in memory

We implement two distinct data structures for 2-maps and 3-maps, CMap2 and CMap3, to simplify some
operator implementations. Map creation is unified through a builder structure, CMapBuilder, which
also serves as the entrypoint for predefinite maps (e.g. a cartesian grid) and deserialization from two
supported formats (VTK Legacy and a custom one).

Data embedding ([1], Chapter 7) is implemented using Rust’s traits to model mathematical properties
of attributes. Our generic attribute system (implemented in honeycomb-core/src/attributes/)
allows users to define their own strongly-typed attributes to bind to cells of the mesh.

Our implementation isn’t tied to a specific parallelization framework, nor does it enable parallel exe-
cution exclusively through provided methods. Our benchmarks use both the rayon crate as well as
standard threads for parallel dispatch. The latter are also used in the core crate to accelerate deserializa-
tion of our custom format.
Synchronization is handled using a fork [16] of the rust-stm crate [17]. The fork adds support for
transaction cancellations on user-defined errors. This feature simplifies the implementation of nuanced
control flow in transactions containing multiple potential causes of failure.

B – Scaling metrics

Ideal execution

We consider our algorithms to be embarrassingly parallel and fully parallelizable. This is an approxi-
mation: even if the workload can be split into parallel tasks easily, these cannot be executed in parallel
directly as data accesses of different tasks can conflict.
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Ideal executions of the algorithms would involve differed execution of conflicting operations, those
being detected beforehand (e.g. using coloring). Even if we exclude conflict detection from speedup
calculations, the ideal execution may not be embarrassingly parallel due to some operations not being
overlappable and/or not enough parallel work being exposed.

The fraction of parallelizable work in a meshing algorithm depends on problem input. Algorithms may
even alter that fraction during execution (dynamic workloads). For both of these reasons, we need to
work with approximate values of ideal metrics.

Ideal values of measured metrics

For a fixed-size problem, Amdhal’s law give us the maximum speedup we can expect from the paral-
lelization of a code. Given the fraction of it that can be executed in parallel p and the number of threads
used N, the speedup is defined as:

Sp(N) =
1

1− p+ p
N

If we consider our problem to be embarrassingly parallel (p = 1), we get the ideal speedup:

Sref =
1

1− 1+ 1
N

= N

Gustafson’s law gives us an alternative to Amdahl’s law which is applicable to studies where problem
size scales with available resources. The scaled speedup is defined as:

S ′p(N) = 1+ (N− 1) ∗ p

For weak scaling run, we choose to compute the efficiency as its ideal value is more intuitive for embar-
rassingly parallel problems. Efficiency is defined as:

Ep(N) =
S ′p(N)

N

Which, with p = 1, gives us the ideal efficiency value:

Eref =
N

N
= 1

If a constant workload per core is maintained, we expect the processing time to stay constant, and the
fraction Texec(nthreads=1)

Texec(nthreads=N) will be equal to 1. If the processing time grows (i.e. speedup drops), the
efficiency drops below 1.
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