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ABSTRACT

The compression of multi-frequency cosmic microwave background (CMB) power spectrum mea-
surements into a series of foreground-marginalised CMB-only band powers allows for the construction
of faster and more easily interpretable ’lite’ likelihoods. However, obtaining the compressed data
vector is computationally expensive and yields a covariance matrix with sampling noise. In this work,
we present an implementation of the CMB-lite framework relying on automatic differentiation. The
technique presented reduces the computational cost of the lite likelihood construction to one min-
imisation and one Hessian evaluation, which run on a personal computer in about a minute. We
demonstrate the efficiency and accuracy of this procedure by applying it to the differentiable SPT-3G
2018 TT/TE/EE likelihood from the candl library. We find good agreement between the marginalised
posteriors of cosmological parameters yielded by the resulting lite likelihood and the reference multi-
frequency version for all cosmological models tested; the best-fit values shift by < 0.1σ, where σ is the
width of the multi-frequency posterior, and the inferred parameter error bars match to within < 10%.
We publicly release the SPT-3G 2018 TT/TE/EE lite likelihood and a python notebook showing its
construction on the candl website.

1. INTRODUCTION

Observations of the cosmic microwave background
(CMB) anisotropies form a cornerstone of modern cos-
mology. Data from recent and contemporary experi-
ments, such as the Planck satellite (Planck Collaboration
et al. 2020a,c,b), the South Pole Telescope (SPT) (Carl-
strom et al. 2011; Dutcher et al. 2021; Balkenhol et al.
2023; Pan et al. 2023; Ge et al. 2024), the Atacama Cos-
mology Telescope (ACT) (Kosowsky 2003; Aiola et al.
2020; Choi et al. 2020; Madhavacheril et al. 2024; Qu
et al. 2024), and the BICEP/Keck experiments (Keat-
ing et al. 2003; Staniszewski et al. 2012; Ade et al. 2021)
allow us to test the Λ (cosmological constant) (CDM)
cold-dark-matter model across a wide range of angular
scales in temperature and polarisation and search for new
physics.
These experiments typically supply us with measure-

ments of the CMB anisotropy power spectra at different
observational frequencies binned into band powers; from
N frequency channels ≥ N(N − 1)/2 multi-frequency
spectra are constructed. At the likelihood level, one then
fits for the common CMB signal based on a cosmological
model and the varying foreground contamination in the
multi-frequency band powers along with any systematic
effects. The ensemble of foreground and systematic pa-
rameters is referred to as nuisance parameters. While, as
their name suggests, the nuisance parameters are not of
primary interest, they must be included in a likelihood
analysis to obtain the correct results on cosmological pa-
rameters. However, nuisance parameters can be more
numerous and hence slow down a Markov Chain Monte
Carlo (MCMC) analysis by increasing the dimensional-
ity of the parameter space to be explored and by slowing
down the evaluation time of the likelihood due to the
additional components in the data model.

∗lennart.balkenhol@iap.fr

While different methods have been proposed to com-
press the multi-frequency data into a shorter vector con-
taining only the information of interest, the most com-
mon strategy for CMB power spectrum analyses is the
construction of a so-called lite likelihood, which contains
a set of foreground-marginalised CMB-only band pow-
ers. This allows for faster cosmological analyses primar-
ily through the reduction of the number of nuisance pa-
rameters. The CMB-lite framework was first introduced
by Dunkley et al. (2013) (hereafter D13) and has been
applied to ACT (D13; Choi et al. (2020)), SPT (Cal-
abrese et al. 2013), Planck (Planck Collaboration et al.
2016), and most recently BICEP/Keck data (Prince et al.
2024). Though lite likelihoods are advantageous once at
hand, their construction is computationally expensive.
As set out by D13, it typically involves sampling a high-
dimensional parameter space (O(102)) with an alternat-
ing Gibbs-sampling technique. This procedure naturally
produces a covariance matrix with sampling noise, which
must be reduced sufficiently or mitigated in another way
to avoid adverse effects in subsequent cosmological anal-
yses (Dodelson & Schneider 2013; Hartlap et al. 2007;
Percival et al. 2022; Balkenhol & Reichardt 2022).
Recently, the application of automatic differentiation

in cosmology has seen a surge in popularity (see Cam-
pagne et al. (2023) for a series of example applications).
In this work, we show that by using the JAX-friendly
(Bradbury et al. 2018), differentiable CMB likelihood li-
brary candl (Balkenhol et al. 2023) we can construct
lite likelihoods in circa one minute on a personal com-
puter and eliminate the sampling noise in the covari-
ance matrix. We apply this procedure to the SPT-3G
2018 TT/TE/EE data set (Balkenhol et al. 2023) and
benchmark the performance of the lite likelihood against
its multi-frequency counterpart. The lite likelihood and
code to construct CMB-only band powers is made pub-
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licly available on the candl website.1

We begin with background on the CMB-lite framework
and the candl library in Section 2. In Section 3 we out-
line our technique for the construction of CMB-lite like-
lihoods and subsequently apply it to the SPT-3G 2018
TT/TE/EE data set in Section 4. We share our conclu-
sions in Section 5.

2. BACKGROUND

We briefly review the CMB-lite framework as in-
troduced by D13. We formulate model band powers

Cµν,model
b (ϕ) to describe the data, where the ϕ parame-

ters contain CMB band powers CCMB
b , as well as nuisance

parameters θ, ϕ = (CCMB
b , θ). To be explicit, in this work

we only consider band powers, i.e. binned power spectra,
which we index with subscripts b and b′, and summation
over repeated indices is implied. The nuisance param-
eters enter our frequency-dependent foreground model

Cµν,FG
b (θ) and calibration factors yµν(θ), such that

Cµν,model
b (ϕ) = yµν(θ)

(
AµνCCMB

b + Cµν,FG
b (θ)

)
. (1)

Here, Aµν is sometimes referred to as the mapping-
matrix (D13) or the design-matrix (Planck Collaboration
et al. 2020c; Mocanu et al. 2019; Dutcher et al. 2021;
Balkenhol et al. 2023); this matrix of zeros and ones con-
nects the multi-frequency estimates of the same CMB
band power in the data vector to the corresponding sin-
gle element in CCMB

b . More generally, we can think of
this model as having multipole- and frequency-dependent
additive components to the CMB signal and frequency-
dependent multiplicative factors.
The CMB-lite framework seeks to determine the val-

ues of the CMB-only band powers and their covariance,
marginalising over the nuisance parameters parameters.2

In order to do so one samples over ϕ, comparing the

model prediction to the measured data Cµν,data
b , typi-

cally using a Gaussian likelihood

2 lnLrecon(Cµν,data|ϕ) ∝
(
Cµν,model

b (ϕ)− Cµν,data
b

)T

Σ−1
bb′(

Cµν,model
b′ (ϕ)− Cµν,data

b′

)
,

(2)

where Σ is the multi-frequency band power covariance
matrix. We refer to this likelihood as the reconstruc-
tion likelihood in this work and its exploration as the
reconstruction process. In D13, the reconstruction likeli-
hood is analysed with an MCMC approach by alternating
Gibbs sampling steps for the CMB band powers and the
nuisance parameters. The resulting posterior distribu-
tion yields the values of the CMB-only band powers and
their covariance, which are then used to build the lite
likelihood used to explore cosmological models.

1 https://github.com/Lbalkenhol/candl
2 Note that in the CMB-lite framework the term secondary

parameters is occasionally used to describe parameters that are
marginalised over during the construction of the CMB-only band
powers. So while the label nuisance parameters refers to every-
thing non-cosmological, secondary parameters are only the subset
of nuisance parameters not wanted in the final lite likelihood. We
assume these are equivalent for the sake of simplicity here, though
as we will see in Section 4 it can be beneficial to retain some select
nuisance parameters in the lite likelihood.

When analysing the same cosmological model, good
agreement between the marginalised posterior distribu-
tions obtained from the multi-frequency and lite like-
lihoods is observed. Still, small differences do arise,
as during the reconstruction process one picks up fluc-
tuations from noise and foreground contamination and
assigns these to the CMB-only band powers. In the
lite likelihood these may project differently onto cos-
mological parameters compared to the multi-frequency
likelihood, where cosmological and nuisance parameters
are explored simultaneously. Typically though, this
realisation-dependent bias is below or comparable to the
level of numerical noise expected in parameter estima-
tion, which we take to be shifts in central values of
marginalised posteriors by 10% of their width.
There are numerous advantages to the CMB-lite frame-

work. First, it reduces the size of the data vector, speed-
ing up likelihood evaluation. It also eases the exploration
of the likelihood surface due to the reduction of the num-
ber of parameters to be sampled. Moreover, it combines
the common information from the multi-frequency band
powers in an optimal way, forming a minimum-variance
combination of the data when the CMB signal is dom-
inant. At the same time, uninteresting information is
marginalised over and the resulting uncertainty is neatly
captured in the covariance of the CMB-only band pow-
ers. This makes lite likelihoods also more intuitively in-
terpretable. Crucially, no cosmological model enters the
reconstruction likelihood (see equations 1 and 2). This
means the reconstruction procedure does not introduce
additional model-dependence beyond what already exists
in the reference multi-frequency likelihood.
However, the framework is not without downsides.

If cosmological parameters are strongly correlated with
foreground parameters, constraints from the multi-
frequency and lite likelihoods may differ non-negligibly.
On a technical level, the MCMC analysis of the recon-
struction likelihood is computationally expensive and
leads to sampling noise in the covariance matrix esti-
mate, which can cause adverse effects in the parame-
ter constraints of the lite likelihood if not reduced suf-
ficiently or otherwise mitigated (Dodelson & Schneider
2013; Hartlap et al. 2007; Percival et al. 2022; Balkenhol
& Reichardt 2022). Of course, one is always free to run
the reference multi-frequency likelihood when in doubt,
though having to do so continuously diminishes the value
of the CMB-lite framework.
In this work, we ameliorate the numerical challenges

associated with the reconstruction procedure. To do so,
we use the candl library of CMB likelihoods, which al-
lows for easy, intuitive access to data from the SPT and
ACT collaborations and, crucially, is written in a JAX-
friendly way (Bradbury et al. 2018). JAX is a google-
developed python package which exposes the code to an
automatic differentiation algorithm that allows for the
accurate and fast calculation of derivatives of candl like-
lihoods without relying on finite difference methods.3

3. TECHNIQUE

Thanks to candl and JAX the reconstruction likeli-
hood, Equation 2, is differentiable, meaning we can eval-

3 https://github.com/google/jax

https://github.com/Lbalkenhol/candl
https://github.com/google/jax
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Fig. 1.— Foreground-marginalised CMB-only band powers (blue) based on the SPT-3G 2018 TT/TE/EE multi-frequency data (grey).
Though the construction of the CMB-only data vector does not require a cosmological model, the data visually follow the best-fit ΛCDM
model of the multi-frequency likelihood shown in black. The CMB-lite band powers visibly remove the foreground contamination in the
temperature power spectrum.

uate its first- and second-order derivates

∂Lrecon

∂ϕi

∣∣∣∣
ϕ

,

(
∂2Lrecon

∂ϕi∂ϕj

)
ϕ

(3)

at any desired point ϕ quickly and accurately. Access
to the gradient allows us to find the best-fit parameters
of the reconstruction likelihood extremely fast using, e.g.
the truncated Newton or Newton-Raphson methods (No-
cedal & Wright 2006; Nash 1984). The Hessian is useful
because evaluated at the best-fit point it is equal to the
negative Fisher matrix and hence connects to the covari-
ance of the CMB-only band powers (Heavens et al. 2014).
With access to these functions, we perform the recon-

struction as follows:

1. Minimise the reconstruction likelihood, finding its
best-fit point. This yields the CMB-only band pow-
ers.

2. Evaluate the Hessian of the reconstruction likeli-
hood at the best-fit point. The negative inverse of
this matrix serves as the covariance of the CMB-
only band powers.

Hence, we obtain all necessary products for the lite likeli-
hood from minimising the reconstruction likelihood once

and one evaluation of its Hessian. The above prescrip-
tion greatly reduces the computational cost of the recon-
struction procedure such that it can be performed on a
personal laptop in about a minute. This means one can
easily perform multiple reconstructions to assess robust-
ness, using for example different foreground models or
angular scale cuts. Moreover, this procedure eliminates
numerical noise from the covariance matrix of CMB-only
band powers. Though automatic-differentiation also has
its limits, second-order derivatives are usually well be-
haved and we have not seen any suggestive artefacts in
the application to follow in Section 4 (Campagne et al.
2023).
We note that while in principle the use of the Hessian

of the reconstruction likelihood for the covariance of the
CMB-only band powers does not capture non-Gaussian
contributions, we did not detect significant biases due
to this during the application to SPT data in Section 4.
One can test for this effect by reconstructing a known
scatter-free model spectrum and comparing parameter
constraints for models of interest between the resulting
lite and multi-frequency likelihoods. Should differences
turn out to be sizeable, one may consider the methods
put forward by Sellentin et al. (2014) or Arutjunjan et al.
(2022) in order to improve the covariance estimate or re-
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sort to MCMC sampling the reconstruction likelihood.
For this the use of gradient-based sampling methods (e.g.
Hamiltonian Monte Carlo, No U-Turns) is also promis-
ing as these tend to perform well in high-dimensionality
scenarios (Hoffman & Gelman 2011).

4. APPLICATION TO DATA

In this section we apply the above procedure to the
SPT-3G 2018 TT/TE/EE likelihood implemented in
candl. The minimisation of the reconstruction likelihood
is carried out using a truncated Newton algorithm imple-
mented in scipy (Virtanen et al. 2020; Nocedal & Wright
2006; Nash 1984). To benchmark the performance of the
resulting lite likelihood and judge the success of the re-
construction procedure more generally we will consider
three cosmological models: ΛCDM, ΛCDM+Neff , and
ΛCDM+AL. We parametrise these models using the
Hubble constant H0, the baryon and cold-dark-matter
densities Ωbh

2 and Ωch
2, respectively, the amplitude

ln(1010As) and spectral tilt ns of the power spectrum
of initial scalar fluctuations, the optical depth to reion-
isation τ , plus optionally either the effective number of
relativistic degrees of freedom Neff or the amplitude of
the gravitational lensing effect on the power spectrum
AL. To calculate CMB spectra, we utilise the Cos-
moPower models trained for the analysis of the SPT-3G
2018 TT/TE/EE data set on high-accuracy CAMB spec-
tra (Balkenhol et al. 2023; Spurio Mancini et al. 2022;
Piras & Spurio Mancini 2023; Lewis et al. 2000). To
perform MCMC analyses of the multi-frequency and lite
likelihoods in the aforementioned cosmological models we
use Cobaya (Torrado & Lewis 2021) with a Metropolis-
Hastings sampler. We use dedicated minimisers to obtain
best-fit points, again using scipy’s truncated Newton al-
gorithm. For cosmological analyses, we apply the same
Planck -based Gaussian prior on τ centred on 0.054 with
width 0.0074 as Balkenhol et al. (2023) in the lite likeli-
hood (Planck Collaboration et al. 2020b).
The SPT-3G 2018 TT/TE/EE multi-frequency likeli-

hood has various noteworthy aspects for the reconstruc-
tion process. First, the window functions differ across
frequencies owing to the instrumental beam and the
filter strategy of the analysis, which as Prince et al.
(2024) points out means that there exists no single set of
uniquely defined CMB-only band powers to reconstruct;
in principle, one would have to assign a CMB-only band
power bin to each window function shape. However,
since differences are small, we ignore them in the recon-
struction procedure and use a combination of the multi-
frequency window functions weighted by the band power
covariance matrix in the lite likelihood.
Second, the multi-frequency likelihood involves the ad-

dition of a model- and frequency-dependent beam con-
tribution to the band power covariance matrix. To avoid
having to represent this operation at the level of the
lite likelihood, one could reformulate the multi-frequency
likelihood to account for the uncertainty of the beam
measurement through modifications of the model spec-
tra controlled by additional nuisance parameters to be
marginalised over during the reconstruction process (see
e.g. Henning et al. 2018). However, we find that ac-
counting for this term in the reconstruction likelihood
and simply ignoring it in the lite likelihood is sufficiently
accurate for the data set at hand.

Third, we follow the suggestion of D13 and split the
calibration module of the multi-frequency likelihood into
two: an internal calibration, relative to the 150GHz TT
and EE auto-spectra, and an external, absolute calibra-
tion of all spectra controlled by new parameters Tcal

and Ecal, which modify spectra like their frequency-
dependent counterparts in the original likelihood. By
keeping Tcal and Ecal in the lite likelihood we avoid intro-
ducing significant long-range correlations between the es-
timated CMB-only band powers, which ultimately makes
it easier to interpret residuals of the data vector.
Fourth, the transformation of model spectra by the

aberration effect due to the Earth’s relative motion to the
CMB depends on the derivative of the unbinned CMB
power spectrum with respect to the multipole moment
ℓ (Jeong et al. 2014). However, we are only interested
in reconstructing CMB band powers, i.e. bins in mul-
tipole moments, and there exists no unique correspon-
dence between the aberration effect at the band power
and the unbinned CMB power spectrum level. Therefore,
we consider aberration as part of the signal and aim to
encapsulate it in our reconstruction, also accounting for
this effect in the lite likelihood.
Lastly, we face a similar issue for the super-sample lens-

ing effect (Manzotti et al. 2014). Though we could treat
this phenomenon similarly to aberration, we would have
to carry the parameter controlling the strength of the
effect, the mean lensing convergence across the survey
field, into the lite likelihood. Instead, we add a suitable
contribution to the band power covariance matrix and
therefore keep the number of nuisance parameters and
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Fig. 2.— Ratio of the error bars of the lite likelihood to two
reference cases (σref

b ): the coadd (blue) and the 150GHz auto-
spectrum (grey). As foregrounds are already marginalised over
in the CMB-lite band powers, error bars are larger than the two
reference cases at high ℓ for TT . For TE and EE we see that the
lite likelihood improves on the 150GHz auto-spectrum on all scales
due to the combination of multi-frequency information. The beam
and calibration uncertainties as well as the super-sample lensing
effect cause an increase of < 3% of the lite error bars with respect
to the coadd for TE and EE.
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dashed line contours) SPT-3G 2018 TT/TE/EE likelihoods (68% and 95% confidence levels). The constraints match well, with only a small
offset in ln (1010As) of < 10% of the width of the multi-frequency posterior visually discernable.

transformations in the lite likelihood low.
Together, these points lead to a small systemic bias,

which we quantify by generating scatter-free mock band
powers for a set of fiducial parameters in ΛCDM. We
perform the reconstruction and compare constraints on
ΛCDM parameters between the multi-frequency and the
lite likelihood. The best-fit values of the lite likelihood
are within < 0.01σ of the multi-frequency likelihood
for all parameters, where σ refers to the width of the
marginalised posteriors yielded by the multi-frequency
likelihood. The error bars on cosmological parameters
match to better than 1%. Hence any inaccuracies or bi-
ases in the reconstruction procedure are negligible com-
pared to the level of uncertainty ascribed to MCMC anal-

yses and, as we demonstrate later on, to the realisation-
dependent bias picked up by the reconstruction from
noise and sample variance fluctuations when performed
on real data.
We now perform the reconstruction procedure on the

SPT-3G 2018 TT/TE/EE data set. The resulting CMB-
only band powers are shown in Figure 1. Like their multi-
frequency counterpart, the band powers cover the multi-
pole ranges 750 ≤ ℓ < 3000 in TT and 300 ≤ ℓ < 3000
in TE and EE with bin widths ∆ℓ = 50 for ℓ < 2000
and ∆ℓ = 100 for ℓ > 2000. Visually, we see that the
power on small angular scales in temperature is reduced
compared to the multi-frequency band powers as the fore-
ground contamination is removed.
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Fig. 4.— The difference in best-fit ΛCDM parameters of the lite likelihood compared to the reference multi-frequency likelihood for 1000
mock band power realisations (black histogram) normalised by the width of the constraints of the multi-frequency likelihood (1σ). We
indicate the bias we observe for the SPT-3G 2018 TT/TE/EE data as blue vertical lines. Dashed orange vertical lines indicate the systemic
bias described in Section 4, which is subdominant. In general, with ≲ 0.1σ, the size of the realisation-dependent scatter is at an acceptable
level and even in bad cases comparable to the uncertainty inherent in an MCMC analysis. For the SPT-3G 2018 TT/TE/EE data set, the
only parameter with a noticeable shift is ln (1010As), though the observed value is within 2.1 standard deviations of the mean and hence
statistically normal.

In Figure 2 we compare the error bars of the CMB-only
band powers to the ones of the coadd of multi-frequency
spectra, i.e. the minimum-variance combination of the
full data vector after foreground-subtraction. Since the
covariance of the coadd only reflects the combination of
multi-frequency information to reduce noise, this com-
parison allows us to quantify the information loss due
to foregrounds and systematic effects at the band power
level. Note that while the CMB-lite reconstruction does
not require a cosmological model, this is not true for the
coadd and we construct it using the best-fit point of the
multi-frequency likelihood in ΛCDM. As expected, we
see that the foreground contamination in temperature
data leads to a gradual increase of the error bars in the
lite likelihood with respect to the coadd towards small
angular scales with the uncertainty on the final bin of
the TT spectrum being a factor of 4.4 larger. For the po-
larisation spectra on the other hand, the lite likelihood’s
error bars are inflated by < 3% more evenly across an-
gular scales; this small increase reflects the uncertainties
of the beam measurement and the calibration, as well
as the expected size of super-sample lensing fluctuations
for the survey field. Though neighbouring band pow-
ers in the lite likelihood remain mildly correlated due to
flat-sky projection effects (Balkenhol et al. 2023), we do
not introduce any significant new long-range correlations
owing to our treatment of calibration.
We construct the lite likelihood based on the shown

foreground-marginalised CMB-only band powers and
their covariance. While we still need to account for the
effects of aberration and absolute calibration at the like-
lihood level as mentioned above, we have reduced the
number of transformations in the data model from 11
to two and the number of nuisance parameters from 33
to two (Tcal and Ecal). The length of the data vector
has been reduced from 728 to 123 bins. The evaluation
time of the lite likelihood is about a factor of four smaller
than its multi-frequency counterpart and about half the
evaluation time of the CosmoPower emulators.
The marginalised posteriors obtained from MCMC

analyses of the two likelihoods in ΛCDM are shown in

Figure 3. The constraints match very well visually. This
is also quantitatively true; we tabulate the difference in
best-fit points and the ratio of parameter errors for all
models considered in Table 1. All differences are below
0.1σ, where σ is the width of the marginalised parame-
ter posteriors of the multi-frequency likelihood. Further-
more, the inferred parameter error bars match to within
< 10% in all cases. We conclude that given the numer-
ical noise present in MCMC analyses the lite likelihood
performs well.
Still, we want to reassure ourselves that the shifts ob-

served are compatible with the expectation from the
realisation-dependent bias. Hence, we run 1000 simu-
lations in which we draw Gaussian band power realisa-
tions from the multi-frequency band power covariance
matrix based on a fiducial ΛCDM cosmology. We as-
sign these band powers to the reference multi-frequency
likelihood, minimise it, run the reconstruction procedure
on them, minimise the resulting lite likelihood, and com-
pare the obtained best-fit points, all within the ΛCDM
model. We show the distribution of parameter shifts be-
tween the reference multi-frequency and lite likelihoods
in Figure 4. The realisation-dependent bias is typically
confined to within ±0.1σ, where σ is the width of the
parameter posterior obtained from the multi-frequency
likelihood, signalling the good robustness of the proce-
dure. The specific reconstruction for the SPT-3G 2018
TT/TE/EE data is remarkably bias free for H0, Ωbh

2,
Ωch

2 and ns. The bias seen for ln (1010)As is consistent
with zero within two standard deviations of the distri-
bution obtained from simulations and compatible with
a statistical fluctuation. We further note that the min-
imum of the reconstruction likelihood, i.e. its value at
the best-fit point, is consistent with the corresponding
distribution obtained from simulations at 1.2 standard
deviations from the mean. We conclude therefore that
the small parameter shifts observed between the SPT-
3G 2018 TT/TE/EE multi-frequency and lite likelihoods
are consistent with the expected size of statistical fluc-
tuations and the reconstruction has been successful. We
make the lite version of the likelihood publicly available
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TABLE 1

Comparison of best-fit points and the width of marginalised posteriors between the SPT-3G 2018 TT/TE/EE multi-frequency
and lite likelihoods for ΛCDM, ΛCDM+Neff , and ΛCDM+AL models. The first column for each model lists the shift of best
fit points obtained from dedicated minimiser runs normalised by the parameter error bars obtained from the MCMC analysis
of the multi-frequency likelihood. The second column indicates the ratio of posterior widths. All observed shifts are < 10% the
width of the posteriors obtained from the multi-frequency likelihood and the parameter errors match to within 10%, indicating
good agreement between the two likelihoods.

ΛCDM ΛCDM+Neff ΛCDM+AL

Parameter ∆µ/σµν σlite/σµν − 1 ∆µ/σµν σlite/σµν − 1 ∆µ/σµν σlite/σµν − 1

H0 0.000 −0.023 0.022 0.016 −0.016 0.014

Ωbh
2 −0.004 0.006 0.015 0.021 −0.008 −0.002

Ωch2 0.001 −0.021 0.020 0.059 0.016 0.014

ns 0.001 −0.018 0.018 0.017 −0.009 0.026

ln(1010A) 0.089 0.020 0.090 0.002 0.082 0.017

τ −0.003 0.026 −0.001 −0.008 0.000 0.003

Neff – – 0.023 0.040 – –

AL – – – – −0.019 −0.011

on the candl website.

5. CONCLUSIONS

In this work we have presented an implementation of
the CMB-lite framework using automatic differentiation
and have applied it to the differentiable SPT-3G 2018
TT/TE/EE likelihood available in the candl library. The
reconstruction runs in about a minute on a personal com-
puter and yields a sampling noise-free covariance of the
foreground-marginalised CMB-only band powers. The
resulting lite likelihood performs well and recovers the
parameter constraints of the reference multi-frequency
likelihood for ΛCDM, ΛCDM+Neff , and ΛCDM+AL

models to within good accuracy; best-fit points are offset
by < 0.1σ, where σ is the width of the marginalised pos-
terior of the multi-frequency likelihood, and the inferred
parameter error bars match to within < 10% in all cases.
The lite likelihood is publicly available on the candl web-
site along with a python notebook demonstrating its con-
struction.
More broadly, this work represents another success-

ful application of automatic differentiation in cosmol-
ogy. This technique continues to increase in popularity
in the community and not only facilitates improvements
of existing methodologies as is the case here, but also
enables entirely novel analyses. This is a trend we ex-
pect to continue; as cosmological data continue to im-
prove, so must our tools. Looking ahead, Simons Obser-

vatory (Simons Observatory Collaboration et al. 2019)
and CMB-S4 data (CMB-S4 Collaboration et al. 2019)
will have broad frequency coverage to confidently sepa-
rate cosmological and foreground signals. This increases
the number of multi-frequency spectra and hence also
the advantages the CMB-lite framework can bring. At
the same time, the low noise levels of these experiments
will compel many robustness tests, which are efficiently
carried out using the numerical techniques presented in
this work.
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