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Abstract. Rare diseases pose significant challenges due to their heterogeneity and 

lack of knowledge. This study develops a comprehensive pipeline interoperable with 

a document-oriented clinical data warehouse, integrating cohort characterization, 
patient clustering and interpretation. Leveraging NLP, semantic similarity, machine 

learning and visualization, the pipeline enables the identification of prevalent 

phenotype patterns and patient stratification. To enhance interpretability, 
discriminant phenotypes characterizing each cluster are provided. Users can visually 

test hypotheses by marking patients exhibiting specific keywords in the EHR like 

genes, drugs and procedures. Implemented through a web interface, the pipeline 
enables clinicians to navigate through different modules, discover intricate patterns 

and generate interpretable insights that may advance rare diseases understanding, 

guide decision-making, and ultimately improve patient outcomes. 
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1. Introduction 

Rare diseases, defined as conditions affecting fewer than 1 in 2000 people, pose 

significant challenges due to their low prevalence and high heterogeneity [1]. Of the 7000 

rare diseases identified so far, many of them are poorly understood, and limited 

structured data are available on the patient history and the effectiveness of different 

treatments and interventions. Therefore, advancing rare diseases knowledge and 

improving patient outcomes requires in-depth analysis of clinical data from various 

sources, notably information scattered across electronic health record (EHR) systems.  
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Recently, document-oriented clinical data warehouses (CDW), built on top of EHRs 

and enhanced by Natural Language Processing (NLP), have facilitated the re-use of 

healthcare data. For example, In Necker-Enfants Malades hospital in Paris, France, a 

CDW named Dr. Warehouse [2] was implemented, containing 10 million health reports 

and 38 million concepts (e.g., phenotypes, genes) extracted from narrative notes for 914 

000 patients. More than 1860 cohorts have been created within Dr. Warehouse for 

clinical investigation since 2017. One common challenge lies in effectively identifying 

disease patterns from patient data, stratifying patients into meaningful subgroups, and 

generating interpretable insights to support decision-making.  

The objective of this study is to develop a comprehensive pipeline interoperable with 

document-oriented CDW, integrating cohort selection, phenotypic characterization, 

patient clustering and visualization, as well as cluster interpretation. A web interface will 

be implemented to enable the discovery of novel insights within the data that might not 

be apparent from a simple list of symptoms or clinical findings. This work was supported 

by the French National Research Agency, C’IL-LICO (ANR-17-RHUS-0002), Institut 

Imagine (ANR-10-IAHU-01), and PRAIRIE (ANR-19-P3IA-0001). 

2. Materials and Methods  

2.1. Patient phenotyping and cohort creation  

On top of the collection of documents, the high throughput phenotyping module built-in 

Dr. Warehouse extracts phenotypes using dictionary-based methods encoded with the 

Unified Medical Language System (UMLS) Metathesaurus, and deep learning-based 

named entity recognition methods. The cohort constitution is based on queries using free 

text, coded data, or their combination, and additional functionalities such as time and 

demographic constraints, query expansion using synonyms and subsumption relation of 

the UMLS Metathesaurus, and manual inclusion and exclusion criteria [2].  

2.2. Cohort characterization  

A cohort characterization module has been developed to identify the most prevalent 

phenotypes and reveal their association using an unbiased, data-driven approach as 

adopted for congenital heart defects [3]. The co-occurrence frequencies between 

phenotypes in the chosen cohorts are assessed and their log-odds ratios are computed. 

The most frequently co-occurring phenotypes are displayed as a heatmap, with intense 

red signaling higher co-occurring likelihoods. Hierarchical clustering analysis further 

illustrates the co-occurrence pattern. Such visualization offers an accessible way to 

exploit the phenotype interconnections that define the patient cohorts. 

2.3. Visualization using UMAP and semantic similarities  

Phenotypes present in real-world EHR data exhibit significant diversity. Dimension 

reduction techniques, namely Uniform Manifold Approximation and Projection 

(UMAP), has been considered to generate 3D representation of high-dimensional and 

sparse data. To address the phenotype dependence within the dataset, two semantic 

similarity methods between phenotypes as detailed in [4] have been proposed before 
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applying UMAP. The first one is derived from the Human Phenotype Ontology (HPO) 

hierarchy, incorporating the relative position of phenotypes in different levels of 

granularity. The second metric is derived through medical concept embeddings 

generated from large amounts of EHR data [5], based on the understanding that different 

phenotypes may share inherent relationships and similarities (e.g. fever and headache). 

Users can choose one or none of the proposed semantic similarity metrics.  

By leveraging semantic similarity, we are able to enrich the sparse data by inferring 

relationships between observed and unobserved phenotypes, thereby enhancing the 

overall quality of data representation. Together with UMAP, we provide a patient 

visualization in a 3D space, with distinct colors marking different patient cohorts if more 

than one cohort are selected. This visual differentiation provides a clear and intuitive 

grasp of the variations and similarities within and across cohorts, facilitating a deeper 

understanding of patient group characteristics. 

2.4. Clustering and Result Interpretation 

After data processing and dimension reduction, a clustering module is developed and 

integrated with the visualization module. To adapt the unique structures and patterns of 

different cohorts, three algorithms that suits dimension reduced data are implemented for 

users to choose from: Balanced Iterative Reducing and Clustering using Hierarchies 

(BIRCH), Hierarchical Density-Based Spatial Clustering of Applications with Noise 

(HDBSCAN) and spectral clustering. The Silhouette Coefficient is provided to 

determine the effectiveness of clustering. When multiple cohorts are selected, the 

Adjusted Rand Index (ARI) is also provided, which compares clustering labels against 

cohort labels to determine the concordance of the grouping.  

To enhance the interpretability of the clustering results, clustering labels are used to 

train a decision tree, from which three phenotypes with highest information content are 

provided as key descriptors for distinguishing clusters with each other. This module 

provides clinicians with a concise and clear understanding of the cluster attributes based 

on the most significant phenotypes within each patient subgroup. 

To further support discovery of patterns related to patient cohorts or diseases, we 

complete the pipeline by a hypothesis testing module, where users can define up to three 

keywords to color patient points in the UMAP. The keywords can be any medical terms 

that were present in patients’ EHR, such as genes, conditions, drugs, and procedures. 

With this module, users can quickly associate phenotypic clusters with molecular factors, 

potential comorbidities and complications, or other hypotheses.  

2.5. Interoperable interface and implementation   

A web interface has been developed integrating all the modules described above. This 

interface leverages the Python programming language and the Plotly Dash framework. 

Through this interface, users can seamlessly create cohorts within Dr. Warehouse, then 

process the data, execute clustering tailored to their specific requirements and explore 

interpretability of clustering. Additionally, the interface offers straightforward 

mechanisms for retrieving detailed information, including direct redirections to Dr. 

Warehouse for additional context or data review. 
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3. Results

The comprehensive pipeline has been translated visually to provide a clinician-friendly 

tool to deepen the understanding of their patient cohorts, facilitating the discovery of 

novel insights through advanced machine learning (ML) and visualization techniques. 

The tool is sectioned into two primary functionalities: population characterization and 

clustering exploration (Figure 1). Within the first part, clinicians can select specific 

patient cohorts directly created from Dr. Warehouse, conduct data processing, choose 

semantic similarity metrics, and omit particular phenotypes by HPO codes or names 

(Figure 1A). Accompanying this, the heatmap of phenotype co-occurrence (Figure 1B), 

and UMAP visualization of patients within selected cohorts (Figure 1C) are displayed. 

Figure 1 Key modules of the comprehensive pipeline with an illustrative example of 3 cohorts. (A) Cohort 

selection and data processing options. (B) Heatmap of phenotype co-occurrence. (C) UMAP visualization of 
patients within selected cohorts. (D) Clustering and visualization customization options. (E) Clustering 

outcomes. (F) Patient details and link to EHR system. (G) Key phenotypes characterizing each cluster.

In the clustering section (Figure 1D), the interface enables the customization of 

clustering and visualization, and the fine-tuning of parameters. In clustering outcomes 

(Figure 1E), clinicians can interact with the UMAP and the data points, revealing patient 

details such as patient ID, cohort label, and phenotypes on the spot (Figure 1F), along 

with a direct link back to Dr. Warehouse for an in-depth review. Adjacent to these 

visualizations, the platform elucidates key phenotypes for each cluster, aiding clinicians 

in understanding the foundational characteristics that define each cluster (Figure 1G).

The two main use cases are (i) the comparison of several cohorts (differential 

diagnoses, patients with different variants or treatments, cases vs. healthy controls) and 

(ii) the visualization of a single cohort to explore subgroups and stratification. 

4. Discussion and Conclusions

Visual analytics plays a crucial role in exploring, analyzing and communicating complex 

medical information. Many ML-focused works in healthcare often provide visualizations 

primarily for displaying results of predictive models. However, these solutions are 

typically not interoperable with EHR systems. While some tools have been developed 
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within EHR systems, they often lack advanced functionalities and are limited to simple 

visualization of real-world raw data. For example, a hybrid visualization framework has 

been developed and demonstrated useful for depressive state detection and atypical 

patients’ characterization because of its focus on model interpretation [6]. However, this 

study is based on a public data repository with mainly quantitative data, failing to 

leverage the rich information contained in clinical narratives. Other visualization 

solutions were implemented using EHR data, such as [7] in an ophthalmologic academic 

center but with very basic functionalities, and [8, 9] in a CDW but are limited to cohort 

creation and visualization. For rare diseases, the role of visualization has also been 

emphasized [10]. However, a real gap exists in the availability and functionality of such 

visual tools integrating ML models into EHR systems in an interoperable manner. 

In this study, we proposed a comprehensive pipeline within EHR that goes beyond 

basic visualizations by interoperating techniques such as NLP, semantic similarity, 

advanced ML algorithms and interpretable representations of patient subgroups to 

address common and critical challenges in rare disease. By integrating cohort selection, 

phenotypic characterization, clustering and interpretation, and redirection to patient 

documents from UMAP visualization, this pipeline allows clinicians and researchers to 

explore and gain insights from massive unstructured EHR data of patients in a rare 

disease-oriented CDW, underlying molecular factors and potential comorbidities and 

complications that contribute to the disease knowledge and can guide clinical decisions.  

While our pipeline offers a comprehensive and innovative solution, there are several 

limitations and challenges that need to be addressed in the future work, such as data 

quality issues, the deployment in clinical settings, and the integration of molecular data 

sources to enable the exploration of genotype-phenotype correlations. The usability and 

user experience of this tool will be thoroughly evaluated at multi-level, through user 

feedback from clinicians and researchers, in a subsequent publication.  
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