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Abstract—The end-to-end connectivity patterns between two
points on Earth are highly volatile if mediated via a Low-
Earth orbit (LEO) satellite constellation. This is rooted in the
enormous speeds at which satellites in LEO must travel relative
to the Earth’s surface. While changes in end-to-end routes are
rare events in stationary and terrestrial applications, they are
a dominating factor for connection-oriented services running
over LEO constellations and mega-constellations. This paper
discusses how TCP-over-constellations is affected by the need
for rerouting and how orbital route selection algorithms impact
the end-to-end performance of communication. In contrast to
the state of the art that primarily optimizes for instantaneous
shortest routes (i.e. lowest delay), we propose several algorithms
that have route stability and longevity in their focus. We show
that this shift in focus comes with vastly improved end-to-end
communication performance, and we discuss peculiar effects of
the typical TCP-like implementations, taking inspiration from
the Starlink constellation in our empirical investigations. The
spectrum of algorithms proposed provides a basis for co-designing
suitable orbital route selection algorithms and tailored transport
control algorithms.

I. Introduction
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Low-Earth orbit (LEO) mega-constellations are thriving.
Over half of the orbiting satellites are part of large-scale
networked fleets (e.g. Starlink, Project Kuiper) aiming at global
high-throughput internet connectivity and potentially other
services. This development poses new challenges in network
management to achieve both low delay and high throughput.

Traditional routing algorithms have predominantly honed in
on optimizing the instantaneous state of the network, aligning
with the stochastic nature of the internet. There is a plethora
of works on the stability of routes on the internet [1]–[4], as
well as the interaction of this stability with transport layer
performance [5], [6].

The dynamics in LEO however induces rapidly changing
end-to-end routes, characterized by highly volatile round-trip
times (RTTs) when traversing through diverse sets of inter-
satellite links (ISLs) [7]. Furthermore, ground stations are
forced to continually switch access satellites as visibility periods
are generally short-lived [8], albeit being nearly periodic. As
a consequence, cross-orbit routes exhibit a high degree of
variability and are of limited stability over time.

Thus, it becomes obvious that route stability within a satellite
mega-constellation is an important factor in ensuring the
efficacy of end-to-end protocols. Furthermore, unavoidable
route changes need to be set up in such a way that they mitigate
prevalent issues. One important such issue is the reordering
of packets caused by overtaking, which can happen if the new

route is shorter in delay. This can have a detrimental impact on
communication reliability and efficiency [9], rooted in the fact
that in every standard Transmission Control Protocol (TCP)
implementation such a reordering is likely to lead to duplicate
acknowledgements (ACKs). But also changes to considerably
slower routes can trigger adverse effects due to timeouts [10].
While the individual handling is partly up to the TCP variant,
both effects tend to lead to a substantial reduction in the in-
flight packet window size and hence a reduction in achievable
data rate.

On the other hand, routing solutions tailored for satellite
constellations can leverage the predictably periodic nature of
orbital networks to address stability issues adeptly. This is in
contrast to terrestrial mobile networks that also have dynamics,
but which are less predictable as space constellations.

To the authors’ knowledge, a route selection procedure that
judiciously considers the instability inherent in routes within
mega-constellations remains an open research topic [9]. In
response, this paper introduces a family of algorithms, offering a
spectrum of solutions to navigate the trade-offs between end-to-
end delay and route stability in satellite communication. Despite
their varied computational complexities, these algorithms are
unified in their objective to enhance route stability and longevity,
thereby elevating overall communication performance within
in-orbit networks. The contributions of this work are as follows:

• We provide a background on route stability and its
consequential impact on transport-layer network functions.

• We introduce a new evaluation framework to compute
route stability figures and apply them to TCP-like com-
munication models within Walker Delta constellations.

• We propose a suite of route selection algorithms, each
with distinct computational complexities, and articulate
the trade-offs between end-to-end delay and route stability.

• We comprehensively evaluate the well-known Starlink
constellation, providing insights into stability metrics and
end-to-end performance in TCP-like communication.

The remainder of this paper starts off with detailing our
methodological framework in Section II, followed by a descrip-
tion of the different route selection algorithms in Section III.
Empirical results are summarized in Section IV, and Section V
discusses the findings and draws final conclusions.

II. Context & Methodological Framework

In this section, we present the contextual background together
with the methodological details of our evaluation framework.
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A. Walker Delta Constellations & Orbital Dynamics
This study focuses on Walker Delta constellations due to

the popularity of this constellation type for upcoming mega-
constellations. All satellites in a Walker Delta constellation
follow circular orbits and share the same altitude ℎ and
inclination 𝛼. They thus move at the same speed. The satellites
are distributed across 𝑃 evenly-spaced orbital planes, where
each plane contains 𝑄 evenly-spaced satellites. Formally, we
describe Walker Delta constellations by 𝛼 : 𝑃 ·𝑄/𝑃/𝐹, where 𝐹

specifies the relative phase shift between adjacent planes. Each
satellite can be distinguished at any time as either ascending
or descending, depending on whether they move from South
to North or from North to South, respectively.

We assume that each satellite maintains four permanent
inter-satellite links: two intra-plane links (to the successor and
predecessor in same orbital plane) and two inter-plane links (to
the left and right neighbour on the adjacent planes) [11]. So,
from the perspective of an individual satellite, the underlying
connection topology resembles that of a Manhattan Street
Network that gets distorted at the most polar positions, where
satellites switch from ascending to descending and vice versa.

For the routing algorithmics, future satellite positions need
to be predicted. We will use a simple two-body propagator, i.e.
assuming ideal conditions and unperturbed central force motion.
This means that all orbital elements (except the argument of
latitude) are assumed constant over time. More sophisticated
propagators, such as SGP4, could be used, but the additional
precision comes with a computation time penalty without
having a significant effect on the analysis results.

B. Efficiency and Stability Metrics
We work with the following metrics to measure different

aspects of efficiency and stability.
Route Delay: The route delay is determined by transmis-

sion delay, propagation delay, and queuing delays. We define
the one-way delay (OWD) of a route as 𝑑ow = 𝑑𝑝 + 𝑑𝑡 + 𝑑𝑞 ,
where 𝑑𝑝 is the propagation delay (i.e. the time the signal
needs to travel, depending only on the physical distance),
𝑑𝑡 is the transmission delay (i.e. the time to send the whole
packet, depending only on the packet size and the data rate
of the link), and 𝑑𝑞 the queueing delay, an additional per-hop
overhead for on-board processing and packet queueing. We
assume store-and-forward-switching and consider a packet size
of 1.5 kB (standard Ethernet frame) and 1 Gbit/s links for all
satellites and ground stations. This results in a transmission
delay of 𝑑𝑡 = 1.5 kB

1 Gbit/s = 12 µs. Further, we assume 𝑑𝑞 = 1 ms for
queueing and on-board processing. Assuming that the signals
travel with the speed of light 𝑐, the propagation delay for some
distance 𝑙 is given by 𝑑𝑝 = 𝑙

𝑐
.

Route Validity: Route validity is defined as how long
a particular route remains accessible. Disregarding node
failures, any route between two satellites in a Walker Delta
constellation is valid ad infinitum since neighbourship remains
unchanged (while link distances oscillate across planes). How-
ever, end-to-end routes between two ground stations are always
limited by the visibility periods of the two access satellites (i.e.

the first and last satellite of the route that directly communicate
with the ground). Generally, the aim is maximizing end-to-end
route validity to obtain less frequent route changes.

Delay Delta and Bad Changes: The delay delta is defined
as 𝑑new

ow − 𝑑old
ow and specifies by how much the delay changes at

the points in time in which route changes occur. Negative delay
delta values (switching from high to low delay) cause out-of-
order arrivals, disrupting the expected sequential delivery of
packets at the transport layer, particularly impacting protocols
like TCP that rely on ordered delivery. If three duplicate
acknowledgements are received, this scenario can trigger
mechanisms such as TCP fast retransmission. Conversely,
positive delta values (switching from low to high delay) can
provoke unnecessary retransmissions at the sender, as the
sender might interpret the increased delay as packet loss if
acknowledgements from the receiver are not received within
the expected time frame. Based on recent RTT measurements,
TCP dynamically adjusts its retransmission timeout (RTO). If
the delay suddenly increases due to a route change, the sender
might not receive acknowledgements within the expected RTO,
triggering unnecessary retransmissions. However, RFC6298
recommends (“SHOULD”) a minimum RTO of 1 s [10]. In
our evaluation, the delays and deltas were never close to this
bound, so we ignored retransmits and the corresponding in-
flight window reductions. The RFC also suggests that this
minimum value is up to further research—hence we plan to
reinvestigate this in future work.

TCP Data Rate: The average data rate is a tangible value
allowing for a performance-oriented comparison of different
route selection algorithms. In general, we want to maximize
this quantity that is derived from the route delays and validities
using our abstract TCP implementation (Section IV-A).

III. Route Selection Algorithms
This section introduces a family of route selection algorithms

that cover the full spectrum between minimizing delay and
minimizing the number of route changes.

Each algorithm takes as input the position of two points on
Earth (ground stations) some time interval [𝑡0, 𝑡ℎ) (typically
one orbital period), and a time granularity (typically 1 s). The
output is a mapping of each time point in the interval to a
specific end-to-end route connecting the two ground stations
via the constellation.

Dĳkstra (Dijkstra): Dĳkstra’s algorithm is the state-of-
the-art solution. It optimizes for the shortest route at a given
time instant. In the following, we denote a route as shortest if
it is minimal with respect to one-way delay, i.e. the “fastest”
route. (By setting 𝑑𝑡 = 𝑑𝑞 = 0 ms, the classical shortest route
w.r.t. distance results.) As a baseline, our algorithm Dijkstra
runs Dĳkstra’s algorithm for each time point in [𝑡0, 𝑡ℎ). While
this minimizes the overall delay all along the interval, it has
no concept of route stability.

Stubborn Dĳkstra (Stubborn): As a variation of Dijkstra,
we introduce and analyse a “stubborn” variant of it. Here, the
current shortest route is selected at 𝑡0. This route is then used
for as long as it is valid, i.e. until one of the two access satellites



loses visibility to its respective ground station. Then, a new
shortest route is computed, and this procedure is repeated until
the end of the time interval.

Tenacious Routing (Tenacious): Since visibility periods
are decisive for route validity, another alternative for maximiz-
ing route validity is to identify, for both ground stations, the
satellite with the longest remaining visibility period. This is
done at 𝑡0, and the resulting pair is then used as access satellites
for a route that remains unchanged across the entire period
in which both satellites have visibility. Once the current route
becomes invalid, two new satellites are selected with the now
longest remaining visibility time and the procedure is repeated.

This algorithm yields a list of access satellite pairs together
with the time interval during which they are to be used. In a
second step, a route is computed per entry. Assume two access
satellites and an interval [𝑡𝑠 , 𝑡𝑒). As the route length (and hence
incurred delay) changes over time, there is no obvious optimal
in-orbit route for the whole time interval. One possibility would
be to compute the route with the lowest average delay during
[𝑡𝑠 , 𝑡𝑒). However, as this approach is compute-intensive, we
just compute the shortest route at some point within [𝑡𝑠 , 𝑡𝑒).
There is a trade-off between minimizing average route delay
(typically best if we pick a point in the middle) and having a
low delay at 𝑡𝑒 to increase the chances of avoiding reordering
events when switching to another route. Our extensive empirical
studies have shown that—compared to the risk of timeouts
if changing to a fast route—reordering is clearly the crucial
obstruction to performance, and that 𝑡𝑠 + 3

4 (𝑡𝑒 − 𝑡𝑠) provides
overall good performance.

While experimenting with this algorithm, we noticed exor-
bitantly high delays in some cases. This is due to the algorithm
not distinguishing between ascending and descending satellites.
This movement direction, however, has a considerable effect
on the route length. Assume, for example, two ground stations
close to each other on the Equator. Now it may be that these
stations can be connected by two ascending satellites with
just one intermediate ISL hop. On the contrary, if one of the
satellites is exchanged for a nearby descending satellite, these
satellites can no longer communicate directly with each other,
and multiple hops are required. Therefore, instead of selecting
only two access satellites with the longest remaining visibility,
we select at each station the ascending and the descending
satellite with the longest remaining visibility (if it exists). In
the second step, we consider all combinations (at most four)
to select the pair with the lowest delay. This optimization
significantly reduces the overall delay at the cost of a few more
route changes.

(Weighted) Set Cover (SetCover): The previous al-
gorithms are all greedy at specific time points, in one way or
another. Now, we introduce a solution that considers the entire
time interval [𝑡0, 𝑡ℎ) to find some global optimum. For this, we
have formulated the route selection problem as a (weighted)
set cover problem. First, all satellite visibility intervals at both
ground stations are computed. This information is used to
compute all possible combinations of valid access satellite
pairs, together with the maximal intervals [𝑡𝑠 , 𝑡𝑒) during which

this pair can be used. The goal is now to select as few of these
combinations as possible so that the whole time interval is
covered. We solve this problem by modelling it as an integer
linear program (ILP). For each combination of access satellite
pair (src, dst) and interval [𝑡𝑠 , 𝑡𝑒) during which it is valid, we
introduce a binary variable 𝑥

src,dst
[𝑡𝑠 ,𝑡𝑒 ) ∈ {0, 1}. A value of 1 means

that this element is part of the overall solution. Let 𝐼 be the set
of all such variables. The objective function min

∑
𝑥∈𝐼 𝑤𝑥 · 𝑥

now minimizes the weighted sum of variables, where 𝑤𝑥 is
some non-negative weight for 𝑥. In this paper, our algorithm
minimizes the total number of route changes, i.e. 𝑤𝑥 = 1 for all
𝑥 ∈ 𝐼. It is, however, straightforward to tweak the optimization
objective by assigning different weights, such as the hop count
in between the two satellites.

Let 𝐼 |𝑡 =
{
𝑥

src,dst
[𝑡𝑠 ,𝑡𝑒 ) ∈ 𝐼

�� 𝑡𝑠 ≤ 𝑡 < 𝑡𝑒
}

be the subset of 𝐼 that
contains all binary decision variables whose interval includes
time point 𝑡. Now, we add constraints to ensure that every time
point in the time interval is covered by (at least) one element:

∀𝑡 ∈ {𝑡0, 𝑡1, . . . , 𝑡ℎ}.
∑︁

𝑥∈𝐼 |𝑡
𝑥 ≥ 1

A solution of this ILP specifies which access satellites are
best to use and at what intervals they should be used. However,
the resulting intervals usually have a small overlap. To get
disjoint intervals, we cut each interval in the middle of the
overlapping part. More precisely, two overlapping intervals
[𝑡𝑠 , 𝑡𝑒) and [𝑡′𝑠 , 𝑡′𝑒) are mapped to [𝑡𝑠 , 𝑚) and [𝑚, 𝑡′𝑒) where
𝑚 = 1

2 (𝑡𝑒 + 𝑡′𝑠). Finally, we proceed the same way as described
in the Tenacious algorithm to compute good routes given the
access satellite pairs.

IV. Evaluation and Results
In this section, we present our analysis results of an empirical

performance evaluation using simulations. First, we introduce
a framework for transport layer simulations, our tool artCP,
which is used to evaluate the performance of the algorithms
with respect to the transport layer. We then report some detailed
findings for an exemplary pair of ground stations using the
Starlink constellation. Finally, we provide some aggregated
results obtained by placing ground stations on all possible
locations on a grid, followed by an analysis of the computational
costs of the algorithms. All benchmarks were run on a Linux
machine equipped with an Intel Core™ i7-6700 CPU running
at 3.40 GHz and 32 GB of main memory. Our toolchain is
implemented in the Rust programming language, and lp_solve
is used to solve the ILP problems.

A. Transport Layer Performance Evaluation Framework
To study the transport-layer effects of routing decisions,

we have developed artCP, an abstract simulation of TCP
variants. Comparing figures of delay and route validity times
is a non-obvious task, as they impact the communication
differently. Instead of doing multivariate comparisons of these
two parameters, we decided to use them as inputs for a transport
layer simulation that works as follows: As input, it takes both
time series of RTT and reordering events (i.e. when a route
change led to subsequent packets overtaking preceding ones).
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Figure 1. Comparison of end-to-end route delay and validity for the ground station pair Bariloche and Beĳing on Starlink.
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(c) Delay compared to TCP data rate.

Figure 2. Cumulative statistics of the four algorithms on the ground station pair Bariloche and Beĳing on Starlink.
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Figure 4. CDF plots over aggregated data for points on a latitude/longitude grid for Starlink.

During simulation, the evolution of an in-flight window is
modelled, using the dynamics of well-known TCP variants
(e.g. Reno). This means that we do not model individual
packets via discrete event simulation, but rather assume ideal
window progression under reordering events and RTT changes.
Finally, the in-flight window over time is reported, together
with aggregate metrics (e.g. average throughput).

In artCP, we assume a) the sender always has packets to
send, i.e. infinite maximum data rate (in practice still limited by
transmission algorithms) and b) the receiver can always accept
packets, i.e. infinite receive buffer and application read rate (no
flow control effects on in-flight window are considered).

B. Example: Bariloche and Beĳing on Starlink
This example serves to demonstrate the different analyses we

perform. For this benchmark, we assume two ground stations in
Bariloche, Argentina and Beĳing, China. For the constellation,
we selected the (first) orbital shell of the initial deployment
phase of SpaceX Starlink. The reason is that Starlink is well
known and one of the few already operational Walker Delta
constellations. Based on the publicly available information [11],
[12], we model Starlink as a Walker Delta 53◦ : 1584/72/39 at
550 km. We consider satellites with a minimum elevation angle
of 40◦ to be visible from the ground station. The great-circle
distance between Bariloche and Beĳing is 19 350 km and the
shortest route has an average ISL hop count of 11. Specifics
aside, the results shown here are representative for the general
behaviour of the algorithms, regardless of whether the ground
stations are a) on the same or different Earth hemispheres, and
b) rather close or rather far apart.

Figure 1 shows the dynamics of end-to-end route delays over
one orbital period for the four algorithms. It can be seen that
Dijkstra is indeed the algorithm with the lowest delays while
the other algorithms have higher delays, SetCover almost twice
as high as Dijkstra. On the other side, Dijkstra induces 185
(101) route changes, Stubborn 103 (61), Tenacious 58 (29),
and SetCover just 44 (21), where the number in parentheses
indicates the number of “bad” route changes, i.e. changes

from high to low delay. This illustrates the trade-off between
minimizing delay and maximizing route validity.

The trade-off can be seen more clearly by looking at the
two cumulative distribution function (CDF) plots showing the
delay (Figure 2a) and validity (Figure 2b). The median delay
of SetCover is 136 ms while it is just below 89 ms for the
other three algorithms. In terms of route validity, SetCover is
clearly superior to the Dijkstra or Stubborn approaches.

Finally, we ran the resulting routes through artCP. The
average TCP data rate for all algorithms is shown in Figure 2c.
The plot shows that Dijkstra and Stubborn have the lowest
performance. The average data rate for Tenacious is more
than doubled, while still being competitive in terms of average
delay. Even that SetCover minimizes the number of route
changes, we observe that the artCP performance falls behind
that of the Tenacious algorithm. The reason is that the higher
delay for SetCover prevents a good performance.

The full artCP comparison between Dijkstra and Ten-
acious is in Figure 3, as these provide the worst and best
performance. The plot shows that both algorithms feature rather
poor performance in general, as neither of them gets close to
the bandwidth-delay product (BDP). The two key takeaways
are: a) not just the number of route changes is important but
rather how many of them are from high to low delay (i.e. cause
reordering events), and b) other, optimized TCP congestion
control algorithms (e.g. CUBIC) should be explored.

C. Aggregated Grid Analysis
The previous evaluation results were all specific to the pair of

ground stations at Bariloche and Beĳing. Now, we explore how
the different algorithms perform when other ground stations are
chosen. For this, we first create a grid covering the entire globe
between −𝛼 and 𝛼 degrees latitude, where 𝛼 is the inclination
of the constellation, e.g. 𝛼 = 53◦ for Starlink. In this case, we
use a grid granularity of 10◦ for longitude and 53◦

5 = 10.6◦ for
latitude. Initially, one ground station is fixed at 0◦ E, 0◦ N. For
the other ground station, every possible point on the grid is
considered, and all algorithms are executed on that pair. Then,



Table I
Statistics of run times (in seconds) to execute the algorithms on a

ground station pair for one orbital period.

Algorithm Min Q1 Median Q3 Max

Dijkstra 6.637 9.087 12.537 18.684 92.503
Stubborn 2.104 2.186 2.243 2.351 4.829
Tenacious 2.060 2.110 2.118 2.127 2.167
SetCover 2.310 2.415 2.566 2.833 4.196

the first ground station is relocated to 0◦ E, 10.6◦ N and again
all grid points are considered for the second ground station.
This whole process is repeated until the first ground station is
at 0◦ E, 53◦ N. This considers all relevant combinations of two
ground station positions. Due to the symmetries of a Walker
Delta constellation, it is not necessary to consider negative
latitudes for the first ground station nor different longitudes
than 0◦ E.

In each run, the average end-to-end delay and average route
validity is stored. Each trace is also run through artCP to get
the average data rate. Figure 4 shows the respective CDF plots.

To evaluate the effect of the constellation topology on the
results, we repeated the same analysis on two other Walker Delta
constellations (60◦ : 779/41/5 at 500 km and 60◦ : 399/21/5
at 1000 km, both with a minimum elevation angle of 25◦ and a
grid granularity of 10◦ in each direction). While the individual
figures changed, the overall picture remained the same.

D. Run Time / Computational Complexity
As a final metric, we evaluate the computational cost of the

four algorithms. For every ground station pair of the Starlink
grid analysis, we measured the run time of each algorithm.
The results are shown in Table I. The first observation is that
Stubborn, Tenacious, and SetCover typically require about
two seconds for each run while the run time of Dijkstra
is significantly higher. However, this comparison is biased.
Since Dijkstra should minimize the overall delay, it needs
to perform a shortest-route computation every second. This
time granularity is a factor chosen by us that punishes
the performance of Dijkstra. The other algorithms only
sporadically have to compute shortest routes because they stick
to a route longer and, in the case of Stubborn and Tenacious,
only need to check whether the current route is still valid,
i.e. whether the two access satellites are still visible from the
ground. Since the median run time of Dijkstra is six times
higher than the other algorithms, we could increase the time
granularity to six seconds to obtain a median run time that
can compete with the other algorithms. On the other side, this
would increase the overall delay of Dijkstra slightly.

V. Conclusion
This paper has introduced dedicated route selection al-

gorithms for LEO satellite networks that aim to significantly
increase overall network performance while being fully com-
patible with standard transport layer management.

We have presented empirical studies that highlight the
potential of routing algorithms optimized for stability, as

opposed to the state of the art, which primarily optimizes
for minimum delays. Our evaluation results are encouraging
but suggest that in addition to specialized route selection
algorithms, specialized congestion control algorithms (CCAs)
may also be necessary. We are currently analysing other TCP
CCAs (e.g. CUBIC and BBR) and are using these findings
to design a route selection algorithm that maximizes network
performance. Using our simulator artCP, we are making first
steps in co-designing route selection and transport control
approaches for in-orbit communication. This can be combined
with performance-enhancing proxies and related approaches
(e.g. Yuan et al. [13]) to further improve connection stability.

This work has so far focused on Walker Delta constellations
such as Starlink, but we will extend this work to other types of
constellations. Further investigation will include packet-level
simulation and/or real-world measurements to prove the validity
of the results in less idealized environments.
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