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Abstract

We use the maximum a posteriori estimation principle for learning representations
distributed on the unit sphere. We propose to use the angular Gaussian distribution,
which corresponds to a Gaussian projected on the unit-sphere and derive the as-
sociated loss function. We also consider the von Mises-Fisher distribution, which
is the conditional of a Gaussian in the unit-sphere. The learned representations
are pushed toward fixed directions, which are the prior means of the Gaussians;
allowing for a learning strategy that is resilient to data drift. This makes it suitable
for online continual learning, which is the problem of training neural networks
on a continuous data stream, where multiple classification tasks are presented
sequentially so that data from past tasks are no longer accessible, and data from
the current task can be seen only once. To address this challenging scenario, we
propose a memory-based representation learning technique equipped with our new
loss functions. Our approach does not require negative data or knowledge of task
boundaries and performs well with smaller batch sizes while being computationally
efficient. We demonstrate with extensive experiments that the proposed method
outperforms the current state-of-the-art methods on both standard evaluation sce-
narios and realistic scenarios with blurry task boundaries. For reproducibility, we
use the same training pipeline for every compared method and share the code at
https://t.ly/SQTj.

1 Introduction

Deep neural networks can achieve very impressive performances when trained on independent and
identically distributed data sampled from a fixed set of classes. In a real-world scenario, however, it
may be desirable to train a model on a continuous data stream, where multiple classification tasks are
presented sequentially so that the data from the old tasks are no longer accessible when learning new
ones and data from the current task can be seen only once. This scenario is known as online Continual
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Figure 1: Training with fixed directions overview. Each class is assigned to a fixed vector of the
standard basis. When changing task T , new classes are encountered and mapped to remaining
standard basis vectors. Best viewed in color.

Learning (CL) and poses a challenge for standard learning algorithms because the distribution of data
changes over time (continual setting), and data are not accessible more than once (online setting). If
such factors are not adequately taken into account, a trained model may suffer from Catastrophic
Forgetting (CF), which is the loss of previously learned knowledge when learning new tasks or from
new data. Online CL has seen growing interest in recent years [1, 2, 3, 4, 5, 6, 7, 8, 9, 10], and several
variations have been proposed [11, 8]. This paper focuses on class-incremental CL.

Among the different approaches for online CL [8], memory-based or replay-based methods have
shown the best performances for the online setting [7, 12, 1, 8, 9]. In these approaches, a subset of
past data is stored while training. When encountering a new batch from the stream, another batch is
retrieved from memory and combined with the current batch for training. This mitigates forgetting
by seeing past data along with current data. Recently, representation learning techniques combined
with replay strategies have shown impressive performances for unsupervised CL [13, 14, 15] and
supervised CL [9, 1]. However, contrastive learning-based methods [9] often require large batch sizes
to benefit from negative samples [5], and distillation-based methods [1] require knowledge of task
boundaries.

In this work, we propose an algorithm for memory-based representation learning based on a new loss
function. Our loss function is devised from the principle of maximum a posteriori estimation under
the hypothesis that the latent representations are distributed on the unit sphere. Such a hypothesis
explicitly takes into account the fact that normalizing the latent vectors is a standard practice in
contrastive learning. Specifically, we investigate the angular Gaussian distribution and the Mises-
Fisher distribution, both designed for modeling antipodal symmetric directional data. The peculiarity
of the resulting loss function is that the learned representations are pushed toward fixed directions,
allowing for a learning strategy that is resilient to data drift and thus suitable for online continual
learning. In summary, the contributions of this work are as follows.

• We devise a new loss function for representation learning based on the principle of maximum
a posteriori estimation. We investigate both the angular Gaussian distribution and the von
Mises-Fisher distribution for modeling representations that are restricted on the unit sphere.

• The key idea is to essentially assign pre-determined, mutually separated class means in the
hidden space (in this case chosen to be the one-hot vectors) and training inputs from each
class are coerced to increase overlap with its own class mean. The proposed loss function is
resilient to data drift and does not require negative data or knowledge of task boundaries
and performs well with smaller batch sizes while being computationally efficient.

• We show experimentally on benchmark datasets for online continual learning that the
proposed approach outperforms state-of-the-art methods in most scenarios, and is robust to
blurry task boundaries.

The paper is organized as follows. Section 2 describes related work and formally defines the problem
addressed. Section 3 explains the mechanisms of our method. Section 4 presents our experimental
results. Section 5 analyses the behaviour of the proposed approach, and section 6 concludes the paper.

2 Related work

Representation Learning In representation learning, it is common to work with latent vectors
projected onto the sphere [16, 9, 17, 18, 19, 20]. Contrastive learning is a popular family of approaches
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for representation learning and has been applied to online CL in previous work, producing state-of-
the-art results [8, 1, 21, 4]. However, contrastive losses require large batch size to sample enough
negatives. In this work, we introduce a loss adapted to CL which does not need negative samples.

Class incremental learning (CIL) One of the most popular continual learning scenario is CIL [11],
which refers to learning from a sequence of tasks, where each task is composed of non-overlapping
classes. Formally, consider {T1, · · · , TK} a learning sequence of K tasks, with {D1, · · · ,DK} the
corresponding dataset sequence with Dk = (Xk, Yk) the data-label pairs. In CIL, it is assumed that
∀k, j ∈ {1, · · · ,K} if k ̸= j then Yk ∩ Yk2 = ∅ and the number of classes in each task is the same.
In this study, we also refer to this setup as clear boundaries, meaning that task boundaries are clearly
defined as no overlap between tasks exists.

Online Continual Learning In online CL, a new constraint is added by restricting the model to
seeing the data only once. This problem has been demonstrated to be significantly harder than its
offline counterpart and has been the main focus of various recent works [2, 7, 1, 5, 12, 22]. Notably,
replay-based methods have shown the best performances.

Replay-based methods In recent years, several methods using fixed memory for replaying past data
have addressed online CL. Experience Replay [7] introduces the use of a Reservoir sampling strategy
[23] to replay past data while training on the current task. A-GEM [24] leverages memory data to
constrain the current optimization step. DER++ [12] improves ER by adding knowledge distillation
between tasks. SCR [9] also capitalizes on replaying past data but uses a supervised contrastive
loss [25]. OCM [1] takes advantage of memory data in online CL with knowledge distillation and
maximizes mutual information between previous and current representation with infoNCE [26].
Likewise, DVC [5] combines rehearsal strategies and information maximization. Other strategies
using no-memory data usually perform poorly in an online context. In this work, we also focus on
online CL and leverage memory data with reservoir sampling. However, we introduce a new loss
based on Maximum a Posteriori estimation, defined in section 3.

Fixed Directions Recall that classification using cross entropy often ends with selecting components
of the logit, which corresponds to a scalar product of the logit with basis vectors. In this sense, the
usual practice uses a fixed classifier at the end of the network. This has been made more precise and
generalized in previous works [27, 28]. However, our theoretical motivations lead to a more general
framework from which multiple loss functions can be derived. Additionally, contrary to our approach,
proposed losses are computed on unnormalized vectors (not projected on the hypersphere) while
in this work, we take into consideration normalized representations and adapt the expression of the
proposed loss to the hyperspherical topology.

Learning on the unit sphere Hyperspherical loss functions have been proposed in previous
studies [29, 30] leveraging von Mises-Fisher distributions. In this work, we propose a more general
framework and introduce new loss functions based on Saw distributions [31].

3 Proposed approach

In this section, we define the proposed approach by introducing new losses for online CL.

3.1 Representation learning with maximum a posteriori estimation

We are interested in estimating a function χ : RD → [[1, L]] that maps an input data to its correspond-
ing class label, with D ∈ N the dimensionality of the input data, and L ∈ N the number of classes.
Let us consider x ∈ RD. For a given class c ∈ [[1, L]], we are interested in the posterior probability

P(Y = c|X = x) =
P(X = x|Y = c)P(Y = c)

P(X = x)
, (1)

where X and Y are the random variables corresponding to the input and label. In terms of probability
densities, we have the posterior density

p(Y = c|X = x) =
gc(x)πc∑L
ℓ=1 gℓ(x)πℓ

(2)
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with gc the conditional p.d.f. of X given Y = c and πc = P(Y = c) the prior probability for class c.

Let us consider a latent variable z ∈ Rd produced by an encoder Φθ(.) parameterized by θ such that
z = Φθ(x), with d ∈ N the dimension of the latent space. The posterior from Equation (2) can be
written according to the random variable Z:

p(Y = c|Z = z) =
fc(z)πc∑L
ℓ=1 fℓ(z)πℓ

(3)

where fc is the conditional distribution of Z given Y = c. The objective is now to find the best
mapping from X to Z to maximize the posterior distribution. Namely, we aim to find the parameters
θ⋆ such that θ⋆ = argmaxθ p(Y |Z). For a set of b independent observations (zi, yi)1≤i≤b, this
amounts to maximizing p(y1 · · · yb|z1 · · · zb) =

∏L
c=1

∏
i∈Ic

p(Y = c|zi) with Ic = {i ∈ [[1, b]] |
yi = c}. The posterior distribution in Equation (3) can be thus expressed as

p(y1 · · · yb|z1 · · · zb) =
L∏

c=1

∏
i∈Ic

fc(zi)πc∑L
ℓ=1 fℓ(zi)πℓ

. (4)

Eventually, we express the resulting loss in a batch-by-batch manner. For an incoming batch
B = (xi, yi)1≤i≤b of size b we minimize Equation (5) with respect to parameters θ with CB the
classes in batch B. We take πl = 0 for classes that are not represented in the current batch.

LMAP (B, θ) = −
∏

c∈CB

∏
i∈Ic

fc(Φθ(xi))πc∑
ℓ∈CB

fℓ(Φθ(xi))πℓ
. (5)

3.2 Saw distributions on the unit sphere

The objective defined in Equation (5) requires us to express the conditional density functions explicitly.
In representation learning, it is common to work with normalized vectors in the latent space [16, 9,
17, 18, 19, 20], making it natural to consider distributions on the unit sphere. In a seminal paper [31],
Saw presented a large class of distributions on the sphere parameterized by a mean direction µc (with
∥µc∥ = 1) and a concentration κ ≥ 0. These distributions depend on a point z on the sphere (with
∥z∥ = 1) only through the scalar product t = z⊤µc, leading to the general form

fc(z) = aκ gκ(z⊤µc). (6)

Here above, aκ is a normalization constant, the scalar product corresponds to the cosine similarity
and gκ(t) is a non-negative increasing function that must verify a normalizing condition derived from
the tangent-normal decomposition of the sphere [31].

A recent study [32] suggests that the representations learned by a neural network have a tendency to
follow a Gaussian mixture model, which supports the assumption that the density on the sphere in
Equation (6) shall be derived from such Gaussian mixture. In representation learning, we usually
project the representation onto the unit sphere, which has a virtue in stabilizing training. Hence, we
shall use the probability distribution of a projected Gaussian distribution onto the unit sphere.

This distribution, in the isotropic case, is the Angular Gaussian (AGD) distribution, which is a Saw
distribution [31] (of dimensions d) defined by

gAGD
κ (t) = e−κ2

∞∑
n=0

(2κt)n Γ
(
d
2 + n

2

)
n! Γ

(
d
2

) . (7)

This expression of the AGD is given without proof in [31]. We prove it and give different expressions
of the probability density for a general Gaussian vector N (µ,Σ) projected onto the unit-sphere are
proved in Appendix. One of these expressions reduces to (7) in the isotropic case Σ = σ2I , with
σ2 = ||µ||2/(2κ2).
Alternatively, starting from a normal distribution with isotropic covariance κ−1I and mean µc, we can
condition on ∥z∥ = 1 to obtain the Von Mises–Fisher (vMF) distribution, which is a Saw distribution
with

gvMF
κ (t) = exp(κ t). (8)
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3.3 Fixed directions for continual learning

Working with the Saw distributions in Section 3.2 requires knowledge of the mean directions of the
different classes. With L equiprobable classes, it is natural to use a one-hot encoding of these classes;
or, in other words, to assign them to the vertexes of the standard L-simplex. Alternatively, one could
estimate these directions as a parameter of the network [29], or estimate them on the fly. The latter is
cumbersome, however, as it requires large batches for the normalized mean estimation to be accurate,
and the estimation is strongly biased at the start of each task when new classes are encountered.

Formally for a class c, we set µc = ec = [0, 0, . . . , 1, 0, . . . 0], a vector where every component is 0
except the c-th component. With this strategy, the directions have the same distance of

√
2 from one

another. Fixing directions also implies that they are independent of batch size or training step, which
brings training stability. Such stability is crucial in CL, where new classes can easily conflict with
older ones in the latent space [22]. Finally, fixed directions are obtained at no computational cost. We
emphasize that in online CL, maintaining low computational overhead is also an important aspect,
as new batches can come in fast succession while storage is limited. An overview of fixing mean
direction onto the unit sphere is given in Figure 1.

3.4 Loss expression

Taking the logarithm of the objective defined in Equation (5) we obtained the general loss expression:

Llog
MAP(B, θ) = −

∑
c∈CB

∑
i∈Ic

log
gκ
(
e⊤c Φθ(xi)

)
πc∑

ℓ∈CB

gκ
(
e⊤ℓ Φθ(xi)

)
πℓ

(9)

with CB the classes in batch B, θ the parameters of the model, Ic = {i ∈ [[1, b]] | yi = c} the data
indexes for class c, and ec the c-th vector of the standard basis. Note that the above general expression
includes the losses proposed in [10, 29] based on the von Mises-Fisher distribution.

The Angular Gaussian loss with Fixed Directions (AGD-FD) is obtained by plugging (7) into (9),
and it is denoted by LAGD-FD(B, θ). Likewise, the expression of the von-Mises-Fischer loss with
Fixed Directions (vMF-FD) is obtained by plugging (8) into (9). In all our experiments, we work
under the assumption that every class has the same prior.

3.5 Implementation details

Multi-view batch In online CL, the model has to overcome not only a changing data distribution
but also the fact that data outside of memory are seen only once. To improve leveraging information
from the incoming batch, each image is augmented several times to artificially increase the current
batch size and show many ’views’ of current data simultaneously. Specifically, for an incoming batch
B and a random augmentation procedure Aug(.), the model is trained on BI = B

⋃n
i=1Aug(B)

with n the number of views. We show in section 5 leveraging a multi-view batch helps improve
performances.

Guillotine regularization Similar to recent Representation Learning techniques, we apply Guillo-
tine Regularization [33], to our model. Specifically, we express our model as Φθ(.) = (ψθp ◦ ϕθr )(.)
with θ = {θp, θr}. ψθp is referred to as the projection layer and ϕθr the representation layer. The
projection layer usually is a simple multilayered perceptron, while the representation layer is a full
neural network (e.g. a ResNet). During training, latent variables z = (ψθp ◦ ϕθr )(x) are used for
computing the loss from Equation (9). For inference, the projection layer is dropped, and latent
variables h = ϕθr (x) are used for the downstream task.

3.6 Training procedure

Since our proposed approach leads to learning representation, an extra step is needed in order to
obtain our final classifier. For fair comparison, we consider that only images stored in memory are
available at the end of training. Similar to SCR, when evaluating, the entire memory is used for
training an intermediate classifier Cw, with parameters w, on top of the frozen representations from
ϕθr . During the evaluation step Cw ◦ ϕθr (.) is used. A detailed procedure of our method is presented
in algorithm 1.
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Algorithm 1 Proposed Training Method
Input: Data stream S; Memory M; Augmentation procedure Aug(.); Representation Learning Model
Φθ(.) = (ψθp ◦ ϕθr )(.); Intermediate classifier Cw(.); Number of augmentations n;
Output: End-to-end classifier Cw ◦ ϕθr (.); MemoryM;
Training Phase:
M← {}
for BS ∈ S do
BM ← Retrieve(M) ▷ Random retrieval
BC ← BS ∪ BM
(XI , YI)← BC

⋃n
i=1Aug(BC)

B ← (Φθ(XI), YI)

θ ← Adam(Llog
MAP(B, θ)) ▷ Losses from Section 3.4

M←MemoryUpdate((XS , YS),M) ▷ Reservoir Sampling
Testing Phase:
(XM, YM)←M ▷ Get all stored memory data
HM ← ϕθr (XM) ▷ Encode all memory data
w ← Train(HM, YM, Cw) ▷ Train from frozen representations
return: θr; w;M

4 Experiments

In this section, we describe our experimental setup and analyse obtained results of our method when
compared to the current state-of-the-art.

4.1 Towards real-world scenarios
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Figure 2: Visualisation of class proportions in the incoming batch during training. The left side
shows data drift with clear boundaries while the right side shows data drift with blurry boundaries
for σ = 1500 with 3 tasks, 10,000 images per task. Ci corresponds to the classes of task Ti with
i ∈ [1, 3].

Blurry task boundaries As introduced in section 2, CIL setups assume clear task boundaries. As
an effect, several methods rely on knowing when the task change occurs to use techniques such as
distillation [12, 1]. However, in a real-world scenario, there is no guarantee that task boundaries are
clearly defined. Therefore simulating such an environment is crucial for testing models robustness.
In that sense, we construct datasets with blurry task boundaries.

Algorithm 2 Blurry task boundaries shuffling
Input: Stream sequence with clear boundaries Sc; Scale σ;
Output: Stream sequence with blurry boundaries Sb
Sb ← {}
while |Sc| ≥ 0 do

i ∼ HN (σ) ▷ Sample from a Half-Normal p.d.f.
Sb ← Sb ∪ Sc[i] ▷ Add i-th element of Sc to Sb
Sc ← Sc\{Sc[i]} ▷ Drop i-th element of Sc

return: Sb
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To create such a dataset we start from a dataset with clear boundaries and shuffle it using algorithm

2. We use a Half-Normal distribution with p.d.f fHN (y, σ) =
√
2

σ
√
π
e−

y2

2σ2 where y ≥ 0 and σ is the
scale parameter. The data shift occurring with the obtained dataset can be visualized in Figure 2.

Random label order In previous work, experiments are often concluded with the same label order
for every run [1, 12]. However, studies show that label order is important in CL [34]. For fair
comparison, we experimented for several runs and for each run, the order of the labels is randomly
changed. This ensures more reproducibility and generalization of the proposed results.

4.2 Evaluation protocol

Subsequent is an exhaustive description of the datasets and baselines we considered, as well as details
regarding the implementation decisions of our experiment.

Datasets To build continual learning environments, variations of standard image classification
datasets [35, 36] are used. As introduced in section 4.1, we distinguish two variations of original
datasets, one with clear task boundaries (clear variants) and the other with blurry task boundaries
(blurry variants). For clear variants, each task is composed of non-overlapping classes while in blurry
variants we introduce some overlap with the procedure previously described. More details are given
in Appendix.

Baselines Several state-of-the-art approaches for online CL are used for comparison. ER [7] is
a memory-based approach using a reservoir sampling [23] with a cross-entropy loss. SCR [9] is a
memory-based approach trained using the SupCon loss [25] and a reservoir sampling. GDumb [6] is
a method that stores data from stream in memory, ensuring a balanced class selection. The model
is trained offline on memory data at inference time. AGEM [37] ensures that the average loss of
past task does not increase by constraining the gradient using memory data. DER++ [12] leverages
knowledge distillation and reservoir sampling. DVC [5] maximizes information from different images
views. ER-ACE [22] leverages an asymmetric cross-entropy loss along with reservoir sampling.
OCM [1] maximizes mutual information with infoNCE [26] and uses reservoir sampling. PFC [27]
which combined experience replay and Pre-Fixed Classifiers.

CIFAR10 CIFAR100 Tiny ImageNet
Method M=500 M=1k M=1k M=2k M=5k M=2k M=5k M=10k

AGEM 16.88±1.42 16.86±1.24 4.3±0.7 4.28±0.66 4.24±0.66 0.71±0.12 0.73±0.09 0.74±0.13

DER++ 47.01±5.76 53.18±5.8 21.74±1.72 28.42±2.45 34.92±1.52 6.65±1.12 13.58±1.47 14.82±5.21

DVC 55.8±4.67 61.42±2.68 19.79±2.63 23.19±3.6 27.43±3.26 2.45±1.27 1.72±0.74 2.22±1.39

ER-ACE 54.15±1.89 61.36±1.99 27.71±0.82 32.95±1.12 39.66±1.15 15.27±1.07 22.69±1.53 27.49±1.42

ER 52.51±6.27 59.02±3.27 23.04±0.9 29.65±1.33 35.52±1.43 12.49±0.5 20.55±0.96 24.06±1.01

GDUMB 34.06±1.81 41.42±1.25 11.43±0.69 15.74±0.61 25.53±0.44 7.07±0.38 13.79±0.5 21.72±0.4

PFC 57.21±0.84 62.90±0.92 24.1±0.90 31.1±1.60 38.6±0.90 11.73±0.73 19.15±2.2 23.51±2.15

SCR 60.63±1.19 68.17±0.97 30.31±0.64 36.64±0.62 40.6±0.76 19.44±0.34 23.21±0.76 24.43±0.7

OCM 68.47±1.07 72.6±1.98 29.09±1.41 36.67±1.01 42.49±1.45 19.38±0.61 27.52±0.8 32.3±1.34

vMF-FD 60.17±2.09 69.86±1.02 32.98±0.83 41.04±0.81 50.39±0.75 19.85±0.68 28.8±0.62 34.21±0.69

AGD-FD 61.29±1.54 70.06±1.11 33.77±0.84 41.85±0.85 50.54±0.67 20.46±0.71 29.56±0.68 34.77±0.52

Table 1: Final average accuracy (%) for all methods on datasets CIFAR10 split into 5 tasks, CIFAR100
split into 10 tasks, and TinyIN split into 100 tasks for varying memory sizes M . Tasks boundaries
are clear in this setting. Results are computed over 10 runs, and the means and standard deviations
are displayed. Best results are in bold. Second are underlined.

Metrics For evaluation, we use the average accuracy across all tasks at the end of training. This is
also known as the final average accuracy [38, 11, 8].

Implementation details For memory-based models, except GDumb, we use random retrieval and
reservoir sampling for memory management. DVC, SCR, and OCM employ a two-layer MLP with
512 neurons for intermediate layers (ReLU activation) and 128 neurons for the projection layer. Since
our model requires more dimensions than classes, the projection layer output size remains fixed
at 512, but additional dimensions can be added as new classes appear. For all methods, we use a
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full untrained ResNet18. Stream batch size (|XS |) is 10 and memory batch size (|XM|) is 64 for
all methods. We use a Nearest Class Mean (NCM) classifier for intermediary classification. Other
intermediate classifiers can be used but we observed little impact on the accuracy.

Hyperparameter search We performed a hyper-parameter search on CIFAR100 with a memory
size M = 5k and 10 tasks. This search includes data augmentation. Best parameters were kept and
used for training on every dataset. For fair comparison, we applied this strategy to all approaches,
including ours. For OCM we used the parameters from the original paper. Details regarding parameter
selection can be found in Appendix.

Data augmentation For DER++, ER-ACE and GDumb we use random crop and random horizontal
flip as augmentation. For every other method, we use the same data augmentation procedure composed
of random crop, random horizontal flip, color jitter, and random grayscale. For our method, we use a
number of views n = 5. OCM comes with additional data augmentation, which we did not change.

Adaptation to blurry boundaries For blurry boundaries, we adapted methods that required
knowing task boundaries for this setup. Namely, we detected task changes with simple rules. (1) If
new classes appear in the stream batch, a new task starts (2) Every task must be at least 100 batches
long. This strategy helped to adapt OCM and DER++ but is limited as it can detect more tasks than
desired.

4.3 Experimental results

In the following, we discuss the performances obtained by our method.

Clear boundaries The proposed approach has shown to outperform every considered baseline on
CIFAR-100 and Tiny datasets with clear boundaries, as displayed in Table 1. This margin becomes
even more significant for larger memory sizes on CIFAR-100 up to 8.05% with M = 5k, which
exhibits better scaling with memory size than compared methods. Moreover, our method outperforms
every considered baselines except OCM on CIFAR-10. However, experiments on blurry variants
show evidence that OCM performances highly rely on task boundaries.

Blurry boundaries As shown in Table 2, our method outperforms every other method in this
scenario. Notably, OCM, which requires precise task change for distillation, suffers from a consequent
drop in performance in the blurry scenario while our approach gains performance instead. This
demonstrates that our method is more suited to realistic scenarios than current state-of-the-art
approaches.

CIFAR10 CIFAR100 Tiny ImageNet
Method M=500 M=1k M=1k M=2k M=5k M=2k M=5k M=10k

AGEM 12.62±1.92 12.28±2.44 2.36±0.33 2.51±0.27 2.42±0.33 1.15±0.24 1.18±0.25 1.16±0.3

DER++ 49.49±5.18 55.17±4.15 26.25±2.08 28.52±10.05 33.48±4.75 11.07±2.06 18.47±2.84 22.88±4.38

DVC 58.26±2.29 62.38±2.89 24.5±2.02 26.3±5.74 33.16±2.57 11.6±2.02 17.78±2.5 18.16±4.05

GDUMB 34.06±1.81 41.42±1.25 11.43±0.69 15.74±0.61 25.53±0.44 7.08±0.39 13.79±0.76 22.35±0.23

ER 54.55±2.04 61.7±2.41 23.68±0.95 29.84±1.83 36.27±1.52 11.33±2.03 19.14±1.46 24.51±1.63

ER-ACE 59.93±3.12 65.3±1.52 29.54±1.0 34.73±0.71 41.16±1.57 20.85±0.85 26.79±0.97 31.6±1.01

SCR 61.27±1.34 68.31±1.61 30.81±0.54 36.42±0.42 40.19±0.57 19.39±0.55 23.08±0.58 24.26±0.63

OCM 47.4±3.11 51.98±6.03 26.81±1.54 34.77±0.82 40.34±1.47 18.11±0.85 25.37±1.0 29.88±0.67

vMF-FD 63.87±1.72 71.04±1.29 34.68±0.76 42.0±0.68 50.71±0.60 21.71±0.54 30.21±0.51 35.16±0.49

AGD-FD 64.38±2.0 71.59±0.99 36.32±0.68 43.51±0.35 50.84±0.72 23.57±0.4 31.75±0.42 35.96±0.47

Table 2: Final average accuracy (%) for all methods on blurry variants with CIFAR10 split into 5
tasks, CIFAR100 split into 10 tasks and TinyIN split into 100 tasks for varying memory sizes M .
Dataset boundaries are blurred with a scale σ = 1500. Results are computed over 10 runs and the
means and standard deviations are displayed. Best results are in bold. Second are underlined.

5 Model Analysis

In subsequent we study the impact of several hyper-parameters for our method. We also apply some
of our methods components such as multi-view batch and guillotine regularization to other methods
for a fair comparison.
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Impact of not fixing µc In section 3.3, we discussed the choice of µc, the mean for class c. In the
following we compare the effect of fixing µc as (i) µc = ec where ec is the c-th vector of the standard
basis; to its estimation as (ii) µc = µ̂c/||µ̂c||, the spherical mean, where µ̂c is the arithmetic mean
of class c computed with current batch representations. Given that the mean estimation depends on
the batch size, we also explore the effect of increasing the number of images retrieved from memory,
denoted as |XM|, to facilitate more accurate estimation for larger batch sizes. Results in Table 3
demonstrate that fixing the mean values during training leads to a substantial improvement in the
overall accuracy, even when using larger batch sizes.

µc \ |XM| 16 32 64 128 256 512
µ̂c/||µ̂c|| 16.42±0.25 19.23±0.5 25.54±1.48 35.82±0.65 44.54±0.82 45.79±0.79

ec 36.91±1.08 45.42±0.7 50.36±0.58 50.98±0.38 49.98±0.72 49.62±0.49

Table 3: Comparison of the final AA on CIFAR100 with 10 tasks and M=5k for fixed mean µc = ec
and spherical mean estimates µc = µ̂c/||µ̂c||, and different values of |XM|, the number of images
retrieved from memory. Means and standard deviations over 5 runs are displayed.

Impact of concentration parameter κ An-
other hyper-parameter to choose for our method
is the concentration parameter κ. On the one
hand, the concentration must be low enough
for the problem to be feasible but on the other
hand, when the concentration falls below a cer-
tain value, Gaussians will overlap, which can
lead to lower classification accuracy. To illus-
trate this effect, Figure 3 depicts the impact of
different values of κ on the classification accu-
racy, where optimal values occur at κ = 7 for
vMF and κ = 0.1 for AGD.

0 5 10 15
κ

42.5

45.0

47.5

50.0

A
cc

u
ra

cy
(%

)
vMF

AGD

Figure 3: Final average accuracy (%) for κ ∈
[0.02, 20] on CIFAR-100 with M = 5k.

n 3 4 5 6 7 8 9 10
SCR 43.9±0.6 44.4±0.4 44.9±1.0 45.5±0.4 45.3±0.6 45.5±0.8 46.5±0.6 46.3±0.5
ER 42.6±1.0 45.0±2.0 44.2±1.5 44.6±1.1 44.3±1.2 44.1±1.9 43.7±1.0 44.3±1.7

ER-ACE 42.2±0.9 42.1±1.4 42.8±0.7 42.7±0.8 41.8±1.7 41.1±1.8 40.9±1.3 -
AGD-FD 49.4±0.4 50.0±0.4 50.1±0.7 51.1±0.4 51.1±0.3 50.9±0.6 51.7±0.3 51.2±0.4
vMF-FD 49.5±0.6 50.0±0.7 50.7±0.5 50.9±0.7 50.9±0.4 50.4±0.7 50.9±0.3 50.8±0.3

Table 4: Accuracy on CIFAR100 with 10 tasks, M = 5k for SCR, ER, ER-ACE, vMF-FD, AGD-FD
and the number of views n ∈ [3, 10]. Means and standard deviations over 5 runs are displayed.

Impact of the number of views n Due to the online setting, increasing the number of views has a
notable impact on the performances, as shown in Table 4. To ensure reasonable training time, we
use n = 5 in our experiments, but increasing n could be considered for better performances. To
discern the individual impacts of the multi-augmentation and the proposed training loss, we apply the
former to SCR and record the resulting performances in Table 4. Notably, using a multi-view batch
also boosts SCR performance, but our method still outperforms SCR even with identical numbers of
augmentations. This observation reinforces the efficacy of the proposed loss function.

6 Conclusion

This paper proposes a new approach to deal with image classification, adapted to Continual Learning.
This approach provides a framework that allows to outperform current state-of-the-art methods. Our
learning strategy is to search for the neural network’s representations that maximize the a posteriori
probability density, a known and consistent approach.

The obtained performance likely results from the choice of data distribution. Since the data used
are projected onto the hypersphere, a standard practice in representation learning, we consider
distributions on the sphere: the von Mises Fisher distribution and the angular Gaussian distribution.
The angular Gaussian distribution, which effectively corresponds to the projection of Gaussian data
on the sphere, is the one that shows the best performance, probably because it is the model that
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most closely approximates the nature of the data. A third ingredient that explains the performance
is the use of fixed mean directions, corresponding to each of the classes. This both simplifies the
implementation and makes the method robust to data-drift. It is particularly noticeable in the case of
blurry boundaries between tasks, where our approach further widens the gap with other approaches.
Finally, the results are based on careful implementations and a relevant choice of hyperparameters.
Comparisons have been obtained both on standard evaluation scenarios and on more realistic datasets
with blurry task boundaries. All methods were carefully re-implemented, often performing better
than advertised in the original papers. Beyond pure performance, our approach is computationally
efficient and does not require large batch sizes or negative data.

Here we used distributions with an i.i.d. assumption on the components. It is possible that the use
of a non-diagonal covariance matrix would further improve the results. Moreover, other probability
distributions, such as a multivariate Student-t on the sphere, can be considered. Finally, the application
of our new losses to non-online batch learning should also be considered.
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Appendices
A Projected-normal or Angular Gaussian Distribution

Let x be a random vector of Rd with a Gaussian distribution of mean µ and covariance matrix Σ:

fX(x) =
1

(2π)
d
2 |Σ| 12

exp

(
−1

2
(x− µ)TΣ−1(x− µ)

)
(10)

and define by

u =
x

||x||
=

x

(xTx)
1
2

=
x

r
(11)

the projected vector onto the unit sphere Sd−1 = {y ∈ Rd : yT y = 1}. The marginal of x on Sd−1 is
called projected-normal in [39] or angular Gaussian in [40]. It seems to be little known and utilized
[41], especially in the case d > 3.

We give here several expressions for the density fU (u) of the normalized vector, recalling the result
of [40] in terms of a recursively computable integral, proving a result which has been stated in
[31] without direct proof, and extending it to the general case. Finally, we provide a closed-form
expression in terms of a special function. Let r = (xTx)

1
2 . The Jacobian of the transformation
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x → (r, u) is rd−1 [42], so that the density of (r, u) with respect to the surface element dωd−1 on
the unit sphere, is given by

fR,U (r, u) =
rd−1

(2π)
d
2 |Σ| 12

exp

(
−1

2
(ru− µ)TΣ−1(ru− µ)

)
(12)

=
rd−1

(2π)
d
2 |Σ|

exp

(
−1

2
µTΣ−1µ

)
exp

(
−1

2
r2uTΣ−1u+ ruTΣ−1µ

)
. (13)

The density for fU (u) is obtained by marginalizing fR,U (r, u) over r: fU (u) =
∫∞
0
fR,U (r, u)dr.

Let r′ = r(uTΣ−1u)
1
2 ; then

fU (u) =
(uTΣ−1u)−

d
2

(2π)
d
2 |Σ| 12

exp

(
−1

2
µTΣ−1µ

)∫ ∞

0

r′d−1 exp

(
−1

2
r′2 + r′

uTΣ−1µ

uTΣ−1u

)
dr′ (14)

Denoting λ = (µTΣ−1µ)
1
2 , ū = u

(uTΣ−1u)
1
2

and µ̄ = µ

(µTΣ−1µ)
1
2

, (14) becomes

fU (u) =
(uTΣ−1u)−

d
2

(2π)
d
2 |Σ| 12

exp

(
−1

2
λ2

)∫ ∞

0

r′d−1 exp

(
−1

2
r′2 + λr′ ūTΣ−1µ̄

)
dr′ (15)

Remark: With µ = 0 and Σ = σ21, which means that x is distributed as a centered isotropic
Gaussian, (15) reduces to

fU (u) =
1

(2π)
d
2

∫ ∞

0

r′d−1 exp

(
−1

2
r′2

)
dr′ =

Γ
(
d
2

)
2π

d
2

=
1

ωd−1
(16)

where we used uTu = 1 and the known property∫ ∞

0

rd−1 exp

(
−1

2
r2
)
dr = 2

d
2−1Γ

(
d

2

)
. (17)

Equation (16) shows that fU (u) is the uniform distribution on the unit-sphere, where ωd−1 is the
surface of the unit-sphere.

Starting with (14), we can now state the first result, which is due to [40].

Proposition 1. With λ = (µTΣ−1µ)
1
2 and α = uTΣ−1µ

uTΣ−1u
, the probability density of the normalized

Gaussian vector is

fU (u) =
(uTΣ−1u)−

d
2

(2π)
d
2−1|Σ| 12

exp

(
−1

2
λ2 − α2

)
Id(α) (18)

with

Id(α) =
1√
2π

∫ ∞

0

rd−1 exp

(
−1

2
(r − α)2

)
dr (19)

and can be computed as
Id(α) = αId−1(α) + (d− 2)Id−2(α),

with I1 = Φ(α) and I2 = ϕ(α) + αΦ(α), where ϕ(.) and Φ(.) are respectively the standard normal
probability density function and cumulative distribution function.

Proof. Completing the square in the argument of the exponential under the integral in (14) gives (18),
with the definition of Id in (19). Integration by part of Id yields the recurrence equation. Finally, the
initial values follow by direct calculation.

The downside of (18) is of course that it depends on an integral form, even if this integral can be
easily evaluated by recurrence. From (15), it is possible to obtain the density as a series. We give
here this result in the general case and recover the result stated in [31] without direct proof.

Proposition 2. With λ = (µTΣ−1µ)
1
2 , ū = u

(uTΣ−1u)
1
2

and µ̄ = µ

(µTΣ−1µ)
1
2

, the probability density

of the normalized Gaussian vector is

fU (u) =
Γ
(
d
2

)
2π

d
2

(uTΣ−1u)−
d
2

|Σ| 12
e−

1
2λ

2
∞∑
k=0

(
λūTΣ−1µ̄

)k Γ
(
d+k
2

)
k! Γ

(
d
2

) (20)
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Proof. In the integral in (15), we can expand the exponential exp
(
λr ūTΣ−1µ̄

)
in Taylor series, so

that ∫ ∞

0

rd−1 exp

(
−1

2
r2 + λr ūTΣ−1µ̄

)
dr (21)

=

∫ ∞

0

rd−1 exp

(
−1

2
r2
) ∞∑

k=0

1

k!

(
λr ūTΣ−1µ̄

)k
dr (22)

=

∞∑
k=0

1

k!

(
λūTΣ−1µ̄

)k ∫ ∞

0

rd−1+k exp

(
−1

2
r2
)

(23)

= 2
d
2−1

∞∑
k=0

1

k!

(
λūTΣ−1µ̄

)k
Γ

(
d+ k

2

)
(24)

where the last line follows from the identity (17). Plugging this in (15) and simplifying yield (20).

Note that the first term in (20) is the inverse of the unit-sphere’s surface ωd−1. In the isotropic case,
that is Σ = σ21, (20) reduces to

fU (u) =
Γ
(
d
2

)
2π

d
2

e−
1
2λ

2
∞∑
k=0

(
λuT µ̄

)k Γ
(
d+k
2

)
k! Γ

(
d
2

) (25)

where we used the fact that uTu = 1 and where µ̄ is now µ̄ = µ

(µTµ)
1
2

. This is the formula given in

[31], up to minor notations differences. Finally, for µ = 0, (25) reduces to the uniform distribution
on the unit-sphere fU (u) = 1/ωd−1.

Finally, it is possible to obtain a closed form in terms of a special function.

Proposition 3. With λ = (µTΣ−1µ)
1
2 and γ = uTΣ−1µ

(uTΣ−1u)
1
2

, the probability density of the normalized

Gaussian vector is

fU (u) =
(uTΣ−1u)−

d
2

(2π)
d
2 |Σ| 12

e−
1
2λ

2− 1
8γ

2

Γ(d)D−d

(√
2γ

)
, (26)

where D−d is a Parabolic cylinder function.

Proof. A result in the celebrated Tables of integrals, Series and Products of Gradshteyn and Ryzhik
states, [43, eq. 3.462], that∫ ∞

0

xν−1e−βx2−γxdx = (2β)−ν/2Γ(ν)e−
γ2

8βD−ν

(
γ√
2β

)
for β > 0, ν > 0 (27)

where Dν is a parabolic cylinder function, [43, eq. 9.240]. We see that the integral in (15) has
precisely this form, with ν = d, β = 1/2, and γ = λūTΣ−1µ̄. Plugging this in (15) and rearranging
yield (26).

B Hyperparameter Search

This appendix describes which hyper-parameter values have been tested for every compared method.
As described in the main paper, the search has been conducted on one setup, namely CIFAR-100 with
M=5k, and the resulting hyper-parameters have been used for all remaining scenarios. This strategy
has been applied to every compared method for fair comparison.

B.1 Augmentation strategy

Some methods presented prove to gain from simple augmentations rather than more complex aug-
mentations. To obtain the best performances possible for every compared method, we considered two
augmentations strategies, which we named partial and full, respectively.
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Figure 4: Time consumption in minutes, for every trained methods, on CIFAR100, M=5k, and 10
tasks.

Partial augmentation strategy. The partial augmentation strategy is, as the name implies, com-
posed of only a subpart of the augmentations used in the full strategy. Precisely, it is only a sequence
of a random crop and a random horizontal flip, with p = 0.5.

Full augmentation strategy. The full augmentation strategy is composed a more augmentations.
Namely, it is a sequence of random crop, horizontal flip, color jitter and random gray scale. Color
jitter parameters are set to (0.4, 0.4, 0.4, 0.1) and p = 0.8. The probability of applying random gray
scale is set to 0.2.

B.2 Hyper-parameters table

Table 5 is an exhaustive list of the hyper-parameters values tried during grid search. Note that for
OCM we used the values given in their original work. Similarly, for GDumb, we experimented only
with the augmentations and kept the other parameters as given in their original work.

C Hardware and computation

For compared methods we trained on 2 RTX A5000 GPUs. Figure 4 references the training time of
each method on CIFAR100 M=5k. Our method can achieve best performance while having a low
computational overhead. Notably, the time consumption difference between SCR and FD-AGD/FD-
vMF is due to the number of augmentations used for training.

D Additional Experiments

In this section we gives more detail dataset used in the main paper.

D.1 Datasets

As described in the main paper, for the CIL case we experimented on CIFAR10, CIFAR100[44] and
Tiny ImageNet [36] with blurry and clear task boundaries. In the Appendix, we included partial
experiments on CORe50 [45].

CIFAR10 contains 50,000 32x32 train images as well as 10,000 test images and is split into 5 tasks
containing 2 classes each for a total of 10 distinct classes.

CIFAR100 contains 50,000 32x32 train images as well as 10,000 test images and is split into 10
tasks containing 10 classes each for a total of 100 distinct classes.
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Method Parameter Values

ER

optim [SGD, Adam]
weight decay [0, 1e-4]

lr [0.0001, 0.001, 0.01, 0.1]
momentum [0, 0.9]
aug. strat. [full, partial]

ER-ACE

optim [SGD, Adam]
weight decay [0, 1e-4]

lr [0.0001, 0.001, 0.01, 0.1]
momentum [0, 0.9]
aug. strat. [full, partial]

A-GEM

optim [SGD, Adam]
weight decay [0, 1e-4]

lr [0.0001, 0.001, 0.01, 0.1]
momentum [0, 0.9]
aug. strat. [full, partial]

DER++

optim [SGD, Adam]
weight decay [0, 1e-4]

lr [0.0001, 0.001, 0.01, 0.03]
momentum [0, 0.9]
aug. strat. [full, partial]

alpha [0.1, 0.2, 0.5, 1.0]
beta [0.5, 1.0]

DVC

optim [SGD, Adam]
weight decay [0, 1e-4]

lr [0.0001, 0.001, 0.01, 0.1]
momentum [0, 0.9]
aug. strat. [full, partial]

SCR

optim [SGD, Adam]
weight decay [0, 1e-4]

lr [0.0001, 0.001, 0.01, 0.1]
momentum [0, 0.9]
aug. strat. [full, partial]

GDumb aug. strat. [full, partial]

FD-AGD

optim [SGD, Adam]
weight decay [0, 1e-4]

lr [0.0001, 0.0005, 0.001, 0.005, 0.01, 0.05, 0.1]
momentum [0, 0.9]
aug. strat. [full, partial]

var [0.05, 0.5, 1, 2, 3, 4, 5, 10]

FD-vMF

optim [SGD, Adam]
weight decay [0, 1e-4]

lr [0.0001, 0.001, 0.01, 0.1]
momentum [0, 0.9]
aug. strat. [full]

PFC

optim [SGD, Adam]
weight decay [0, 1e-4]

lr [0.0001, 0.0005, 0.001, 0.005, 0.01, 0.05, 0.1]
momentum [0, 0.9]
aug. strat. [full, partial]

var [0.05, 0.5, 1, 2, 3, 4, 5, 10]
Table 5: Hyper-parameters tested for every method on CIFAR100, M=5k, 10 tasks.

Tiny ImageNet is a subset of the ILSVRC-2012 classification dataset and contains 100,000 64x64
train images as well as 10,000 test images and is split into 100 tasks containing 2 classes each for a
total of 200 distinct classes.
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CORe50 is a domain incremental dataset designed for continuous object recognition. It is composed
of 164, 866 128×128 RGB images. We experimented in the New Instances setting and used sessions
3,7 and 10 for testing.

D.2 Experiments in Domain Incremental Learning (DIL) scenario

To further experiments on various Continual Learning scenarios, we included experiments on
CORe50 [45] for ER, SCR and AGD-FD and various memory sizes.

Domain Incremental Learning (DIL) is another popular Continual Learning scenario where
the distribution of the input data shift while keeping the same available classes between tasks. For
example, the lighting conditions can changes from one task to the other. One popular dataset for
evaluation in DIL is CORe50 [45].

Results We report the final average accuracy for considered methods on Table 6. It can be observed
that our approach is on par with state-of-the art for every memory size. Additionally, the standard
deviation of AGD-FD (ours) decreases for larger memory sizes, demonstrating superior stability for
large memory size compared with other considered methods.

Method M=1k M=2k M=5k
ER 32.0±2.6 36.6±3.0 39.3±2.2
SCR 42.1±2.0 46.5±3.2 48.6±2.3
AGD-FD 42.6±2.3 46.0±1.6 50.0±0.9

Table 6: Final average accuracy on CORe50, new instances setting, for varying memory sizes. Mean
and standard deviation over 5 runs are reported.
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