N

N

End-to-end Offline Reinforcement Learning for Glycemia
Control

Tristan Beolet, Alice Adenis, Erik Huneker, Maxime Louis

» To cite this version:

Tristan Beolet, Alice Adenis, Erik Huneker, Maxime Louis. End-to-end Offline Reinforcement Learning for
Glycemia Control. 2023. <hal-04241900)

HAL Id: hal-04241900
https://hal.science/hal-04241900v1

Preprint submitted on 14 Oct 2023

HAL is a multi-disciplinary open access archive L’archive ouverte pluridisciplinaire HAL, est des-
for the deposit and dissemination of scientific re- tinée au dépoét et a la diffusion de documents scien-
search documents, whether they are published or not. tifiques de niveau recherche, publiés ou non, émanant
The documents may come from teaching and research  des établissements d’enseignement et de recherche
institutions in France or abroad, or from public or pri- francais ou étrangers, des laboratoires publics ou
vate research centers. privés.

Auto':izition
HAL Authorization


https://hal.science/hal-04241900v1
https://about.hal.science/hal-authorisation-v1/
https://about.hal.science/hal-authorisation-v1/
https://hal.archives-ouvertes.fr

End-to-end Offline Reinforcement Learning for
Glycemia Control

Tristan Beolet™*, Alice Adenis', Erik Huneker!, Maxime Louis!

¢ Diabeloop, 17 rue Félix Esclangon, Grenoble, 38000, France

Abstract

The development of closed-loop systems for glycemia control in type I diabetes
relies heavily on simulated patients. Improving the performances and adapt-
ability of these close-loops raises the risk of over-fitting the simulator. This may
have dire consequences, especially in unusual cases which were not faithfully -if
at all- captured by the simulator. To address this, we propose to use offline RL
agents, trained on real patient data, to perform the glycemia control. To further
improve the performances, we propose an end-to-end personalization pipeline,
which leverages offline-policy evaluation methods to remove altogether the need
of a simulator, while still enabling an estimation of clinically relevant metrics
for diabetes.

Keywords: Offline reinforcement learning, Glycemia control, Offline policy
evaluation, Type 1 diabetes

1. Introduction

Type I diabetes is an autoimmune disease that leads to the destruction of
beta cells in the pancreas. These cells play a crucial role in producing insulin,
a hormone responsible for converting blood sugar into energy and regulating
blood glucose levels. Without proper treatment, diabetic patients will often
experience elevated blood sugar levels, which can lead to both short-term and
long-term complications.

Currently, the only course of treatment is insulin therapy: the timely deliv-
ery of insulin throughout the day to counteract glucose intake and endogenous
production. In open-loop treatment, the insulin delivery is done via boluses—
large fast-acting insulin doses—accompanying meals and basal insulin—a stream
of insulin acting steadily through the day—to counteract endogenous glucose pro-
duction. Closed-loop systems [11 2} [3, 4, [5]-or artificial pancreas—automatize this
procedure: an algorithm connected to both a continuous glucose monitoring de-
vice (CGM) [6, [7] and an insulin pump takes real-time and periodic decisions
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regarding insulin delivery. This solution not only optimizes glycemia control
but also reduces the cognitive load associated with managing the condition.

Given the sensitive nature of these algorithms, whose actions have a direct
and potentially harmful impact on the patient’s health, the safety and accuracy
of the design is of a paramount importance. In vivo testing of such algorithms
is also very critical and expensive, hence the design of the algorithm must be
made in silico beforehand and with very high confidence. Therefore the primary
way to design and validate such algorithms is to use a virtual patient simula-
tor. Such simulators [§] aim at simulating accurately and with enough variety
the glycemia patterns of diabetic patients as well as their responses to meals,
physical activities, stress, etc. They must also faithfully represent links between
patients physiological parameters (e.g. weight, total daily dose etc.) and their
glycemia patterns and response to insulin.

Such simulator-based design and validation may be good enough to build
and validate high bias/low variance control algorithms, for which the risk is
limited. This is how most current commercial closed loop systems have been de-
veloped. For instance, using a proportional-integral-derivative (PID) controller,
a meal bolus calculator and cutting all insulin delivery in case of upcoming hy-
poglycemia is a design choice with high bias and low variance which leads to
satisfactory performances (see e.g. Table 2 in [9]) in a closed loop, and is fairly
robust to simulator biases.

Further improving the quality of a closed loop requires more complex con-
trol algorithms. Indeed, perfecting the closed loop control may require to take
into account the individual patient physiology, the past patterns observed in
the glycemia, the use of additional observables such as sensor data, a learning
procedure regarding meals and physical activities, etc. As a consequence, the
insulin function of the patient state must take a more flexible form, which is
less robust to potential simulator biases. Online reinforcement learning (RL)
algorithms [10, [T}, 12), 13| 14} 15] in particular, which explicitly aim at over-
fitting the simulator, can prove particularly risky when used in real life. For
instance, on Figure (2a) in [I5], one can notice the low basal rate selected by the
RL agent even when the glycemia remains above 225 mg/dL during the whole
postprandial period. This behavior may be attributed to the simulator on which
the model was trained [I6], which is known to never plateau after meal intake,
but returns to a steady glycemia state far away from meals. Hence, real life
application of this RL agent may lead to lasting hyperglycemia after meals. In
[17], the authors also show that the description of the hypoglycemia dynamics in
the UVA/PADOVA simulator may not be faithful. In the end, relying on a sim-
ulator to train online RL algorithms for glycemia control may prove dangerous.
Therefore, such algorithms must be used with a lot of additional safety -e.g. far
from meals, far from hypoglycemia events or when the patient state/action is
sufficiently close to real data [I5]- which may decrease performances.

To address these shortcomings, offline reinforcement learning [18] -RL agents
which only use data acquired using some existing policy- is a promising lead.
The inability to make counterfactual queries and to explore using online data is
replaced with either a policy constraint -e.g. the learned agent must stay close



to some existing agent- or an uncertainty-based method -prohibiting optimism
in uncertain situations. Such an approach has been used in the context of
glycemia control on simulated data in [19]. In this paper, the authors made a
proof-of-concept: validating the performances and some aspects of safety and
robustness of offline RL agents in this context. The fundamental limitation
of their work is that it only uses simulated data and validates the RL agents
through simulations: they do not demonstrate the applicability of the method
on real life data, and do not free themselves from potential simulator limitations.

In this paper, we propose to use offline reinforcement learning to train agents
to control the glycemia using real data acquired during the commercial exploita-
tion of an existing closed-loop system. Then, we propose an end-to-end pipeline
for offline patient-wise personalization of RL agents which does not require a
simulator. To achieve this, we show how an adaptation of offline policy evalua-
tion (OPE) techniques allows to directly estimate patient-wise clinically relevant
metrics such as the time in range (see TIR in Table . Results show the validity
and efficiency of the approach. To the best of our knowledge, it is the first use
of offline RL techniques on real diabetic patient data.

In Section [2| we provide an overview of the existing literature on the topic.
In Section [3] we explain how we choose to formalize the problem into an offline
RL problem to build population models for control. In particular, we detail
the selected offline RL algorithms, the choice of reward function and its impor-
tance, the construction of the states and important safety around the agents.
In Section [4] we show the population model results: how they improve over the
demonstration data and how they can deal with unannounced meals, in a fully
closed loop fashion. Finally, we propose in Section [5] and end-to-end pipeline
for patient-wise offline RL personalization without any use of simulator.

To summarize, our original contributions are:

e The first comparison of offline RL agents for glycemia control using a large
set of real data,

e An adaptation of FQE to directly estimate key diabetes metrics,

e An end-to-end personalization procedure for glycemia control which does
not require a simulator -even for validation.

2. Related work

Indirect RL use. A first group of research studies focuses on optimizing pa-
rameters within closed-loop systems through the application of reinforcement
learning, resulting in an indirect influence on glycemia control. In [I0] 1],
an actor-critic algorithm is used to refine the insulin to carbohydrate ratio, the
meal ratio and the reference basal used by a basal-bolus controller—a simple form
of closed loop following the principles of insulin therapy. In [20], the authors
use an actor-critic agent to tune both the insulin sensitivity and the insulin to
carbohydrates ratio. In [I3], the authors suggest a meal bolus calculator using
Deep Deterministic Policy Gradient (DDPG) [21].



Full RL closed loops. Another group of papers directly trains reinforcement
learning agents to calculate optimal insulin deliveries within a closed-loop sys-
tem. In [12], deep Q-learning is used to compute the optimal basal value for
glycemia control, while meal management is achieved using a traditional meal
bolus calculator. Q-learning—using various neural network architectures—is used
in [I4] to train a full closed loop on virtual patients. This baseline work suffers
limitations: meal information is not conveyed to the RL agents, there is no
safety rule -even in the case of pending hypoglycemia- and the action space is
discretized (into several fixed values of basal rates).

RL without a simulator. All of the works cited above use and rely on a vir-
tual patient simulator. While it may be enough for a proof of concept, there
remains too much uncertainty to test such agents on real patients -in particular
with the management of unusual situations or edge cases. In [9], the authors
investigate the use of offline RL for glycemia control. They use conservative
Q-learning [22], Twin Delayed DDPG with Behavioral Cloning [23] and Batch
Constrained Deep Q-learning [24]. To illustrate the potential of offline RL, they
train agents on simulated data—collected using a simple proportional-integral-
derivative controller—and evaluate the agent on a simulator. In this setting,
they achieve promising results: the RL agents—and especially TD3-BC-largely
improve over the collection policy. They also show how personalization can be
made at the patient level, once again improving over the baseline RL agents.
Their work suffers some limitations. First, their offline dataset was collected
using a simulator and with additional noise to simulate exploration. This can-
not be expected to translate to a real life dataset. Second, the patient state
which they used does not contain any individual patient parameter or addi-
tional covariable, but merely the glycemia sequence, carbohydrates on board
and insulin on board. Third, the UVA/PADOVA simulator [25] is an overly
simplified benchmark for glycemia control [I7]. While useful for demonstration
purposes, it does not offer a representative panel of the variety of diabetic situ-
ations. In [I5] for instance, the authors show that near perfect glycemia control
can be reached. Finally, their work lack the use of offline policy evaluation
methods, which enable to monitor closed loop performances without the use of
a simulator.

3. Methods

3.1. Problem formalization

In a closed-loop system, the insulin pump operates with a CGM device -
receiving real-time blood glucose level updates at fixed time intervals- and an
insulin pump. Its primary objective is to maintain blood glucose within the
range 70-180mg/dL. This task is accomplished by computing the appropriate
quantity of insulin to deliver each time a new glycemia value is received. This
complex decision-making process can be modeled using a Partially Observable



Markov Decision Process (POMDP). Therefore, reinforcement learning is a nat-
ural idea to build efficient closed loop systems. An agent -the algorithm over-
seeing the insulin pump’s control- receives a description of the patient state at
each time step, selects an action and receives the new state as well as a reward.

The state should contain any feature which contains information relative to
the physiology and glucose level of the patient. Its construction will be detailed
further in Section [3.4. While for most classical RL applications, the reward
is fixed by the environment itself, we can here design any reward function to
optimize. This choice is critical and will be explained in Section [3.6]

Meal boluses, ranging from 1 U to more than 15 U, constitute by far the
largest instantaneous insulin deliveries. 99.7% of remaining insulin deliveries
found in our data are below 10 U/h. Therefore, to decrease the risk associated
with the use of RL, we choose to use a standard meal bolus calculator (as in [I])
to deal with announced meals, leaving the responsibility of all remaining insulin
to the RL agent. We model each RL agent action as an insulin rate between
0 and 10 U/h. This way, the potential harm that may be caused by the RL
agent is much lower than if the agent was allowed to prescribe meal boluses.
To allow for some flexibility, we use a reasonably safe meal bolus calculator,
which is unlikely to overestimate meal boluses. Doing so, the RL agents can
still increase postprandial insulin, indirectly adjusting the meal bolus.

Additionally, since hypoglycemia events are the greatest immediate threats
to the patients, in any situation where an impending risk of hypoglycemia is
detected, all insulin deliveries are stopped. The criterion to measure the risk of
hypoglycemia is a linear regression on the glycemia signal, and a condition on
the predicted glycemia 15min-1h in the future.

Meal boluses and hypoglycemia prevention is used in all the experiments
made in section [l

8.2. RL algorithms

In Reinforcement Learning (RL), the primary objective for an agent is to
maximize the cumulative return G defined as the sum of the discounted rewards
Gy = Zz‘;o YRy ri1, where Ry is the reward the agent receives at time step t.

The discount factor v determines how much the agent values future rewards
compared to immediate rewards, controlling the effective horizon. In our con-
text, with v = 0.99, the agent time horizon is of order 1% ~ 8h since each
time step lasts 5 minutes. This time horizon is relevant because close to the
maximum duration of the effects of meals and boluses on the glycemia.

The state-action function, denoted as the Q-function, defined as Q(s,a) =
E[Gt|5, a] is an analog of G. This function provides an estimate of the expected
return when taking action a in state s.

While most RL applications to glycemia control are online and use a simula-
tor, we argue that offline reinforcement learning offers much better perspectives.
First, as discussed in the introduction, online approaches for glycemia control
may lead to over-fitting of the biases of the simulator. Second, the now widely
used closed loops systems have enabled the acquisition of vast quantities of data.



Third, the existing closed loop systems already give solid results on a wide vari-
ety of patients, and it is clear that all closed loop systems should follow policies
which are reasonably close to existing systems. Indeed, existing systems perform
well, are safe and follow a rationale from usual insulino-therapy, broadly vali-
dated by diabetologists. For all these reasons, offline RL algorithms constitute
excellent approaches to improve on existing closed loop systems.

Capturing individualized glucose-insulin dynamics through model-based ap-
proaches is challenging due to inherent physiological variability. Therefore,
model-based RL methods may be challenging. On the other hand, model-free
methods offer a computationally efficient alternative, eliminating the need to
predict these intricate dynamics at each decision step. Furthermore, the empir-
ical performances of deep learning-backed model-free techniques, as evidenced
by successes with DQN, A3C [26], and TRPO [27] in diverse domains, under-
score their potential for this application. Coupled with the safety imperative of
an offline approach—given the risks of online biases and catastrophic outcomes
from incorrect dosing—model-free offline RL emerges as a robust solution. It
leverages historical patient data, offering policies that are data-driven and in-
dividually adaptive without the pitfalls of model-induced errors. We focus on
model-free offline RL methods in the rest of the paper.

3.8. Offtine RL algorithms

Offline RL offers the advantage of learning from large real-world datasets
but the impossibility to explore raises new challenges. A particular concern
arising from this is distribution shift: as the newly trained policy is different
from the behavior policy -policy used to collect the data-, the actions taken
are also different from those the behavior policy would take. Different actions
lead to different next states which can lead to a different distribution of encoun-
tered states -from the one observed from the behavior policy- and can lead to
overconfidence in some states, posing potential risks.

Each offline algorithm used in this paper mitigates distributional shift dif-
ferently:

e Batch Constrained Q-learning (BCQ): a variational auto-encoder
generates counterfactual queries, which represent a set of actions following
the distribution of the training data, as described in [24]. The selected
action is determined by choosing the one with the highest Q value, and
clipped double Q learning is employed to limit Q-value overestimation.

e Conservative Q-learning (CQL): Instead of learning an approxima-
tion of the Q-function, CQL estimate a lower bound function of the Q-
function to reduce overestimation [22]. In-distribution state-action pair
are assigned higher q values than out of distribution ones.

e Twin Delayed DDPG with Behavioral Cloning (TD3-BC): An
extension of the actor critic algorithm TD3 [28]. A behavioral cloning
term in TD3 actor loss is used to select actions that are often seen in the



training data [23]. Clipped double Q-learning and Q-function smoothing
are also used.

3.4. State construction

Given the data at hand, the available features to construct the state are
described in Table [Tl

Table 1: Data used to build the agent state.

Variables Description

Glycemia History Past records of blood sugar levels

Insulin History Past records of insulin injection
rates

Insulin Metrics IOB (insulin on board, computed as

in openAPS, see [29], and TDD (to-
tal daily dose, representing daily in-
sulin needs)

Carbohydrate Metrics COB (carbohydrate on board, indi-
cating undigested sugar intake)

Time Metrics Current time of day

Physiological Metric Body weight

Glycemia history offers valuable insights into past blood sugar levels, en-
abling the RL agent to identify trends and patterns. This historical context
is instrumental in predicting future glucose levels and assessing the success of
prior insulin interventions. Insulin history complements glycemia history by
providing a comprehensive record of insulin injection rates over time. Under-
standing how the patient has responded to insulin dosages in the past is useful
for adapting recommendations to their evolving insulin sensitivity and individ-
ual insulin requirements. The IOB quantifies the insulin that has already been
subcutaneously injected but has not yet had an action in the blood stream,
influencing future glycemic responses. The TDD, on the other hand, offers an
overview of daily insulin intake, aiding the agent in tailoring recommendations
for glycemic control throughout the day. The COB introduces the crucial con-
cept of undigested carbohydrate intake. When patients consume carbohydrates,
blood sugar levels do not immediately reflect this intake. COB accounts for this
delayed effect, allowing the agent to anticipate and mitigate potential glycemic
spikes resulting from recent carbohydrate consumption. The consideration of
time metrics, specifically the time of day, is essential. Sensitivity to insulin and
liver activity naturally fluctuate throughout the day due to circadian rhythms
and mealtime variations [30} B1]. Finally, the body weight can impact insulin
sensitivity and metabolism.



The process of state construction involves careful optimization to determine
the essential co-variables and the appropriate time horizon for time series data.
After meticulous analysis, our research has revealed that the most effective state
configuration comprises IOB, COB, TDD, time of day, and a one-hour window
for the time series.

All features are normalized using zero-mean unit-variance or min-max scal-
ing.

3.5. Metrics

In our performance assessment, we employ clinical metrics, as detailed in
Table [2] universally recognized for evaluating glycemia control algorithms. The
Time In Range (TIR) is the primary metric for closed loops. These metrics
bridge machine learning agent to real-world outcomes, ensuring trained agents
offer clinically satisfying glycemia control. The clinical targets for each metrics
can be seen in the consensus found in [32].

Table 2: Blood Glucose Metrics

Metric Description Target
Time-in-Range | Percentage of time where the glycemia is in | > 70%
(TIR) the range: 70-180 mg/dL. Increased TIR is | [34]
strongly associated with a reduced risk of de-
veloping micro-vascular complications [33].
Time-Below- Percentage of time where the glycemia is lower | < 4%
Range (TBR) | than 70 mg/dL also called time in hypo- | [34],[35]
glycemia.
Critical Time- | Percentage of time where the glycemia is lower | < 1%
Below-Range than 54 mg/dL. [36], [33]
(TBR<54)
Time-Above- Percentage of time where the glycemia is | <  25%
Range (TAR) | greater than 180 mg/dL, also called time in | [34] [35]
hyper glycemia.
Coefficient Relative dispersion of blood glucose values | <  36%
of  Variation | around their mean. A high value of the coef- | [38], [35]
(CV) ficient of variation entails a higher probability
of vascular tissue damage [37].
Mean glycemia | Mean blood glucose value (mg/dL). A high | As low as
value increases the probability of dementia | possible
[39] and cardio-vascular tissue damage [37]

3.6. Reward function design

Unlike common RL tasks, there is no predefined reward function for glycemia
control. The choice of reward function is absolutely crucial, as it drives entirely
the behavior of the RL agents. For simplicity, we use reward functions which
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Figure 1: Candidate reward functions.

only depend on the current glycemia value. More sophisticated functions, de-
pending on some history of glycemia or on the current rate of insulin may be
used e.g. to penalize glycemia variations or too high insulin rates.

We show on Figure [T] a list of reward functions analyzed in this paper. The
simplest is the binary reward whose maximization amounts to TIR maximiza-
tion. Rewards from [12] [l [I] are other alternatives. These rewards represent
different trade-offs between hypoglycemia and hyperglycemia situations, as well
as different tolerances to mild deviations from the ideal glycemia of 110 mg/dL.

To determine which reward function is the most appropriate without unnec-
essary computations, we look at how the performance metrics described in the
previous section vary for each patient-day with respect to the sum of rewards
on the same days. Such an analysis is shown on Figure 2| Magni and triangle
rewards are the ones that correlate the least with TIR and TBR. Empirical
testing showed that binary reward was not informative enough for high blood
glucose values sometimes resulting in the inability to reduce the blood glucose
level after meals.
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Figure 2: Correlation between clinical metrics for glycemia control against different reward
functions, high correlation means that increasing the training reward will increase / decrease

the clinical metric as wanted.

4. Experimental results: population models

We provide the implementation of all offline RL agents used and some of the
training/evaluation pipelines jon this repository|

4.1. Data acquisition and pre-processing

The data used to train and evaluate the RL agents has been collected through
real life commercial usage of the DBLG1 artificial pancreas [I]. This closed loop
system equips more than 10000 patients, with some patients wearing the system
for more than 2 years. Among the ones agreeing to have their data collected,
we selected 100 at random to form a training set for the RL agents. We filter
to keep only days during which the closed loop was activated for more than 70

10



% of the time. Table [3| contains general characteristics regarding the data used.
Overall, there are 6.9 million transitions in the dataset.
Note that the behavior policy is not ezactly the DBLG1 algorithm as:

e Some open loop points may remain within the data (e.g. when disconnec-
tion with the pump or the CGM occurs)

e Even when the closed loop is activated, the patient has the possibility to
modify boluses suggested by the algorithm (and does so in 1.4 % of cases)
or to manually prescribe boluses (that represents 1.4 % of total boluses).

e Some parameters of the DBLG1 algorithm can be adjusted by the patients
so as to improve the (perceived) quality of the closed loop. It may or
may not improve the TIR/TAR/TBR metrics, depending on the patient
particular sensitivity.

We argue that it is an advantage when using the data to train offline RL agents.
Indeed, the state/action distribution in the data is larger than with the raw
behavior policy, bringing more information during training of offline RL agents.
An ablation study, removing the occurrences of manual and modified boluses
for instance, would allow to quantify this effect, though beyond the scope of the
work presented here.

Table 3: Training data details.

Mean + Std
Age 44.8 + 13.0
Weight (kg) 771+ 17.5
Total daily dose (U) 44.0 £ 18.1
Proportion of manually modified boluses (%) 1.4+£18
Proportion of manually prescribed boluses (%) 144+ 24
TIR (%) 68.4 + 9.9
TBR (%) 1.3+ 1.6
TAR (%) 30.3 + 10.1
Ccv 33.0 &+ 4.5
Mean glycemia (mg/dL) 160.8 + 14.6
Number of observed days 284.1 + 161.2
Number of observations 69 000 £+ 39 000

4.2. Algorithm comparison

We perform an hyper-optimization of TD3-BC, BCQ and CQL algorithms
on the data presented in .l Working with a limited compute budget -for
economical and ecological reasons- we iteratively optimize several features in
an A/B testing manner: the state composition (length of glycemia and insulin

history), the reward function used and several hyper-parameters critical to each
algorithm such as the RL/BC trade-off of TD3-BC.

11



Each trained agent performances are evaluated online on the simulator.
While we argue that in silico validation should not be the gold standard of
closed loop validations and design, it is still very informative, and we view it
as a necessary -but not sufficient- condition for algorithm validation. In any
case, we will show in the next section how to leverage offline policy evaluation
methods to measure closed-loop candidate performances.

As mentioned before:

e When a meal is declared, the RL action is overridden by a meal bolus
computed using the calculator in [IJ.

e When there an impeding risk of hypoglycemia is detected, the RL agent
is deactivated and no can be sent to the patient.

The best performance metrics for each algorithm are shown on Table [4]
TD3-BC and BCQ outperform the behavior policy in terms of TIR, TAR and
mean glycemia. TD3-BC is better than the behavior policy for all metrics
but the coefficient of variation, which remains within acceptable bounds. This
shows the ability of offline RL algorithms to improve over the behavior policy,
confirming the findings of [9].

Table 4: Comparison of the offline algorithm for glycemia control, values are Mean £ Std.
Best value for each metric is in bold

TIR TBR TBR<54
BCQ 70.447.59 3.87+4.17 0.98+1.85
CQL 57.8+£10.52  9.93+9.57 5.13+6.71
TD3-BC 74.38+7.3 2.73+3.71 0.86+ 1.84
Behavior policy 69.89+ 7.97  3.59 + 3.65 1.44 + 2.37
TAR CcvV Mean Glycemia
BCQ 25.724+7.01 39.38+7.84 147.94+11.79
CQL 32.27+11.76  42.94+11.92 150.75420.5
TD3-BC 22.89+5.86 36.90+ 7.79 148.624+10.82

Behavior policy 26.51 £7.04 33.55 £ 7.13 156.59 4 9.28

12
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Figure 3: Comparison of the different policies on the simulator.

4.8. Population model analysis

The best-performing model -which we refer to as population model from
now on-, TD3-BC, found in the comparison above has been compared on the
simulator with the behavior policy. We can see from Table [4] that the TD3-BC
agent is able to simultaneously improve the TIR by 4.49%, and the TBR by
0.86%. Note that in any case, the inter-patient performance variability remains
quite high e.g. TIR range from around 50% to above 80%.

An example of control on the simulator is presented on Figure [dl The ob-
served differences are informative. The RL agent is much more aggressive in
hyperglycemia situations, but also seems to anticipate more when the glycemia
is high but decreasing. Also, during the meal periods, the RL agent is more
aggressive, especially around 1h after the meal.

13



—— behavior policy
population model

5 RN
32 |
- 1 N J / ‘

Time (h)

Figure 4: Comparison of the RL agent and the behavior policy on the simulator. The RL
agent is more aggressive: at the start to reach a value close to 110 mg/dL, and also add more
basal after the meal bolus. Mean glycemia is thus lower for the population model.

The ability for a closed loop to deal with unannounced meals is of a paramount
importance as it further decreases the burden of the disease on diabetic patients.
To ensure that the population model is capable of handling such cases, we run a
simulation with unannounced meals. In this scenario, the virtual patients don’t
declare any meals: the COB feature given to the offline agent and the behavior
policy is always null and no meal bolus is automatically administered.
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Figure 5: In silico comparison of behavior policy with personalized model in the case of
unannounced meals. Simultaneous improvement of TIR, TBR, and mean glycemia.

Results presented on Figure |5] which compares the behavior policy and the
population model. There is a significant improvement in the performance of our
Reinforcement Learning (RL) agent compared to the behavior policy. Specifi-
cally, we observe a substantial 8.0% increase in the TIR and a 6.1% reduction
in the mean TBR. Notably, the most significant improvement is observed in
the mean glycemia, which decreases by an impressive 13.2 mg/dL. This reduc-
tion has promising implications for patient health, particularly in scenarii where
meal announcements may be overlooked. These results mark an important ini-
tial step toward achieving a fully closed-loop glycemia control system, one that
operates seamlessly without the need for meal declarations from patients.

5. An end-to-end pipeline for patient-wise personalization

In this section, we describe a pipeline for offline patient-wise model per-
sonalization. We start by proposing an application of fitted Q-evaluation which
allows to estimate clinically relevant metrics. We then describe the experimental
setup we propose and present the results.

5.1. Fitted @ evaluation

In order to evaluate an offline agent without the use of a simulator, off-
policy evaluation methods can be used. Let 7 the new policy of the agent to
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evaluate. Fitted Q evaluation (FQE) learns the Q function under the policy 7
using Bellman equation [40]:

Q(s¢,a¢) = c(s¢,at) +YQ(5¢41, T(5¢41))

where (s¢, at, $¢4+1) is a transition (state, action, next state) in the offline dataset
and c is a reward function. When training FQE to estimate the Q function
under the new policy, the reward function ¢ can be different from the one used
to train the agent. We leverage this possibility to devise a method which directly
estimates TIR/TAR/TBR.

In particular, if the reward function ¢ = cpr is chosen as

1 if 2 € [70,180] mg/dL
err () = 0 else

then

E,[eTir(a, s)] = TIR,
TIR

1—x

Q(s,a) =E lZ’YkCTIRk(Sk, ar)

k=0

where TIR, is the TIR under the policy m, since the expected value of the
reward is precisely the proportion of time spent in the normoglycemia range.
Similarly, TBR and TAR can also be estimated with the following reward func-
tions: erpr(z) = Ly<70(2), cTar(2) = Lz>180(2). These choices of rewards for
FQE allow to estimate clinically relevant metrics without any simulation. Note
also that these estimations can be made in theory from any state, allowing for
immediate short term predictions as well as global patient-wise estimations of
TIR/TAR/TBR.

In [40], the authors showed that the estimated value obtained from the FQE
algorithm is not always accurate but can effectively be used to rank different
algorithms. This caveat is to keep in mind, and constitutes a limitation of
this work. A detailed analysis of the performances of FQE depending on the
distribution of data would be informative and will be part of further work.

5.2. Personalization protocol

A well-known limitation of current closed-loops is their high inter-patient
variability, which can be seen on Figure [3] and Table [

To limit this issue, we propose a pipeline to personalize the agent to indi-
vidual patient data. Starting from an offline RL agent, the training procedure
is sketched on Figure [6}

1. The first 25% of the patient data is used as a data set for fine-tuning the
agent,

2. The following 25% of the patient data is used to train a specific FQE
model for each metric reward/TIR/TAR/TBR,

16



3. The following 25% of the patient data is used to evaluate the estimated
metrics of the trained FQE models. The estimated reward serves for best
checkpoint selection throughout the personalization, so as to prevent at
best over-fitting and catastrophic forgetting,

4. At the end of the training, the final 25% of data is used to provide an
unbiased measure of generalization performances, using the FQE models
of the best checkpoint.

chronological time

.

v

patient data
troining replay buffer training replay buffer training replay buPfer test replay buPfer
(agen‘t [ !

1
1 1
@ v @ v ® @

Figure 6: Personalization training procedure, each patient data is split into 4 chronological
sets: one to train the agent on the patient data, one to train FQE model on, one to run
validation during training and one to test the agent performance.

In this series of experiments, we do not use the meal boluses and the hy-
poglycemia cutting logic: we evaluate the performances of the sole RL agent.
This gives us a more accurate insight into the effect of the personalization of the
whole control. This explains why the baseline performances in this section are
lower (in fact, achieving such high TIR with an insulin rate lower than 10 U/h
is a success). Of course, there is no obstacle in also running FQE evaluation
with these features enabled.

To enable a fair comparison of the personalized models with the population
model, we also train FQE models for reward/TIR/TBR/TAR for the population
model, on the union of all data sets used for the FQE of the personalized models.
We then evaluate these FQE models on the last 25% data of each patient. These
estimates of reward/TIR/TBR/TAR are the performances to beat.

5.3. Results

Owerall results. We perform the personalization procedure on 25 patients sepa-
rately. These patients are additional patients, not included in the training set of
the population model. These patients have been observed on average 333 days,
which means that about 3 months are used for the actual offline fine-tuning
of the RL agent -the rest being used by the validation and test FQE for each
metric.
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We report the overall results on Figure [7]] All metrics improve on average
with the personalization. The average Q-value estimated for the training reward
increases by 10, the average TIR increases of 1%, the average TBR increases
by 1 % and the TAR average is unchanged. Notably, worst cases are greatly
improved e.g. the worst TIR is estimated to increase from 38 % up to 50%.

Figure [8] gives the variations of each estimated metric for each patient be-
tween the population model and the personalized model. Note that although
our checkpoint selection criterion throughout the personalization is based on
the training reward, almost metrics do improve for almost all patients.

This shows that 3 months of data is enough to perform with success an off-
line patient-wise personalization of RL agents. Investigating more precisely the
connection between the agents improvements and the quantity of data available
would be another interesting continuation of this work.

Estimated Q-value
with training reward Estimated TIR (%) Estimated TBR (%) Estimated TAR (%)
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Figure 7: FQE estimation of the clinical metric before and after personalization, selecting the
best model on training reward (Zhu).
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Figure 8: FQE estimation of each clinical metric before and after personalization for each
patient. Almost all metrics improve for all patients.

Personalization analysis. To further evaluate how the personalization works, we
use the fact that insulin ingested at time t has its largest impact on glycemia at
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time around t + 30 minutes. Therefore, if for some state in the real data, the
glycemia 30 minutes later was high (resp. low), then the new control improved
over the existing control if it suggested to send an higher (resp. lower) quantity
of insulin 30 minutes before. We make this analysis on Figure[9]which shows the
basal rates delivered by the personalized models and the population model, with
respect to the glycemia 30 minutes in the future. When the future glycemia is
below 200 mg/dL, the personalized agents send less insulin on average. When
the future glycemia is above 200 mg/dL, the personalized agents send more
insulin on average. This constitutes another validation of the quality of the
personalization.

10
—— personalized policy
population policy
8
<
=) 6
]
=
o
© 4
%]
@©
oM
2
0

50 100 150 200 250 300
Future glycemia (mg/dL)

Figure 9: Variation of the prescribed basal rate between the population and personalized
policy. X axis is the glycemia 30 minutes in the future. If the glycemia at t + 30 min is high
(resp. low), the personalization is successful if it increased (resp. decreased) the basal rate
with respect to the population model. This is what we observe here: the personalization led
to increased basal rates above 200 mg/dL, and decreased basal rates below.

6. Conclusion

We performed an extensive comparison of offline RL algorithms for glycemia
control on real data. The offline RL often outperforms the behavior policy. For
example, the best TD3-BC model we trained has +7% TIR, -1% TBR and -12
mg/dL of mean glycemia on average, across a family of in silico patients. Further
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in silico evaluations with no announced meals illustrate the high robustness and
accuracy of the RL control.

Going further, we showed how personalization of such RL agents can be made
on individual patients in a realistic setting. This is illustrated using OPE meth-
ods, in a way that enables to recover key diabetics metrics directly -instead of a
hard-to-interpret Q-value estimate. A couple of months of observations allows
to improve the patients’ TIR by an estimated 1 % on average and to drasti-
cally reduce the variance of inter-subject performances. Such an improvement
of worst cases of glycemia control in closed loop systems is of particular interest,
as it is often a limitation of current commercial articifical pancreas.

Continuation of this work could include an ablation study to see if manual pa-
tient actions within the dataset do improve to the offline RL trainings. Addition-
ally, a more rigorous evaluation of the FQE method applied to TIR/TBR/TAR
estimation may be interesting.
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