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Recent developments in the measurement of directional room impulse responses (DRIR) by spherical
microphone arrays (SMA) have led to their extensive use in sound spatialisation. Room reverberation
effects can be reproduced in three-dimensional surround sound systems (e.g. Higher-Order Ambison-
ics) through multi-channel DRIR convolution. However, such measured impulse responses inevitably
present a non-negligible noise floor, leading to a perceptible ‘infinite reverberation effect’. Further,
individual sensor noise and non-stationary measurement artefacts may additionally corrupt the de-
convolved impulse response. This paper presents recent work regarding the implementation of state
of the art DRIR analysis and denoising techniques and their application to extensive DRIR databases
measured across a highly varied collection of spaces. We first review the basic energy decay relief
(EDR) analysis and reverberation tail re-synthesis process, before presenting several novel refine-
ments developed throughout the course of this implementation. Finally, an overview of the results
obtained both globally and with respect to particular cases (complex architectural volumes, outdoor
spaces, etc.) is included in order to further examine the capabilities of the denoising framework.

Keywords: DRIR, denoising, EDR, SMA, ambisonics

1. Introduction

The use of directional room impulse responses (DRIR) for recreating three-dimensional reverberation
effects in spatialized sound installations has become a widespread practice in recent years, enabled by
developments in both microphone and loudspeaker array technologies. Spherical microphone arrays
(SMA), for example, have become a natural counterpart to the Higher-Order Ambisonics (HOA) format,
based on a spherical harmonic (SH) representation of the sound field. DRIR can thus be measured using
SMA, e.g. through the exponential sweep method (ESM), and encoded in HOA up to a maximum order
dictated by the array’s specific characteristics (number of transducers, configuration, etc.). However, such
recordings are inevitably subject to measurement noise, which translates to a non-negligible noise floor
in the impulse response, leading to a perceptible ‘infinite reverberation effect’. Non-stationary noise and
other artefacts may further corrupt the DRIR, rendering decay analysis and parameter extraction unstable.

In this paper, we present the robust implementation of a complete DRIR denoising framework and
its application to a comprehensive measurement database covering a large variety of reverberant spaces.
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This process is streamlined to exploit the unique advantages offered by a three-dimensional description
of room reverberation. It involves three main steps: pre-deconvolution artefact suppression applied di-
rectly to the ESM measurement, DRIR energy decay relief (EDR) and diffuseness analysis, and finally
reverberation tail re-synthesis. These are each detailed in turn, and then illustrated with specific examples
obtained from the measured DRIR database, followed by a brief statistical review of the overall database
results. The introduction is completed below by a summary of the theoretical bases underlying SMA
measurement and SH analysis, and an overview of the existing litterature this current work draws from.

1.1 Theoretical Background

Spherical microphone arrays enable the directional analysis of a given sound field by sampling over
() transducer positions on their surface. A natural representation for such three-dimensional signals is
the spherical harmonic domain that serves as the basis of the spatial Fourier transform:

Xl,m(f> t) = / ZL’(f, Q7 t)Yl,m(Q)dﬁv (1)

Qes2

where () = (6, ¢) is an angular point on the surface of a sphere with radius r, z(f,€,t) is the time-
frequency domain representation of the sound field on a sphere with fixed radius » = a, and Y} ,,,(€2) are
the spherical harmonics of order [ € Z* and degree m = [—[,[]. Using a SMA, the integral in Eq.
is approximated by a weighted sum over the microphone positions; the specific weights are obtained by
minimizing the error between this approximation and the ideal integral of Eq. (I)) [1]. For this discrete
transform to be exact, the maximum encoding order L and the array sampling configuration must lead
to an encoding matrix with K non-vanishing singular values such that K = (L + 1)? < @ [2], thereby
effectively limiting L for a given SMA. Finally, in order to project the ideal sound field as seen from
within the sphere, a subsequent correction for the so-called holographic function (or mode strength) b;( f)
of the SMA must be applied. Such is the case in the widespread HOA format, which uses the center of
the sphere as a standardized reference point and defines the correcting filters accordingly [3]].

1.2 Previous Work

The late diffuse reverberation tail of a room impulse response can be modelled by an exponentially de-
caying stochastic process [4], assuming sufficiently high echo density and modal overlap (time-frequency
limits respectively corresponding to the so-called ‘mixing time’ and Schroeder frequency) [5]. These con-
ditions lead to the description of an ideal diffuse wave field that can be synthesized in the form of a filtered
Gaussian noise [6]]. The exponential decay envelope of the diffuse reverberation tail is parameterized by
a frequency-dependent decay coefficient (often represented as a Tgo(f) reverberation time) and an ini-
tial power spectrum Fy( f); these parameters can be extracted by analysis of the EDR, a time-frequency
extension of the Schroeder energy decay curve (EDC) [6]]. A diffuse reverberation tail corrupted by non-
decaying measurement noise can therefore be replaced by a synthesized zero-mean Gaussian noise with
a frequency-dependent exponential decay envelope defined by the extracted parameters [7]] [8]. The re-
sulting signal-to-noise ratio (SNR) is thereby limited only by the quantization noise floor for the chosen
audio format bit depth, N, = 201log;,(2™%) dB, where d is the signal bit depth [9].

2. DRIR Denoising Process

The different parts of the proposed denoising framework are now presented in this section. The
current work focuses more specifically on the artefact reduction and tail re-synthesis procedures (sections

and[2.2.3)), and to a lesser extent on the EDR and diffuseness analysis steps (sections [2.2.1}and [2.2.2)).

2 ICSV26, Montreal, 7-11 July 2019
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2.1 Raw Measurement Artefact Suppression

Impulse responses are often measured using the ESM method [[10]. Measuring a repetition of several
sweeps allows the multiple realizations to be averaged in order to increase the SNR, since the ensemble
mean of any stationary sensor noise will tend to zero as the number of repetitions increases. However,
momentary artefacts or non-stationary noise will on the contrary lower the SNR by accumulating over the
averaged repetitions. This is especially troublesome in the case of impulsive artefacts which can generate
audible ‘inverse sweeps’ upon deconvolution of the measurement.

In an attempt to minimize the influence of non-stationary measurement artefacts, the magnitude spec-
tra of the individual sweep realizations are compared amongst each other in order to identify artefacts
using non-negligible positive deviations from the mean magnitude spectrum as a discriminating crite-
rion. This maximum allowed deviation is defined as £(f,t) = u(f,t) + ao(f,t), where u(f,t) is the
mean magnitude spectrum, o( f,t) is the standard deviation over the available realizations, and « is an
empirically-set deviation factor used as a control parameter. Artefact magnitude values identified as
greater than £(f, t) in each realization are then replaced with the corresponding mean over the remaining
repetitions. This process is applied individually to the ESM measurement signals recorded by each SMA
transducer; an example is presented below in section 4.1

2.2 Reverberation Tail Analysis and Re-Synthesis

In this section, we first review the EDR analysis procedure used to extract the reverberation decay
parameters, and then present a characterization of the DRIR’s ‘mixing time’ using measures of the sound
field’s diffuseness, before showing that re-synthesizing the reverberation tail as a zero-mean Gaussian
noise in the SH domain preserves the diffuse field’s spatial properties.

2.2.1 EDR Analysis

As proposed by Jot et al. [6l], decay envelope parameters are extracted by analysing each EDR
frequency bin independently. The basic strategy is to first identify the parts of the decay curve corrupted
by non-decaying background noise, then estimate the reverberation time by linear regression over the
unaffected sections, and finally ‘extrapolate backwards’ to find the initial power value (denoted F).

To this end, the decay curve is first segmented using an adaptive Ramer-Douglas-Peucker algorithm
[11] in order to aid identification of the various sections; as a result, non-exponentially decaying early
reflection regimes can be discarded by selecting an appropriate starting segment point (Z..¢). The noise
floor limit point {P,ise, tim } can then be found by fitting an ideal reverse-integrated noise profile to
the segments (i.e. the reverse cumulative sum of an ideal constant-power noise envelope, see the yellow
shaded area on Fig. [[a). An additional headroom of around 3 dB is defined above this noise profile in
order to avoid the transition zone between the exponential decay and noise floor sections of the curve. The
decay section of the curve, thus delimited by %+ and ¢y, can finally be modelled by linear regression
in order to determine the Ty, and ) values (see the solid orange line on Fig. [Ta). The quality of this
linear regression can be quantified with a decay error defined as the mean squared error (MSE) over the
length of the decay section.

2.2.2 Diffuseness Analysis

As noted above, re-synthesizing the reverberation tail using a zero-mean Gaussian noise supposes
that the sound field has become sufficiently diffuse for this model to be valid; in other words, one must
be sure that the so-called ‘mixing time’ has been reached. In the case of omnidirectional or monophonic
impulse responses, the mixing time has traditionally been estimated using statistical measures, such as the
echo density [13] or kurtosis [[14]. For three-dimensional DRIR, however, it seems judicious to exploit

ICSV26, Montreal, 7-11 July 2019 3
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(a) EDR analysis for a given frequency f; of the (b) Diffuseness analysis and mixing time identification
zeroth-order (i.e. omnidirectional) SH component. using the SDR diffuseness measure [[12]].

Figure 1: Examples of energy decay (left) and diffuseness (right) analysis results obtained from a DRIR
measured at the Kraftzentrale event venue in Duisburg, Germany, encoded to 4"-order HOA.

the spatial characteristics on offer, and most notably measures of the sound field’s diffuseness, which
closely matches the conditions described for the reverberation model above. Diffuseness measures are
therefore calculated on SH-domain DRIR signals according to Jarrett et al. [12]], Epain and Jin [15],
and Merimaa and Pulkki [16]; to obtain a simplified time-domain criterion, the frequency dimension is
reduced by averaging these measures over the given SMA’s optimal frequency range, defined with respect
to its spatial aliasing limit ka ~ L, where k is the wavenumber and a is the SMA radius [1][]

The mixing time is then estimated by identifying the onset of the maximum diffuseness plateau, i.e.
the point at which the sound field has reached sufficient echo and modal densities for the stochastic rever-
beration model to be valid. As shown on Fig. [Ib|for the signal-to-diffuse ratio (SDR) diffuseness measure
[12], the mixing time identification algorithm makes use of a reverse-cumulative mean fic,, (¢) and stan-
dard deviation .., (t) in conjunction with a forward-moving average fimoy(t) in order to determine ¢,y
as the first point ¢,, such that fimoy (t5) < feum(tn) — Tcum (tn)-

2.2.3 Diffuse Reverberation Tail Synthesis

The signal synthesized in order to replace the non-decaying noise floor must imperatively retain the
spatial properties of a diffuse field, most notably in terms of spatial coherence. This can be guaranteed
by performing the reverberation tail re-synthesis directly in the SH domain. Jarrett et al. [12] show that
a diffuse SMA signal of the form

XE(7,0) = o/ Pan (. 0)bu(f) / B(f,t, Q)Y (), )

Qes?

where Py (f,t) is the diffuse field power envelope, ®( f, ¢, €2) is the independent plane wave phase such
that |®(f,¢,Q)| = 1V k,t,Q and E [D(f,t, Q)D*(f,t, Q)] = daqa, and b;(f) are the aforementioned
array holographic functions (with § representing the Kronecker delta and F [.] mathematical expectation),
leads to a characteristic spatial coherence value of v, (f,t) =0V (I,m) # (I',m/).

I'The lower limit of this range is chosen to include the maximum amount of octaves possible between the SMA’s spatial
aliasing limit and typical values of the Schroeder frequency in mixing rooms, i.e. around 100~200 Hz for large halls. In the
case of the mh acoustics Eigenmike® used in this work, the spatial aliasing limit calculates to fy1;,s =~ 5.2 KHz, so we can
define a 5-octave range stretching down to 162.5 Hz.

4 ICSV26, Montreal, 7-11 July 2019
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Subsequently, synthesizing a zero-mean Gaussian noise of power Py ( f, ) and random phase @, ,,,(f, t)
per SH component gives a cross-power spectral density (PSD) of

VI (F.1) = B | KT F XI5 (F.)| = Pase ()00 3)
and thus the same characteristic diffuse field spatial coherence value:
- aiff Wi (1)

=0V (I,m)# (I',m). “4)

Vit (f:1) = ——= '
I (£ T (,0)

Furthermore, the covariance properties described by Epain and Jin [15] for a diffuse field in the SH
domain can be similarly shown to hold for such component-wise synthesis.

The tail re-synthesis denoising process can therefore be summarized as extending the reverberation
tail on each SH component of a measured DRIR using a zero-mean Gaussian noise decaying according
to a rate Téé’m) (f) and an initial power Pél’m) (f), starting at the noise limit time-frequency point tl(ill;lm) (f)
and thereby replacing the non-decaying noise floor.

3. Measured DRIR Database

In order to assess the overall denoising procedure described above, it was applied to an extensive
DRIR database measured over a highly varied collection of spaces, ranging from traditional theatres
and concert halls to more unconventional and experimental environments such as forested valleys and
castle ruins. The database totals 255 measurements over 19 different locations, all performed with the
32-capsule mh acoustics Eigenmike SMA and a d&b E12 loudspeaker.

4. Results

We now present some specific results obtained from the measurement database described above as
examples chosen to highlight the main aspects of the denoising process, before offering a more global
statistical overview of the database results.

4.1 Raw Measurement Artefact Suppression

The example used to illustrate the artefact reduction procedure is a DRIR measurement performed
in the Christuskirche, the German Protestant Church in Paris. This particular measurement presented
several important impulsive artefacts, especially in the first of the four sweep repetitions (see Fig. [2al).

By applying the artefact suppression technique described in section [2.1] to this measurement, the
overall SNR is found to be increased by approx. 2 dB with respect to the original deconvolved IR;
more importantly, however, Fig. [2b| shows that non-stationary artefacts with magnitudes over 15 dB are
removed from the noise floor. This is crucial in regularizing the EDR so that the noise profile approaches
the ideal fit used to identify the { P,isc, tiim } point as in section (see Fig.[La).

Finally, to further quantify artefact reduction, we define an artefact-to-total-energy ratio, i.e. the ratio
of the total energy in a given time frame identified as ‘outlying’, as described in section [2.1] to the total
signal energy in that frame:

Zszl ’f<fkv qu t)|2
Zszl 2 (fr, t)|

For the current example, this averaged to x, = 27.4% over the four repetitions, with a peak of around
35% over the heavily corrupted first realization, shown in figure

T(fi, Qg t) = (&)

Xalt) = {O<fk79qat> 2(fir Q)] > & firt)
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(a) Raw ESM measurement. (b) PSD of difference in deconvolved IR.

Figure 2: Example of ESM measurement with non-stationary noise artefacts (a), and PSD of difference
between deconvolved IRs before/after artefact suppression; time-averaging period Tpsp = 85.3 ms (b).

10°

4.2 Reverberation Tail Analysis and Re-Synthesis

As mentioned above, the EDR analysis is first conducted on each SH component individually. How-
ever, the encoding filters used to correct for the Eigenmike’s holographic function dramatically cut the
lower frequencies of the higher orders [3], and as a result the EDR analysis can become unreliable due to
the reduced dynamic range. Therefore, both the Tﬁ(é’m)( ), Pél’m) (f), and { Pooises tiim J1.m (f) extraction
and the subsequent reverberation tail re-synthesis are performed before applying the corrective filters.

Teo (8)

Py (dB)

10° 10% 10"

Frequency (Hz) Frequency (Hz)

@ Tgg™ (/). ) P ().

Figure 3: Component-wise reverberation times ((a), left), and initial power spectra ((b), right). Black
lines show the mean over all components for the Tﬁ%’m) (f), and per SH order for the P (tm) (f)-

Figure |3 shows the reverberation time (Téé’m)) and initial power spectrum (Pé ) results obtained
from analyzing the Kraftzentrale DRIR SH component-wise. The mixing time is determined as described
in section m and Fig. @ for each of the three mentioned diffuseness measures, and then averaged to
a single %, value (here t,,;, = 221 ms). In order to confirm the validity of the diffuse field hypothesis
used to justify the reverberation tail synthesis method described in section [2.2.3] this mixing time is
compared to a 51(31’10) value obtained by averaging over the audible frequency range of the omnidirectional
(zeroth-order, Y(((€2)) component analysis results (here 51(31’00) = 1.29 s). The effect of the denoising
process is illustrated in Fig. 4] with the EDR of the original (Fig. da] left) and denoised (Fig. db] right)
omnidirectional components.

6 ICSV26, Montreal, 7-11 July 2019
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Figure 4: The effect of the reverberation tail re-synthesis denoising process as seen on the EDR of the
Kraftzentrale DRIR’s omnidirectional component. The superimposed black line shows the identified
noise floor limit { Pyise, tiim }o,0(fx) from which point onwards the reverberation tail is synthesized.

The diffuseness profiles of the denoised DRIR are found to approach those of the original (seen in fig-
ure[Tb|for the SDR diffuseness measure [[12]]), confirming the approach taken in section[2.2.3] To quantify
the effectiveness of the denoising process, we define the continuity error as the percent error between the
original Tﬁ((l)’m) (fx) used to parameterize the synthesized reverberation tail and a final fé(l)’m) (fx) obtained
by linear regression over 6 dB around the tl(ilr’nm) (fx) point on the denoised EDR; ,,, ( f, t) curve. This error
calculated to an average (over both SH components and frequency) of 9.39% in this case, whereas the
decay error was 0.944 dB/time frame.

4.3 Application to Measured DRIR Database

Out of the 255 DRIR in the measurement database described in section [3| 226 were denoised using
the proposed method. The remaining 29 were either found to be unsuitable for the denoising process
presented here, with #,;, > #0:0) violating the diffuse field hypothesis, or EDR analysis results leading

m)

lim
to a decay error egéc (fx) > 6 dB per time frame in over half of the frequency bins in the audible range,
for any SH component. The latter was used as an emperically-determined limit in order to catch DRIR
with such elevated analysis errors that they may not be considered as describing exponentially decaying
reverberation (as is assumed by the analysis method described in section [2.2.T)). Of the denoised DRIRSs,
81.0% had an overall average continuity error of less than 10% (i.e. averaged over both frequency and SH
components). Additionally, 67.3% had an overall average decay error of less than 3 dB per time frame.

5. Conclusion

This paper presented a comprehensive DRIR denoising procedure, as well as its subsequent appli-
cation to an extensive measurement database covering a large variety of reverberant spaces. The three
essential aspects of the denoising framework were presented in detail and each step was illustrated by
an example taken from the DRIR database results. Artefact suppression on ESM measurements was
found to not only increase the final impulse response SNR but also regularize the EDR analysis, and
the reverberation tail re-synthesis technique was shown to provide an arbitrary target SNR or dynamic
range (limited only by the signal bit depth) with limited continuity error, whilst maintaining the diffuse
reverberant field’s spatial properties, as characterized by its diffuseness.

Several developments are currently underway to further improve the presented method, including the

ICSV26, Montreal, 7-11 July 2019 7
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detection and analysis of DRIR with multi-slope decays. Additionally, further study of the spatial proper-
ties of background noise is being explored in order to deal with localized noise sources. More generally,
the question of denoising highly heterogeneous spaces that may not become diffuse before the DRIR
reaches the noise floor (e.g. large outdoor spaces such as plazas or squares) is of great interest within the
context of pursuing reverberation models that may extend beyond traditionally ‘mixing” volumes.
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