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Abstract The paper presents Intergraph, a graph-based visual analytics plat-
form for the exploration and study of content in Digital Humanities document
collections. The designed prototype is motivated by a practical use case on
a corpus of circa 15.000 digitized resources about European integration since
1945. The corpus allowed generating a dynamic multilayer network which rep-
resents different kinds of named entities appearing and co-appearing in the
collections. To our knowledge, Intergraph is one of the first interactive tools to
visualize dynamic multilayer graphs for content in digital collections. Graph
visualization and interaction methods have been designed for users without a
strong background in network science, and to compensate for common flaws
with the annotation of named entities. Users work with a structured and un-
derstandable amount of currently relevant data by interacting with a scene
of small graphs which can be added, altered and compared. This allows an
interest-driven navigation in the corpus and the discovery of the interconnec-
tions of its entities across time.

Keywords Visual analytics · network visualization · dynamic multilayer
networks · digital humanities

1 Introduction

In recent years vast amounts of the human cultural records have been digitized,
further described with metadata and made available in form of collections. To-
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day, collections within the cultural heritage and digital humanities domains
typically consist of digitized multimedia objects with a strong bias towards
unstructured text, metadata in various levels of detail and completeness and
often a layer of named entity annotations. Scholars in the humanities and re-
lated domains struggle to critically assess the value of and the biases inherent
in such collections [1]. To this end they need to comprehend how it is organized
and need to be able to search for and find relevant content in an exploratory
manner without following predefined tasks [2,3]. This requires novel search
and discovery tools which enhance well-established techniques such as faceted
search and keyword search [4].

Interactive graph visualizations have been considered useful for these re-
quirements [5–11]. Network data is often generated automatically by means of
Named Entity Recognition (NER) such as e.g. persons, locations and organiza-
tions, paired with the manual or computational extraction of relations between
them. While most applications today use unipartite or bipartite graphs, mul-
tilayer graphs allow for more complexity in the exploration of named entities,
documents and the relations they share with each other [12]. In order to ben-
efit from the analysis of interconnections within such corpora, humanists need
to adapt and adjust their workflows. Most of the target users do not have a
strong background in advanced data analysis but value very highly an at least
basic comprehension of the inherent logic of the tools they work with [13,
14]. Moreover, imperfections within the data may cause significantly skewed
results and therefore need to be taken into account. Such imperfections may
stem from automated processing of digitized materials e.g. by OCR or NER
but also from manual curation of e.g. metadata as well as intrinsic ambiguities
of the source material. Since data cleaning is typically too costly, we observe
a strong need for systems which let users cope with data-inherent imperfec-
tions. These requirements present interesting challenges and opportunities for
the design of innovative tools for visual analytics.

This paper presents the concepts of the visual analytics platform Inter-
graph and reports the results of a first expert user testing. Intergraph is being
developed as part of the BLIZAAR project, a French-Luxembourgish funded
research project with the objective to develop visual analytics techniques for
complex data modeled as dynamic multilayer graphs for domain experts in
history and biology. Its principal use case consists of a collection of 15.000 dig-
itized documents on European Integration since 1945. The next section reviews
the state of the art in the visualization of dynamic multilayer networks. Sec-
tion three presents the data structure followed by an overview of Intergraph’s
main features in section four. Section five gives an account of the conducted
user tests. Finally, section six concludes the paper with a discussion and an
outlook to future work.
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2 State of the art

Network visualizations offer a unique way to understand and analyze complex
data by enabling users to inspect and comprehend relations between indi-
vidual units and their properties [15]. Some scientific fields have been using
network visualizations for a long time, most notably systems biology where
purpose-built visualizations are being developed for more than twenty-five
years [16–18]. In Digital Humanities research we observe two types of network
visualizations: (1) Manually compiled datasets based on network theory- and
question-driven models of complex social relationships created to be analyzed
by researchers [19], (2) Applications for the distant reading of graph visualiza-
tions of larger datasets which were created typically using methods borrowed
from Natural Language Processing. Such applications encourage an audience
with an interest in the respective topics to explore the data [9].

A preceding study by the BLIZAAR project on visual analytics require-
ments for research in digital cultural heritage has been published in [12]. The
authors suggest that the data structures supporting the analysis of a complex
digital corpus, in which people, organizations, places, multimedia documents
and document collections are connected across time, should best be modeled as
a dynamic multilayer network. Dynamic networks represent relationships be-
tween entities that evolve over time [20]. In multilayer networks, sub-networks
are represented on independent layers, but they can also interact with each
other [21]. Multilayer networks can have multiple types of node [22], with
different attributes [23], and different types of relationships [24]. The partic-
ularities of dynamic multilayer networks and their importance for real-world
applications have recently come to attention in network science. This led to
increased work on their definition, analysis and visualization. In the last years,
two European collaborative projects were entirely dedicated to this topic.

2.1 Plexmath

The Plexmath project (2012-2015) [25] aimed at formulating a new math-
ematical framework for the analysis of multi-level time-dependent complex
networks. Several visualization methods have been published in the scope of
this project. Pymnet [26] is a prototype to visualize graph data specifically
described in compliance with Kivelä’s general definition for multiplex and mul-
tilayer networks [21]. After loading the graph, the user can draw customized
network images and save them in vector or raster formats. MuxViz [27] is an
open-source platform for the exploration and interactive visualization of dy-
namic multilayer networks. In particular, the software provides a collection of
algorithms for multilayer network analysis.
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2.2 Multiplex

The objective of the Multiplex project (2012-2016)[28] was understanding the
functioning of multi-level complex systems. Just as in Plexmath, a number
of novel visualization methods have been conceived. Multinets.io [29] is a
web-based visualization platform which has been designed and implemented
at ETH Zurich for demonstrative purposes. The software illustrates a set of
universal functionalities that are pertinent to the visualization of dynamic
multi-layered graphs. Multinets [30] is a library consisting of reusable HTML
components which provide functions to easily integrate the visualization of
multilayer network data in a web page.

All of these applications, stand-alone or web-based, are primarily designed
to either demonstrate concepts, or to render universal visualizations for (dy-
namic) multilayer graphs. However they are not directly applicable to visual
analytics purposes in that they do not provide adequate functionality for
domain-specific user tasks. After loading and visualizing a graph, interactivity
is typically limited to node inspection, layout rearrangement and camera move-
ment. In particular, the applications process complete networks without much
possibility to query subnetworks or to create other visualizations for further
exploration. While such kind of overall view might be adapted for relatively
small sample data, it is not appropriate for larger real-world use cases.

3 Dataset and Requirements

The data is derived from resources on the European integration since 1945
collected by Centre Virtuel de la Connaissance sur l’Europe (CVCE) [31],
a former research and documentation center which in 2016 was integrated
into the University of Luxembourg. CVCE created a multilingual collection of
ca. 25.000 digitized documents organized in 29 hierarchically organized the-
matic corpora. The documents differ significantly in nature: among them are
newspaper articles, diplomatic notes, personal memoirs, audio interview tran-
scripts, cartoons and photos with descriptive captions. The histograph project
[6] processed a subset of circa 15.000 of these documents with named entity
recognition (NER) and -disambiguation and stored co-occurrence links be-
tween entities and documents in a Neo4j graph database. This dataset was
made available to and further processed by the BLIZAAR project for the de-
velopment of more advanced graph exploration tools.

Figure 1 shows the used histograph data structure with their nodes and
relationships. On the one hand, resources are part of one or more collections,
from the highest logical unit of thematic corpora (ePublications) down to
the corresponding hierarchical units and subunits, which is modeled by the
”is part of” relationship. On the other hand, named entities (persons, loca-
tions, themes, institutions) have been extracted using Named-Entity Recogni-
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Fig. 1: histograph/BLIZAAR data structure (nodes and relationships)

tion software such as YAGO [32] and TextRazor [33]. This process allowed gen-
erating the ”appears in” relationship. Entities ”co-appear” in resources, and
collections ”share” resources, by bipartite network projection [34]. Finally, a
collection ”mentions” an entity, and accordingly the entity ”is mentioned in”
the collection, if the collection contains at least one resource where the entity
appears. Table 1 gives an idea of the size of the dataset.

The data structure is a dynamic multilayer network:

– Nodes can be considered on two layers, an entity layer and a collection
layer, and they have different relationships;

– Nodes of each layer have types: entities can be persons, locations, institu-
tions or themes, collections can be epublications, units or subunits;

– Resources are time-stamped by their historic publication date. Therefore,
the network changes depending on the considered time period.

In workshops and regular exchanges domain experts identified content re-
trieval and insights concerning the representation and interconnections of en-
tities in a corpus as main objectives, by drafting the following user story:

”I would like to have an overview of how a specific person, institution or
location is represented in the corpus, and of the other entities with whom they
are mentioned. I would like to compare entities and explore where they share
links. This helps me to decide which documents I want to study in greater
detail”.

Table 1: Histograph dataset magnitudes.

Item Approximate count

Resources 15.000
Collections 4.000
Identified entities 36.000
Entity appearances 300.000
Entity co-occurrences 7.000.000
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To achieve this within a graph-based environment users need to:

1. Create manageable subgraphs from the master graph
2. Compare multiple graphs
3. Observe temporal changes
4. Filter for node and resource properties
5. Maintain a straightforward link to the underlying resources
6. Handle inherent data imperfections

As a matter of fact, a specific problem due to the automatic generation
of the network are data imperfections. Most commonly we observe fragments
which were wrongly identified as entities, duplicate entities which have not
been disambiguated correctly, and entities which have been disambiguated
wrongly and linked to homonyms (”Robert Schuman”). An effort to rectify
all of the abovementioned flaws is too costly and therefore unrealistic for this
and comparable corpora. Functionalities moderating those flaws were therefore
considered to be the most promising strategy in this case.

4 Intergraph

The visual analytics tool Intergraph offers a novel approach to exploring Digi-
tal Humanities corpora by means of an iterative search and discovery workflow.
Written in javascript, Intergraph runs in a web browser and communicates with
a node.js server which queries the data from a Neo4j database. The front-end
client renders the graphs using the Three.js graphics library.

Given the size of the histograph dataset, an overall visualization of the
corpus is neither suitable nor desirable for exploration. Users are rather in-
terested in creating and inspecting subnetworks with entities relevant to their
current research interest. Therefore, the main idea of Intergraph is to begin
the exploration from one or more known start nodes. Following the expand-on-
demand principle [2], the user will encounter new relevant nodes and pursue
their exploration by conveniently creating additional graphs stemming from
the existing ones. This path of exploration yields a sequence of linked sub-
graphs (user requirement 1).

Figure 2 shows a global screenshot of the Intergraph interface. Graphs can
be dynamically added to and deleted from the scene. Following the VisLink
approach [35], they are rendered on free-floating planes which can be arbi-
trarily translated, oriented and scaled using familiar transformation widgets.
Depending on the user tasks and preferences, the scene can be viewed in a 2D
or a 3D perspective. The default 2D view is known to be most efficient for vi-
sual data exploration and analytics, since 3D visualizations tend to suffer from
occlusion, overlapping and distortion, and they often require increased view-
point navigation to find an optimal perspective [36]. 3D scenes allow however
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Fig. 2: Intergraph, global screenshot.

to stack planar graph layers in space and to create so-called 2.5D visualiza-
tions, which can have their virtue for understanding complex networks [37].

Since target users are not necessarily experts in network science, Intergraph
forgoes advanced graph concepts and metrics like clustering coefficients or
betweenness. Node colors reflect the node type, and sizes indicate the number
of underlying resources. A click on a node or edge gives immediate access
to these resources (user requirement 5). New graphs are typically produced
by querying 1.5D ego-networks of existing nodes, via easy-to-communicate
operations such as

– All entities co-appearing with a given entity
– All collections mentioning a given entity
– All entities mentioned in a given collection
– All collections sharing resources with a given collection

If the same node appears on two or more graphs of the scene, interedges
are drawn (see Figures 2 and 3). This approach of user-driven network gen-
eration was partly inspired by ”citation-chaining”, one of the most commonly
used search strategies for literature among historians [38,39]. Intergraph ap-
plies the citation chaining principle to documents and the entities mentioned
in them. This allows users to create their own interest-driven search and dis-
covery paths across the dataset.

With regard to the imperfect data, the most frequent flaw encountered
with entity disambiguation are multiple recognized entities where in reality
only one was mentioned. For example, the Named-Entity Recognition yielded
three separate nodes for ”East Berlin”. If the user wants to consider these
three nodes as one in order to create an ego-network, it is possible to multi-
select a number of nodes, and to query ”All entities co-appearing with a given
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Fig. 3: Co-evolution of two dynamic networks over consecutive time periods.

entity (union)” meaning that the result will be the list of nodes co-appearing
with at least one of the selected nodes. The user can then define a unique
groupnode for ”East Berlin” and draw a meaningful graph (user requirement
6). It is also possible to query ”All entities co-appearing with a given entity
(intersection)”. This operation returns the list of entities co-appearing in the
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corpus with all selected nodes and can be used to merge multiple nodes e.g. if
understood as representatives of a social group.

Results to new queries first appear in the form of a table in the left pane.
This first kind of visualization, itemizing only the nodes without the edges,
may in some cases already be sufficient to work with. The table lets users de-
cide whether it is worth generating the graph or to recompile the list of nodes,
in case of missing nodes or nodes which should be excluded from the graph.
A graph of a given node table, or a part of it, can be generated on demand,
and it is added to the canvas on the right side of the interface.

The scene can be submitted to a filter which operates on resource type and
time (user requirement 4). Subgraphs of a given resource type can provide a
better understanding of its distribution within the corpus. Subgraphs consid-
ering the resources of a specific time window allow assessing the relevance and
interconnections of entities during a considered period. The user can shift the
time window and get an animated representation of the dynamic graph (user
requirement 3). If time-to-time mapping, i.e. animation, is not convenient to
analyze the evolution of a network over time, time-to-space mapping is also
possible. For this purpose the user can clone and ”freeze” a graph of the scene,
meaning that its current filter is fixed. By this means, several graphs with the
same nodes but distinct time periods can be juxtaposed (2D) or superimposed
(3D) in space [20]. As an example, Figure 3 illustrates the dynamics of two
related ego networks: Willy Brandt, former chancellor of the Federal Republic
of Germany, and his advisor Egon Bahr. The graphs are filtered and frozen for
three consecutive time periods (before 1964, 1964-1987, after 1987) and reveal
how the co-occurrence networks evolve and overlap (user requirement 2).

5 User test results

A formal user evaluation was held at the Luxembourg Center for Contempo-
rary and Digital History (C2DH), in order to assess how well the previously
identified user story has been implemented in Intergraph. The tests were con-
ducted with a group of four scholars, all of whom were former employees of
CVCE. The selection criteria were familiarity with the underlying corpus on
European integration, as well as with the application of digital tools and meth-
ods. Both criteria were put in place to ensure that, for one, users could turn
their attention to the interaction with the prototype with only minimal re-
minders of the underlying data model and content, and for another, they were
qualified to judge the pertinence of Intergraph’s output.

After a brief introduction to the functionalities of the platform, users were
invited to use Intergraph for themselves and to begin their session with an ele-
mentary keyword search for an entity they knew was mentioned in the corpus.
From this starting point, they were free to perform more synoptic tasks, such
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Fig. 4: User test questionnaire results.

as finding relevant collections and resources, searches for co-appearing entities
and comparison of their corresponding networks, in order to get a comprehen-
sive view of how the investigated element is represented, positioned and linked
in the corpus. Throughout the session, users were encouraged to continuously
verbalize their train of thoughts and actions following the thinking aloud ap-
proach [40].

Following the 45 minute testing period users were asked to give verbal
feedback and to complete a questionnaire. Concerning verbal feedback, users
appreciated the ease of navigating through the corpus, the flexibility and free-
dom to combine different elements, the links across canvases, the management
of duplicate entities as well as the ability to drill down to the underlying re-
sources. In the questionnaire, users were invited to rate on a scale of 1 to 7
the utility of Intergraph with view to all aspects of the initially defined user
story. As a result, Figure 4 shows a high general acceptance. In particular, all
users declared that for the given user story they would prefer to use Intergaph
over the other available tools (CVCE homepage search and CVCE backend
search).

6 Conclusion & future work

This paper presented Intergraph, a visual analytics platform dedicated to the
effective navigation through the content of Digital Humanities corpora. The
work is inspired by recent advances in the visualization of dynamic multi-
layer networks, and has been enhanced and optimized for humanists and their
domain-specific workflows. The conducted user tests showed a high acceptance
of the tool with respect to the original requirements.
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Given the exploratory nature of Intergraph, future work will concentrate on
additional ways to suggest related nodes, and to create pertinent graphs out of
existing ones, for example by applying recommendation algorithms [41]. The
multilayer character of the data should be leveraged by adding other types of
interlayer edges, such as those indicating the ”mentions” relationship between
collections and entities. Finally, it is important to observe that the used data
structure is highly generic. As a matter of fact, entities identified in collections
of timestamped resources are likely to be found in a huge number of digital
corpora. Therefore, it is planned to open the existing platform to other data
sets, so that it can evolve into a valuable visualization and exploration tool
for many scholars working in the field of Digital Humanities.
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