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Introduction 
Static analyzers based on abstract interpretation are tools aiming at the automatic detection of run-time properties 
by analyzing the source, assembly or binary code of a program. From Airbus’ point of view, the first interesting 
properties covered by static analyzers available on the market, or as prototypes coming from research, are absence 
of run-time errors, maximum stack usage and Worst-Case Execution Time (WCET). This paper will focus on the 
two latter. 
 
Stack analyzers 
The failure of a safety-critical application on an embedded processor may lead to severe damage. A possible cause 
of catastrophic failure is stack overflow that usually leads to run-time errors that are difficult to diagnose. The 
problem is that the memory area for the stack must be reserved by the programmer. Underestimation of the 
maximum stack usage leads to stack overflow, while overestimation means wasting memory resources. Measuring 
the maximum stack usage with a debugger is no solution since one only obtains a result for a single program run 
with fixed input. Even repeated measurements with various inputs cannot guarantee that the maximum stack usage 
is ever observed. Some, but not all compilers provide information about stack usage, but this requires the 
availability of the source code, and the information becomes invalid when the generated code is optimized by hand 
or by some automatic tool. 
The main job of stack analyzers is to compute an upper bound of the maximum stack consumption of a program by 
statically analyzing its binary. The way this upper bound is computed makes it both safe and precise, thanks to the 
theory of abstract interpretation. By “safe”, it is understood that the analysis result really is an upper bound of the 
maximum stack depth for all possible executions of the program; by “precise”, we mean: the maximum stack 
consumption computed by the tool is lower than the one computed by classical and usually very conservative 
methods. 
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Stacks are used to store return addresses, function parameters, local variables, and intermediate results. Since it is 
difficult to predict on source-code level the amount of data stored on the stack by the compiler, StackAnalyzer 
operates on the generated assembler files or executables that contain the necessary information. Therefore the tool 
must be adapted to the microprocessor the analyzed program is compiled/assembled for. For covering most of its 
needs, Airbus is currently validating AbsInt’s stack analyzers for the X86, Motorola PowerPC, and Texas 
TMS320C3x families. In addition, AbsInt offers stack analyzers for C166/ST10, Arm7 TDMI, and HC12 
processors. 

 
 
The picture shows the call graph of a small example application for PowerPC 755. The red box at the top indicates 
the stack usage of the entire program. The yellow and orange boxes stand for routines, and the arrows in-between 
indicate routine calls. The stack analysis results for the routines appear in the boxes to the right of the routine 
names. Each result box carries two results: a global result, coming first, and a local result, following in angular 
brackets. For instance, routine prime has global result  
[–24, –16] and local result [–8, 0]. Each result is an interval of possible stack pointer values. Intervals of the form 
[n, n] are abbreviated to n. The result node for a routine is displayed in red if the lower end of its global result 
interval equals the lower end of the interval for the entire program. All other result nodes at routines are displayed 
in pink. 
Since the stack grows by decreasing the stack pointer, all the results in the picture are negative. The local result at a 
routine R indicates the stack usage in R considered on its own: It is an interval showing the possible range of stack 
pointer values within the routine, assuming value 0 at routine entry. The global result for routine R indicates the 
stack usage of R in the context of the whole application. It is an interval providing bounds for the values of the 
stack pointer while the processor is executing instructions of R, for all call paths from the entry point to R. Thus, 
the global result at routine R does not include the stack usage of the routines called by R. For instance, routine 
prime has a global result of [–24, –16] because the two calls of prime in main have stack level –16, and prime itself 
has local stack usage [–8, 0]. Routine divides has a global result of [–32, –24] because its local stack usage is 0 and 
it is called in prime at the accumulated stack level (–16)+(–8) = –24 and in even at the accumulated stack level (–
16)+(–8)+(–8) = –32. 
Upon request, StackAnalyzer shows the control-flow graphs of the routines at basic-block level or instruction 
level, annotated with local stack analysis results. The results at instructions are determined by assuming a stack 
level of 0 at routine entry, and then taking the effects of each instruction into account. The result at a basic block is 
the join of the results for its instructions. Similarly, the local result at a routine is the join of the results for its basic 
blocks and the value 0 assumed at routine entry. Here, the join of a collection of intervals and numbers is the 
smallest interval containing all these intervals and numbers. 
StackAnalyzer is a tool useful for developers of applications for embedded systems. Used properly, it reduced 
the production effort and avoids run-time errors due to stack overflow. Critical program parts are easily identified 
by the color of the result boxes. This gives useful hints for optimizing the stack usage of the application. 
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StackAnalyzer can also be used to guarantee the absence of stack overflow for quality control and certification 
of software. 
Thanks to AbsInt’s stack analysers, at least 10 avionics applications safely compute the amount of memory they 
reserve for their stacks. A significant example is a six year old x86 application in which the maximum stack usages 
- one per thread - were computed by monitoring the stacks at test time and then by doubling the maximum value 
observed for each stack. In spite of doubling the measured values, it is not possible to prove that an upper bound of 
the stack consumption has been determined in this way. Now, with AbsInt’s stack analyzer, it can be stated that the 
upper bounds stack for the stack consumption computed by the tool - one per thread stack - are safe and, as they are 
all close to (from above: they are safe!) the measured ones before doubling, almost half of the memory previously 
dedicated to the stacks is now available for another usage. 
 
Worst-Case Execution Time analyzers (aiT family) 
Timing Validation 
Computers controlling potentially hazardous machinery are expected to always execute in time. Consequently, for 
the modelling and planning of embedded systems it is essential that their timing behavior be validated. For several 
reasons timing validation is challenging: 

• The increasing performance of the microcontrollers allows to put more and more functionality on a single 
embedded control unit. This means that there is a trend to more and more tasks in a real-time system with 
complicated dependencies and scheduling requirements and multiple levels of interrupts. The complex 
interaction of different functions on one microcontroller is often managed by a real-time operating system 
(RTOS). It is typically not possible nor practical to test the system with all possible inputs and all 
distributions over time of “external events” that might lead to an interrupt. 

• Software is typically written in some high level language like C, C++, Java, or Ada. Optimizing compilers 
make it difficult for the developers to precisely estimate the execution time of their code. 

• The software is typically developed in teams. Furthermore, the share of 3rd party software like RTOS and 
communication libraries is increasing. The timing behavior of the interacting software components is rarely 
known. 

• Modern processor components like caches and pipelines complicate the task of determining the WCET 
considerably, since the execution time of a single instruction may depend on the execution history. Real-
time systems are typically composed of a set of tasks with specified deadlines (mostly dictated by the 
surrounding physical environment). 

A schedulability analysis has to be performed in order to guarantee that all timing constraints will be met (timing 
validation) [15]. This requires that the system be designed in a way that schedulability analysis is possible. There 
exist many results and analysis methods for real-time scheduling, see e.g. [11, 14, 23, 12, 17, 7, 2, 16, 6]. 
Another approach to design (complex) safety critical real-time systems is the time-triggered approach in contrast to 
the event-triggered approach. In a time-triggered system all actions are performed at times that have been fixed 
during system design, i.e., a static schedule for all tasks is determined before the system runs. The time-triggered 
approach has successfully been used e.g. to implement fly-by-wire systems for aircrafts. In combination with time-
triggered communication busses (TTA, FlexRay, TTCAN, SAFEbus, ...) and time-triggered operating systems (e.g. 
OSEKtime) it is possible to design safety-critical distributed real-time systems. The time-triggered approach is 
recently becoming more used in the automotive area, e.g. for X-by-wire applications. 
Schedulability analysis for event-triggered systems and determining a static schedule for time-triggered systems 
require the worst-case execution time of each task in the system to be known prior to its execution. Since this is not 
computable in general, estimates of the WCET have to be calculated. These estimates have to be safe, i.e., they 
must never underestimate the real execution time. Furthermore, they should be tight, i.e., the overestimate should 
be as small as possible. 
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Worst Case Execution Time Prediction 
There is typically a large gap between the cycle times of modern microprocessors and the access times of main 
memory. Caches and branch target buffers are used to overcome this gap in virtually all performance-oriented 
processors (including high-performance microcontrollers and DSPs). Pipelines enable acceleration by overlapping 
the executions of different instructions. The consequence is that the execution behavior of the instructions cannot 
be analysed separately since this depends on the execution history. 
Cache memories usually work very well, but under some circumstances minimal changes in the program code or 
program input may lead to dramatic changes in cache behavior. For (hard) real-time systems, this is undesirable 
and possibly even hazardous. The widely used classical methods of predicting execution times are not generally 
applicable. Software monitoring or the dual loop benchmark change the code, what in turn has impact on the cache 
behavior. Hardware simulation, emulation, or direct measurement with logic analyzers can only determine the 
execution time for one input. This cannot be used to infer the execution times for all possible inputs in general. 
Making the safe—yet for the most part—unrealistic assumption that all memory references lead to cache misses 
results in the execution time being overestimated by several hundred percent. 
 
WCET Computation 
In our approach [5] the determination of the WCET of a program task is composed of several phases: 
Value Analysis: computation of address ranges for instructions accessing memory. 
Cache Analysis: classification of memory references as cache misses or hits [4]. 
Pipeline Analysis: prediction of the behavior of the program on the processor pipeline [10]. 
Path Analysis: the determination of a worst-case execution path of the program [21]. 
The results of the value analysis are used by the cache analysis to predict the behavior of the (data) cache. The 
results of cache analysis are used within pipeline analysis allowing the prediction of pipeline stalls due to cache 
misses. The combined results of the cache and pipeline analyses are used to compute the execution times of 
program paths. The separation of WCET determination into several phases has the additional effect that different 
methods tailored to the subtasks can be used. Value analysis, cache analysis, and pipeline analysis are done by 
abstract interpretation [3], a semantics-based method for static program analysis. Integer linear programming is 
used for path analysis. 
 
Reconstruction of the Control Flow from Binary Programs 
The starting point of our analysis framework is a binary program and additional user-provided information about 
numbers of loop iterations, upper bounds for recursion, etc. In the first step a parser reads the compiler output and 
reconstructs the control flow [18, 19]. This requires some knowledge about the underlying hardware, e.g., which 
instructions represent branches or calls. The reconstructed control-flow is annotated with the information needed by 
subsequent analyses and then translated into CRL (Control-Flow Representation Language). This annotated control 
flow graph serves as the input for micro-architecture analysis. 
 
Pipeline Analysis 
Pipeline analysis models the pipeline behavior to determine execution times for a sequential flow (basic block) of 
instructions, as done in [10, 13]. It takes into account the current pipeline state(s), in particular resource 
occupancies, contents of prefetch queues, grouping of instructions, and classification of memory references as 
cache hits or misses. The result is an execution time for each instruction in each distinguished execution context. 
 
Path Analysis 
Using the results of the micro-architecture analyses, path analysis determines a safe estimate of the WCET. The 
program’s control-flow is modelled by an integer linear program [21, 20] so that the solution to the objective 
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function is the predicted worst-case execution time for the input program. A special mapping of variable names to 
basic blocks in the integer linear program enables execution and traversal counts for every basic block and edge to 
be computed. 
 
Analysis of Loops and Recursive Procedures 
Loops and recursive procedures are of special interest since programs spend most of their runtime there. Treating 
them naively when analysing programs for their cache and pipeline behavior will result in a high loss of precision. 
The following observation can be made frequently: the first execution of the loop body usually loads the cache and 
subsequent executions find most of their referenced memory blocks in the cache. Hence, the first iteration of the 
loop often encounters cache contents quite different from that of later iterations. This has to be taken into account 
when analysing the behavior of a loop on the cache. A naive analysis would combine the abstract cache states from 
the entry to the loop and from the return from the loop body, thereby losing most of the contents. Therefore, it is 
useful to distinguish the first iteration of loops from the others. 
A method has been designed and implemented in the program analyzer generator PAG [1], which virtually unrolls 
loops, the so-called VIVU approach. Memory references are now considered in different execution contexts, 
essentially nestings of first and non-first iterations of loops. 
 
User annotations 
Apart from the executable, aiT needs user input to find a result at all, or to improve the precision of the result. The 
most important user annotations specify the targets of computed calls and branches and the maximum iteration 
counts of loops (there are many other possible annotations). Originally, program points had to be identified by their 
address in these annotations. This is cumbersome and error-prone since addresses may change after recompilation. 
Now a more high-level specification language was introduced for referring to program points symbolically (e.g. the 
second loop in routine R) or via source code annotations. 
 
aiT – WCET Analyzers 
The techniques described above have been incorporated into AbsInt’s aiT WCET analyzer tools. They get as 
input: 

• an executable (in ELF format). The code is generated with the Diab Data C compiler from a restricted 
subset of ANSI-C (no dynamic data structures, no setjmp/longjmp), 

• user annotations, giving the call targets for indirect function calls and upper bounds on the iteration counts 
of all loops, 

• a description of the (external) memories and buses (i.e. a list of memory areas with minimal and maximal 
access times), and 

• a task (identified by a start address). A task denotes a sequentially executed piece of code (no threads, no 
parallelism, and no waiting for external events). This should not be confused with a task in an operating 
system that might include code for synchronization or communication. 

The WCET analyzers compute an upper bound of the runtime of the task (assuming no interference from the 
outside). Effects of interrupts, IO and timer (co-)processors are not reflected in the predicted runtime and have to be 
considered separately (e.g. by a quantitative analysis). 
In addition to the raw information about the WCET, several aspects can be visualised by the aiSee tool [8] to 
view detailed information delivered by the analysis. 
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The pictures above show the graphical representation of the call graph for two small examples. The calls (edges) 
that contribute to the worst-case runtime are marked by the color red. The computed WCET is given in CPU cycles 
and in microseconds provided that the cycle time of the processor has been specified (as in the left picture). 
Of the two pictures below, the left one shows the basic block graph of a loop. max # describes the maximal number 
of traversals of an edge in the worst case. max t describes the maximal execution time of the basic block from 
which the edge originates (taking into account that the basic block is left via the edge). The worst-case path, the 
iteration numbers and timings are determined automatically by aiT. The right picture shows the contribution of the 
various execution contexts of the loop. In this example, the user has asked aiT to distinguish between the first 
iteration (Context 0), the second iteration (Context 1), and all other iterations (Context 2). 
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The large picture above shows the possible pipeline states for a basic block in this example. Such pictures are 
shown by aiT upon special demand. The grey boxes correspond to the instructions of the basic block, and the 
yellow rectangles are individual pipeline states. Their cyclewise evolution is indicated by the strokes connecting 
them. Each layer in the trees corresponds to one CPU cycle. Branches in the trees are caused by conditions that 
could not be statically evaluated, e.g. a memory access that could not be classified as a guaranteed cache hit or 
guaranteed cache miss. 
The picture below shows some part of the picture above in greater magnification. You can see three individual 
pipeline states, each displaying a diagram of the architecture of the CPU (in this case a PowerPC 555) showing the 
occupancy of the various pipeline states with the instructions currently being executed. 
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Evaluation of aiT by Airbus
The main job of aiT is to compute an upper bound for the Worst-Case Execution Time of a program by analysing
its binary. Like for stack analyzers, the way this upper bound is computed makes it both safe and precise. Again,
aiT has to be instantiated for each microprocessor for allowing it to analyze binaries produced for a particular
CPU, but also for taking into account the inner behavior of the CPU when it executes the instructions of the
analyzed program. For modern architecture, modelling the cache and complex pipelines (superscalar in the
PowerPC 755) and bus interfaces is the only way for computing a safe and precise WCET.
For covering most of its needs, Airbus is currently validating aiT tools for the following targets: Motorola
ColdFire 5307, Motorola PowerPC 755, and Texas TMS320C33. (aiT is also available for Arm7, HCS12, and
PowerPC 555.) Basically the principles that allow aiT to compute a safe and precise upper bound of the Worst-
Case Execution Time are the following:

1. Abstract Interpretation makes it possible to compute a safe upper bound of the WCET for all possible
executions (i.e., for all possible inputs of the program);

2. The Abstract Domains on which the analysis is designed allows aiT to compute a WCET close to the real
one (but still greater than...);

3. The inner working of the microprocessor is conservatively (for safety) and precisely modeled, again by
Abstract Interpretation;

4. The restrictions the analysed program must conform to are clearly identified at tool’s design time and also
clearly stated in the user’s manual.

Airbus’ first experience in AbsInt’s WCET technology comes from the experimental usage of aiT ColdFire 5307
on a 340 flight control program for which the traditional WCET computation method was already applied. So, it
was possible to compare both techniques and to conclude that by using aiT, once validated, one could allow to
safely free about 10% of CPU power, due to the tighter WCET computed by aiT. The following table compares
the estimated WCETs produced with Airbus’s traditional method and aiT’s results.
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Task Airbus’ method aiT’s results precision improvement
    1       6.11 ms     5.50 ms 10.0 %
    2       6.29 ms     5.53 ms 12.0 %
    3       6.07 ms     5.48 ms   9.7 %
    4       5.98 ms     5.61 ms   6.2 %
    5       6.05 ms     5.54 ms   8.4 %
    6       6.29 ms     5.49 ms 12.7 %
    7       6.10 ms     5.35 ms 12.3 %
    8       5.99 ms     5.49 ms   8.3 %
    9       6.09 ms     5.45 ms 10.5 %
  10       6.12 ms     5.39 ms 11.9 %
  11       6.00 ms     5.19 ms 13.5 %
  12       5.97 ms     5.40 ms   9.5 %

The code analyzed didn’t have to be instrumented in order to apply the tool. No changes in the development
process of the programs to be analyzed were necessary.
The results of the evaluation are very encouraging. We believe that the WCET tool not only can be used in
verifying that WCET constraints are met but also in earlier stages of the development process as well. At a stage
when the software is already available, but working hardware is not, the tool can be used for a performance
evaluation. Based on the contributions of the program parts to the WCET one can make design decisions, e.g., with
respect to static scheduling or code/data placement. The effects on the cache and pipeline can be viewed using the
visualization options of the tool and causes for unexpected local timing behavior identified.
Currently, AbsInt is adapting its aiT for PPC 755 to the timings of a proprietary chipset. Consequently, the results
already obtained are based on an inappropriate model of these timings. Nevertheless, the first experiments made on
benchmark code made Airbus choose aiT as the basis of the WCET demonstration for some critical A380 avionics
computers.

Common considerations about both families of tools
None of the tools mentioned above would be as efficient as they are, or simply would not exist at all, if they were
not based on the theory of Abstract Interpretation. Indeed, this theory makes them to be sound (i.e., producing safe
results) at least in their design.
The soundness of these tools is also based on the hardware and sometimes software models they rely on. If these
models are correct, the soundness of Abstract Interpretation fully applies. A special issue is therefore for the user to
get sure that the analyzed programs conform to the set of restrictions (see user’s manual), and to validate the
hardware model; it must be noticed that AbsInt supports the user for this validation at both tool and methodological
levels.
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