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Abstract

System identification of systems operating in closed loop is an important problem in industrial applications,
where model-based control is used to an increasing extent. For model-based controllers, plant changes
over time eventually result in a mismatch between the dynamics of any initial model in the controller
and the actual plant dynamics. When the mismatch becomes too large, control performance suffers and
it becomes necessary to re-identify the plant to restore performance. Often the available data are not
informative enough when the identification is performed in closed loop and extra excitation needs to be
injected. This article considers the problem of generating such excitation with the least possible disruption
to the normal operations of the plant. The methods explicitly take time domain constraints into account.
The formulation leads to optimal control problems which are in general very difficult optimization problems.
Computationally tractable solutions based on Markov decision processes and model predictive control are
presented. The performance of the suggested algorithms is illustrated in two simulation examples comparing
the novel methods and algorithms available in the literature.

Keywords: Closed-loop identification, Input design, System identification, Constrained systems, Markov
decision process, Model predictive control

1. Introduction

Most modern control design approaches are model based. For example, in process industry, model
predictive control (MPC) has more or less become the industry standard for control of constrained MIMO
systems. Any control system has performance requirements and whenever controllers are model based, the
quality of the model influences the achievable performance. This means that the implementation of model-
based controllers often requires significant modeling efforts for the control to be successful. This modeling is
often done using system identification and a lot of time and resources are spent on the initial, commissioning
identification. However, even if the initial model gives satisfactory control, changes in the process dynamics
over time can result in reduced performance and the need for re-identification to restore performance.

It is well known that identification in closed loop can cause problems due to lack of excitation in the
input. The reason for this is that often the regulating properties that one desires from the controller are
in conflict with the excitation properties of the signals needed for identification. The compromise between
these properties has lead to the study of dual control introduced by Feldbaum (1960–61). This has been
recognized in the MPC community and several MPC formulations where a dual effect is included in the
input have appeared in the literature. One of the earliest seems to have been proposed by Genceli and
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Nikolaou (1996). Similar ideas have later been proposed by Aggelogiannaki and Sarimveis (2006), Marafioti
(2010) and Rathouský and Havlena (2011). They all propose amending the MPC with a constraint that
renders the input persistently exciting over some horizon. This ensures that the closed-loop data can be
used to estimate models consistently.

The choice of the input signal used in the identification is a very important one. A badly designed input
signal could potentially ruin the (in other aspects) most well prepared identification experiment. Conversely,
a carefully chosen input signal could reduce the experimental effort needed to get a certain accuracy of the
identified model and simplify the system identification problem per se. This understanding has led to the
growth of the branch of input or experiment design in system identification. Early contributions were
thanks to, for example, Fedorov (1972), Mehra (1974) and Goodwin and Payne (1977). Later ideas, where
the intended model use is taken into account, have been developed by Gevers and Ljung (1986), Hjalmarsson
et al. (1996) and Bombois et al. (2006), to name a few.

This article considers the problem of optimal experiment design for system identification of constrained
systems operating in closed loop. The central idea is that the quality of the identified model should be high
enough to give good performance when the model is used in a controller. It is also desirable that the cost
of the system identification experiment is as low as possible. The cost of an experiment depends on the
application but can, for example, be specified in terms of disruption of normal operations, or the time of
the experiment.

The goal of the article is to present the optimal experiment design problem and the theoretical and
practical challenges that this problem entails. The article also presents suitable approximations that can
be made to arrive at computationally tractable and practically implementable formulations. The problem
is initially formulated as a general optimal control problem. This problem has a nice solution for linear
systems without time domain signal constraints, but is computationally intractable in general. Using the
framework of constrained Markov decision processes, the problem is then formulated for systems with finite
state and action spaces. Although this formulation is very general, the size of the resulting optimization
problem makes it computationally demanding and practical applicability is limited. Therefore, the problem
is further simplified using a receding horizon formulation. This has been a successful strategy to approximate
optimal control problems with constraints in many applications. For completeness, existing receding horizon
formulations are also presented. In going from the most general formulation, through a series of simplifying
assumptions and approximations, the challenges of the optimal experiment design problem are highlighted.

The presented ideas and algorithms explicitly take the intended model use into account by using ideas
from the application-oriented input design framework (Hjalmarsson, 2009), which in turn is part of the least
costly identification paradigm (Bombois et al., 2006). These frameworks typically result in less disruption
from normal operations compared to imposing persistence of excitation.

1.1. Organization of the article

The remaining article is organized as follows. Section 2 presents the necessary mathematical background.
In Section 3, the general control formulation with excitation for closed loop re-identification is introduced.
Section 4 presents an MDP formulation of the problem in a general setting. In Section 5, two MPC based
controllers for systems of output error type are introduced. Section 6 discusses some of the related, earlier
approaches based on the idea of adding persistence of excitation to the input. Section 7 illustrates the
performance of the algorithms in simulations. Finally, Section 8 concludes the article and points to some
future research directions.

1.2. Notation

The symbol P {·} denotes the probability of an event and E {·} denotes the expectation operator for the
probability spaces generated by the relevant stochastic processes. The real numbers are denoted R. Matrices
are capital letters, e.g. X,Y, and vectors are small letters, e.g. x, y. For symmetric matrices, X � 0 means
that X is positive semidefinite and for two symmetric matrices X and Y , X � Y means X − Y � 0. For a
vector x and matrix Q, the notation ‖x‖Q ,

√
xTQx is used.
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Figure 1: A general closed loop system. The system is driven by the input and disturbance processes and the controller choses
the input based on feedback measurements and reference signals. Typically, the feedback is corrupted by measurement noise.

2. Preliminaries

This article deals with methods for input design for closed-loop system identification. The system, model
and input design theory and assumptions used in the development of the methods are introduced here. The
general closed-loop setup is shown in Figure 1.

2.1. System and model

Consider a linear, time invariant, discrete time multiple-input, multiple-output systems modeled by

M(θ) :

{
xt+1 = A(θ)xt +B(θ)ut +K(θ)vt,

yt = C(θ)xt + vt,
(1)

where xt ∈ Rn is the state, ut ∈ Rm is the input, vt ∈ Rp represents the effects of disturbances and noise
and is a zero mean white sequence with covariance Λv, and yt ∈ Rp is the measured output. This model
class is known as innovations models and covers, e.g., ARMAX and Box-Jenkins transfer function models
(Ljung, 1999). The model is parameterized by the unknown vector θ ∈ Rnθ . It is assumed that there exists
a vector θo such that the true system S is given by S =M(θo).

The state and output of the system S can be predicted using the standard Kalman filter, given by{
x̂t+1|t = A(θo)x̂t|t−1 +B(θo)ut +K(θo)(yt − C(θo)x̂t|t−1),

ŷt|t−1 = C(θo)x̂t|t−1.
(2)

It is well known that for Gaussian noise, this estimate is the mean square optimal predictor. For the general
case, the Kalman filter gives the linear least squares estimate (see Söderström, 2002, for example).

2.2. Controller

The input to the system, ut, is generated by the controller. The controller decides on the choice of the
input at a given time instant, ut, according to a control rule, denoted πt. A sequence of such control rules
is called a policy and is denoted π = (π1, π2, . . .).

There is an instantaneous cost, ct(x, u), related to the system being in a state x and using a certain
control u. Based on the instantaneous costs ct, the expected average costs can be defined, for a finite control
horizon T as

Cπ =
1

T

T∑
t=1

Eπ {ct(xt, ut)} , (3)

and for an infinite control horizon as

Cπ = lim sup
T→∞

1

T

T∑
t=1

Eπ {ct(xt, ut)} , (4)
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where Eπ is the expected value under policy π.
In many situations, it is desired to control the system such that the state and/or the output remain

in some convex constraint set, i.e., xt ∈ X ⊆ Rn and yt ∈ Y ⊆ Rp. Furthermore, the input is also often
bounded, i.e., ut ∈ U ⊂ Rm, where U is also assumed to be convex. In such cases, the controller needs to
ensure that these constraints are satisfied.

From these considerations, a general optimal control problem for the system in Figure 1 can be formulated
as

min
π

Cπ
∣∣∣∣∣∣∣
xt+1 = A(θo)xt +B(θo)ut +K(θo)vt,

yt = C(θo)xt + vt

ut ∈ U , xt ∈ X , yt ∈ Y

 . (5)

Åström (1970) gives a good introduction to optimal control. The problem (5) is often a very difficult one and
analytic solutions can be obtained only in exceptional cases. The most important cases are arguably state or
output feedback of unconstrained, linear system with Gaussian noise, which result in the well known LQ and
LQG regulators. For the constrained case, model predictive control has become a widely used approximate
solution to (5); Maciejowski (2002) gives a treatment of the basic theory. The same type of problems are
considered in the Markov decision process framework. Classically, for discrete state and action spaces, while
extensions to more general spaces exist. The book by Puterman (1994) introduces the subject of MDPs
well.

2.3. System identification

The parameters of the model (1) are estimated using data collected from the closed-loop system in Fig-
ure 1. The fundamental difference between open- and closed-loop identification is the unavoidable correlation
between the input ut and the noise, vt, in closed loop. Closed-loop data also often contain less information
due to the robustness introduced by feedback. There are, however, situations where closed loop identifi-
cation is desirable. Agüero and Goodwin (2007) and Bombois et al. (2005) discuss situations where open-
or closed-loop identification is advantageous. When there are input constraints, open-loop identification is
as good as closed-loop identification. On the other hand, when there are output constraints, closed-loop
experiments are typically favorable. The theoretical considerations aside, there may be practical reasons
why closed-loop identification is necessary. For example, the system may be unstable and therefore need
to be stabilized during the identification. There may also be economic reasons for keeping the loop closed.
Finally, the controller can be used to maintain signals within constraints, when necessary.

The approaches for closed-loop identification can be categorized depending on the assumptions on the
nature of the feedback in the system. The direct approach uses the input and the measured output to
directly identify the open-loop system assuming no knowledge of the feedback. The indirect method uses
the reference and output to identify the closed-loop system. The open-loop model can be calculated from
the closed-loop model assuming that the controller is known. The joint input–output approach considers
the input and output as output from a system driven by the reference and noise. The open-loop model
can be calculated assuming that the structure of the controller is known. In this article, all identification is
assumed to be performed using the direct approach.

2.3.1. Prediction error identification

The prediction error method (PEM) can be used in the direct approach to estimate the parameters using
the data ZN = {ut, yt}Nt=1. For example, Forssell and Ljung (1999) discuss closed-loop identification using
PEM, and Ljung (1999) has a detailed treatment of PEM in general. The resulting parameter estimates are

denoted θ̂N and are determined as

θ̂N = arg min
θ

1

N

N∑
t=1

`(ŷt|t−1(θ)− yt), (6)
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where `(·) is a scalar valued function. For the choice

` (ŷt(θ)− yt) = (ŷt(θ)− yt)T Λ−1v (ŷt(θ)− yt) , (7)

it has been proven by Ljung and Caines (1979) that, under very general assumptions, the PEM estimate is,
asymptotically in the data length, distributed as(

IN1 (θo)
)1/2

(θ̂N − θo) ∼ N (0, I), (8)

IN1 (θo) ,
N∑
t=1

E
{
ψt(θo)Λ

−1
v ψt(θo)

T
}
, (9)

ψit(θ) ,
∂ŷt|t−1(θ)

∂θi
, (10)

ψt(θ) ,
[
ψ1
t (θ) · · · ψnθt (θ)

]T
(11)

where IN1 is the information matrix. The fact that the data are obtained in closed loop are of no importance
for the consistency and accuracy of the estimates as long as the true system S can be captured by M(θ).
In particular, capturing the true noise properties is central for unbiased estimation of the open loop system.

2.4. Experiment design

From (2) and (9)–(11), it can be seen that the information matrix and hence also the covariance of the
estimate can be influenced by the input used in during the identification experiment. This is exploited in
optimal experiment design. The early experiment design for dynamic systems focused on optimality criteria
related to the covariance matrix of the estimates (Fedorov, 1972; Mehra, 1974; Goodwin and Payne, 1977).
The problem was either formulated in time domain by optimizing an input sequence, which leads to a
nonlinear optimal control problem, or in frequency domain by optimizing the input spectrum. Since then,
the focus has shifted to considering model quality in terms of the application of the estimated model. First
in the identification for control ideas (Gevers and Ljung, 1986; Gevers, 1991; Hjalmarsson et al., 1996), and
later in the least costly experiment design paradigm (Bombois et al., 2006).

Contemporary experiment design for dynamic systems typically includes the minimization of an identifi-
cation cost subject to constraints on the quality of the estimated model. The identification cost can be, for
example, the experiment length or extra excitation power needed. The problem is most often formulated in
the frequency domain for open- or closed-loop problems. Much of the work is focused on linear systems and
controllers assuming (quasi-)stationary signals. In this setting, the input is given by

ut = rt − C(q)yt, (12)

where C(q) is the transfer function of the controller and rt is the reference, cf. Figure 1. The available
experiment design variables are the spectrum of the reference signal and the controller. Research has
focused on formulations of the optimization problem as semidefinite programs. In principle, two approaches
exist, depending on the parameterization of the input spectrum. One possibility is a finite-dimensional
spectrum parameterization, which restricts the input spectrum to lie in a finite-dimensional subspace of the
space of all spectra and therefore may result in a suboptimal solution. On the other hand, frequency-by-
frequency constraints can be included in the design. The other is a partial correlation parameterization, which
parameterizes the entire space of spectra in terms of a finite number of generalized moments and therefore
does not result in suboptimal solutions. Jansson and Hjalmarsson (2005) present a unified framework for
convex optimization formulations of input design problems based on finite parameterizations. They also
show how a number of quality constraints can be included in the design using a finite-dimensional spectrum
parameterization of the input spectrum. The joint reference–controller input design problem, when the input
is given by (12), is solved for finite-dimensional parameterization by Hjalmarsson and Jansson (2008) and for
the partial correlation parameterization by Hildebrand et al. (2010). Hildebrand and Gevers (2013) further
extend the partial correlation parameterization to MIMO systems and simplify the solution procedure by
considering a central extension of the optimal generalized moments.
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2.5. Application-oriented input design

The application-oriented input design idea (Bombois et al., 2006; Hjalmarsson, 2009), is used as a basis
for the development of the new control algorithms in this article. The central idea is that the quality of the
model influences the performance of a control application where the model is used.

The application-oriented experiment design formulation relies on an application cost as a measure of
performance degradation due to mismatch between model and system. Denote the application cost by Vapp.
For parameterized models such as (1), Vapp can be chosen as a function of the parameter vector θ. If
the true system parameters were known, the control design should result in the best possible performance,
while using other parameter values may degrade the performance. From these observations, it is assumed
that Vapp(θ) ≥ 0 and that Vapp(θo) = 0 is the global minimum. A model is considered acceptable if the
degradation is sufficiently small. This can be specified as an upper bound on the application cost. The
model corresponding to parameter vector θ is acceptable if

Vapp(θ) ≤ 1

γ
, (13)

where γ is an application specific constant that relates to the required accuracy of the model. The choice of
the application cost and the corresponding γ is highly application specific. By approximating Vapp(θ) using
a second order Taylor expansion around the true parameter values, and the assumptions that Vapp(θo) =
V ′app(θo) = 0, a set of acceptable parameters can be specified as

Eapp(γ) ,

{
θ | [θ − θo]TV ′′app(θo)[θ − θo] ≤

2

γ

}
. (14)

From the distribution of the estimates (8) it holds, asymptotically in N , that

θ̂N ∈ U(α) ,
{
θ | [θ − θo]T IN1 (θo) [θ − θo] ≤ χ2

α(nθ)
}
, (15)

with probability α. Here χ2
α(nθ) is the α-percentile of the χ2-distribution with nθ degrees of freedom. U(α)

is a standard confidence ellipsoid for a Gaussian distributed random variable (Ljung, 1999).
The aim of the application-oriented input design is to find an input that with high probability, α,

results in acceptable parameter estimates while at the same time it minimizes the cost of the identification
experiment, i.e.,

minimize
input sequence

Experimental cost

subject to P

{
Vapp(θ̂N ) ≤ 1

γ

}
≥ α.

(16)

The problem (16) is, however, in general nonconvex and not computationally tractable. Hjalmarsson (2009)
suggests approximating the chance constraint in (16) by

U(α) ⊆ Eapp(γ). (17)

This approximation can in turn be approximated by (Hjalmarsson, 2009)

IN1 (θo) �
γχ2

α(nθ)

2
V ′′app(θo), (18)

which will be refer to as the experiment design constraint. The expression (18) requires calculation of the
Hessian of the application cost. This often requires numerical calculations and a simulations based scheme
for this is given by Ebadat et al. (2014a).

The application-oriented input design above requires knowledge of the true system parameters, θo. This
is a problem in all experiment design for system identification: the optimal design depends on the true
system. In practice, one does of course not know θo; if the parameters were known, no identification would
be needed. Therefore, one has to rely on what is known about the system before the identification, for
example, an initial estimate of the parameter values. This approach will be taken later in the article. An
alternative is adaptive input design (Gerencsér et al., 2009).
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2.6. Information matrix

Since the experiment design constraint is used to design the excitation for the identification, it needs to
be related to the input signal which is generated by the controller. The information matrix can be calculated
from an extended state space description based on the sensitivites of the predictor (2) with respect to the
parameters θ (Ljung and Söderström, 1983, for example). Denote this extended state space model{

ξt+1 = A(θ)ξt + B(θ)ut +K(θ)vt,

ψ̄t = C(θ)ξt,
(19)

where

ξt ,
[
xt x̂t|t−1

∂x̂t|t−1

∂θ1
· · · ∂x̂t|t−1

∂θnθ

]T
,

ψ̄t ,
[
ψ1
t (θ)T · · · ψnθt (θ)T

]T
.

The expressions for the matrices A,B, C,K are given in Appendix B. Using (19), the terms of IN1 can be
found from

E
{
ψt(θ)Λ

−1
v ψt(θ)

T
}
(i,j)

= E
{
ψit(θ)

TΛ−1v ψjt (θ)
}

= trace
[
E
{
ψjt (θ)ψ

i
t(θ)

T
}

Λ−1v

]
. (20)

For a given data record, ZN , the Fisher information matrix can be estimated by

IN1 (θ) =

N∑
t=1

ψt(θ)Λ
−1
v ψt(θ)

T . (21)

In fact, it holds under fairly mild conditions that

lim
N→∞

1

N
IN1 (θ) = lim

N→∞

1

N
IN1 (θ), almost surely. (22)

When the limit exists,

I(θ) , lim
N→∞

1

N
IN1 (θ), (23)

is the average per-sample information matrix.

3. Problem formulation

The problem considered in this article is the following. Consider that the system S is operating in
closed loop with a controller based on the estimated model M(θ̂) given by (1). Initially, the controller is

such that the closed-loop performance is satisfactory, that is Vapp(θ̂) ≤ 1
γ . At some point it is determined

that due to a mismatch between the model M(θ̂) and the plant, the closed-loop performance is no longer
satisfactory. Therefore, a re-identification experiment is performed to restore the closed-loop performance.
The N samples long experiment should be such that:

1. Closed-loop performance is restored (with high probability) when the new model is used in the con-

troller, that is Vapp(θ̂N ) ≤ 1
γ with high probability.

2. The extra cost incurred due to the identification experiment is as small as possible.

3. Any constraints are respected during the identification.
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Assuming that the direct method for identification is used together with PEM, the first two requirements
on the identification experiment can be handled using the application-oriented approach in Section 2.5. The
third requirement can be handled by explicitly including constraints in the input design formulation.

Measuring performance can be done in many different ways. Performance of the controller may be
related to, for example, closed-loop properties such as a desired sensitivity function. For performance in
terms of product quality, variance related criteria such as the index introduced by Harris (1989) can be
considered. Performance may also related to the economic gain of using a certain controller (Modén and
Lundh, 2013). Zagrobelny et al. (2013) give a good overview of MPC performance monitoring, but it should
already be clear that there is no clear cut answer to what constitutes good performance and that it is highly
application specific. Here it is assumed that the performance can be quantified by an application cost with
the properties discussed in Section 2.5.

Two principal situations are considered for the cost of the identification experiment (Bombois et al.,
2006). The first is the situation where the cost of the experiment relates to the degradation of product
quality. Therefore, it is desired that the control cost is kept small during the identification. The second is
the situation where the time of the experiment is the crucial cost. It is acceptable to sacrifice some product
quality, as long as this results in a shorter experiment. The experiment designs for the two situations can
be formulated as:

1. With the least possible effect on the control cost Cπ, during an experiment of fixed length N , excite
the system enough to accurately model the important system dynamics needed for acceptable control
performance.

2. During the shortest possible experiment time N , excite the system as much as possible, under given
constraints, to accurately model the important system dynamics needed for acceptable control perfor-
mance.

Consider the system S modeled by M(θ) in (1) and operating under the constraints

x ∈ X , u ∈ U , y ∈ Y. (24)

The application-oriented experiment design problem can then be formulated as the finite-horizon optimal
control problem

min
u


J

∣∣∣∣∣∣∣∣∣∣∣

xt+1 = A(θo)xt +B(θo)ut +K(θo)vt,

yt = C(θo)xt + vt,

u ∈ U , x ∈ X , y ∈ Y,

IN1 (θo) �
γχ2

α(nθ)

2
V ′′app(θo)


. (25)

The objective J is the control cost, Cπ, in Situation 1, and the experiment length, N , in Situation 2. The
horizon considered by the controller (25) is the experiment length. Hence, the controller should find an
input of length N that satisfies the experiment design constraint at the lowest cost. This results in that,
after the system identification experiment, the resulting estimates fulfill the application requirement with
probability α.

Alternatively, an infinite-horizon controller can be formulated for the application-oriented experiment
design problem. This means that the control cost is calculated for a control horizon that is infinite. The
experiment length N , on the other hand, remains finite.

In general it is intractable to use the information matrix IN1 (θ) in (25), e.g. due to that transients have
to be accounted for. The average information matrix I(θ) is often easier to compute (see Section 4.2.4 below
for an example). In view of (23) it is common to use the approximation

IN1 (θo) ≈ NI(θo) (26)

resulting in that

I(θo) �
γχ2

α(nθ)

2N
V ′′app(θo) (27)

replaces the last constraint in (25).
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3.1. Dual properties

Explicitly including the experiment design constraint in the controller gives the controller dual properties.
The minimization of the cost, ensures good control performance while the experiment design constraint
ensures that the data contains enough information for good estimation. The formulation in (25) relates
to the existing MPC with excitation and dual MPC formulations presented in Section 6. The significant
difference is that the new formulations in this article explicitly take the intended application into account
when the excitation is designed. The algorithms presented in Section 6, on the other hand, are primarily
concerned with persistence of excitation.

3.2. Challenges

The input design problems formulated in (25) are in general difficult optimization problems. There are
a number of challenges that need to be addressed. The solution may be closed-loop control and therefore
the correlation between the input and any noise sources present must be accounted for. This is further
complicated by the possibility that the controller is nonlinear or gives non-stationary signal distributions.
When the system operates under time domain constraints on the signals, it is often observed that the
resulting signal distributions are non-Gaussian even when the system is driven by Gaussian sources.

A notable exception is the quasi-stationary case with a linear output controller such that the input is
given by (12). When no time domain constraints are present, the problems have essentially been solved for a
number of frequency domain constraints (Hjalmarsson and Jansson, 2008; Hildebrand et al., 2010). Ways of
approaching the input design problem with time domain constraints present are investigated in the following
two sections. A very general Markov Decision Process approach is outlined in Section 4 while generality is
traded for reduced computational complexity in Section 5 where a receding horizon approach is considered.

4. MDP approach

Markov decision processes offer a general methodology for decision making under uncertainty, such as
the control problem in (5) where the noise vt is unknown. Hordijk and Kallenberg (1984) and Altman (1999)
study the problem of finding the optimal policy subject to constraints on costs of the same form as (4) and
show that the optimal policy can be found by solving a linear program. In this section, the experiment
design problem (25) is approached using the theory of finite, constrained MDPs. The approach works for
general noise and system assumptions but is typically computationally demanding.

The section starts by defining the constrained Markov decision process needed to apply the MDP theory
to the input design problem (25). The defined process is a minor extension of the constrained MDPs
in Hordijk and Kallenberg (1984), by which matrix valued reward functions are introduced. The model
(1) is then connected to the MDP description and the necessary components for formulating the optimal
experiment design problem (5) as a constrained MPD are presented.

4.1. Matrix constrained Markov decision processes

The problem is here formulated for systems with finite state and action spaces assuming that the state
of the system is available to the controller. The system is observed at discrete times t = 1, 2, . . ., over an
infinite horizon. The evolution of the system from one time instant to the other depends on the state of
the system, the action taken by the controller and the process noise. Depending on the chosen action, the
system transitions randomly from one state to another with different probabilities. It is assumed that the
system has the Markov property, which means that the probability of transitioning from one state to another
depends only on the current state and not on how the current state was attained.

A finite, matrix constrained Markov decision process is the tuple {X,U,P, c, R} where:

– X is a discrete state space containing a finite number of states. Generic notation for states is x, y.

– U is a discrete action space containing a finite number of actions. An individual action is denoted u
and the set U(x) ⊆ U are the actions available in state x.

9



– P = {pxy(u)} are the transition probabilities from state x to state y when action u is taken, that is
pxy(u) = P{xt+1 = y |xt = x, ut = u}.

– c : X×U→ R is an immediate cost for state–action pair (x, u) related to the control objective, Cπ.

– R =
{
Rk : X×U→ Rnk×nk , k = 1, 2, . . . , m̄

}
are m̄ symmetric, matrix valued immediate rewards for

state–action pair (x, u) related to the constraints. The dimensions nk can be chosen according to the
problem at hand.

It is assumed that both the immediate costs and rewards are stationary, i.e., they do not depend on time.
The control u depends on the chosen policy, which can be classified according to the classes:

– Markov policies, ΠM : π ∈ ΠM if for any time t, the rule πt depends only on the state xt and not
on how the state was attained. Hence, the rule πt is a mapping πt : X ×U(x) → [0, 1], which gives
the conditional probability of taking control action u in state x at time t, that is πt(x, u) = P{ut =
u |xt = x}.

– Stationary policies, ΠS : π ∈ ΠS if π1 = π2 = · · · , that is, the rule does not depend on time. The
stationary policies are a subset of ΠM .

– Stationary deterministic policies, ΠD: π ∈ ΠD if the action ut is a function of the state xt. Hence, the
rule πt is a mapping πt : X→ U(x). The stationary deterministic policies are a subset of ΠS .

The initial distribution of the states is denoted β, that is, β(x) = P{x1 = x}. A given policy π, and
an initial distribution β determine a unique probability measure Pπβ for the state and action trajectories.

The corresponding expectation operator is denoted Eπβ . Based on the immediate rewards Rk, the expected

average rewards Rk,π can be formulated analogously to the expected average cost Cπ.
The controller has two objectives, to minimize the control cost Cπ and to keep the rewards Rk,π above

given constraints Bk. Consequently, the control problem can be formulated as finding the optimal policy in
the sense

π? = arg min
π

{
Cπ
∣∣Rk,π � Bk, k = 1, 2, . . . , m̄

}
. (28)

For constrained MDPs, the optimal policy depends on the initial distribution β, this dependence is however
not indicated to somewhat simplify the notation.

It is seen that the experiment design problem (25) has similarities to the matrix constrained MDP (28).
Firstly, the state and control constraints X and U relate to the state and action spaces X and U. Secondly,
the dynamics given by the state space model in (25) together with the distribution of the disturbance process
vt is an alternative description of the transition probabilities pxy(u). Thirdly, the excitation constraint is a
matrix valued reward subject to a lower constraint.

The problem (28) can be solved by solving a semidefinite program, where the so called state–action
frequencies (or occupation measures) are decision variables. The experiment design problem (25) can in
turn be formulated as a matrix constrained MDP and therefore also solved using semidefinite programming.
The details of arriving at the semidefinite programming formulation are given in Appendix A.

4.2. Experiment design as an MDP

Using the ideas from the previous sections and the approximation (26), an MDP solution to the exper-
iment design problem (25) can be formulated. Find an optimal policy π? such that the experiment design
constraint (27) is satisfied, i.e., find

π? = arg min
π

{
Cπ

∣∣∣∣ I(θo) �
γχ2

α(nθ)

2N
V ′′app

}
. (29)

A feasible policy for (29) can be found by the following steps. To simplify notation for the constraints on the
information matrix, the single output case is considered. However, extension to multiple outputs is possible.
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The immediate cost and rewards are defined for the current state and actions. Since the excitation
constraint is a constraint on the information matrix, the extended state space (19) is used. Therefore, the
MDP is defined for the state space system

ξct+1 = A(θo)ξ
c
t + B(θo)u

c
t +K(θo)vt. (30)

The superscript c is used to distinguish variables in a continuous state or action space from variables in the
discrete spaces used in the MDP.

4.2.1. Discrete states and actions

The considered constrained MDP and the control problem (28) are formulated for finite state and action
spaces while the experiment design problem in (25) is defined for more general spaces. Therefore, some
discretization of the state and action spaces may be needed. This is a much studied problem where a lot of
attention has been paid to the curse-of-dimensionality. Here a simple gridding technique is used.

Partition the sets X and U into discrete regions, Xx and Uu, indexed by X = {1, 2, . . . , nx} and U =
{1, 2, . . . , nu}, such that X =

⋃nx
x=1 Xx and U =

⋃nu
x=1 Uu. A continuous state ξc is classified as belonging to

a certain discrete state x, for example, by

x = arg min
x∈X
‖ξc − ξx‖, (31)

where the ξx are the centers of the discretization regions, and ‖·‖ is a suitable norm. The input u is classified
in the same way. This allows the system to be approximated by a finite Markov chain on the discrete state
space X and the discrete action space U, see, for example, the work by Lunze (1998) for a discussion on the
properties of the approximation.

Remark 1. In modern industrial applications, control is most often implemented digitally which means
that the action space is already discrete.

4.2.2. Transition probabilities and initial distribution

In the constrained MDP description, the transition probabilities are given explicitly, while in the model
(1) these probabilities depend implicitly on the properties of the stochastic innovations process, vt. Therefore,
the transition probabilities for the discretized state and action spaces need to be calculated, which can be
done in many ways. One possibility is to consider the conditional probability

pxy(u) = P
{
ξct+1 ∈ Xy|ξct = ξx, u

c
t = uu

}
,

where the starting point for the transitions is considered to always be at the center of a discretization region.
Assuming that the noise vt is Gaussian distributed according to

vt ∼ N (0, λv) ,

the state ξct+1 is, conditionally on ξct = ξx, u
c
t = uu, distributed as

ξct+1 ∼ N
(
A(θo)ξx + B(θo)uu,K(θo)λvK(θo)

T
)
,

which can be used to calculate the necessary transition probabilities. This and other schemes for discretiza-
tion of MDPs and calculating the corresponding transition probabilities are found in Bertsekas (1975), Chow
and Tsitsiklis (1991) and Munos and Moore (2002), to name a few.

Depending on the assumptions made on the distribution of the initial state in (1), the initial distribution
of the initial discrete states need to be calculated as well. This can be calculated as

β(x) = P {ξc0 ∈ Xx} . (32)

11



4.2.3. Control cost

A quadratic immediate cost based on the state of the system and the control action is used. The cost is
considered to be constant over the discretization regions and given by the discretization centers, therefore
the cost is chosen as

c(x, u) = E
{
xTt+1Qxt+1 + ∆uTt R∆ut + uTt Sut |xt = x, ut = u

}
=
∑
y∈X

pxy(u)yTQy + ∆uTt R∆ut + uTt Sut, (33)

where Q,R and S are positive semidefinite matrix weights. If the matrix R 6= 0, the cost (33) requires
memory of the previous input, ut−1. This can always be included in the MDP by adding an extra state for
the past input.

4.2.4. Experiment design constraint

The experiment design constraint can be formulated using suitable immediate rewards. For the single
output case, consider

I(x, u) =
1

λv
E
{
C(θo)ξt+1ξ

T
t+1C(θo)T

∣∣xt = x, ut = u} (34)

=
1

λv

∑
y∈X

pxy(u)C(θo)ξyξTy C(θo)T , (35)

where C(θ) comes from the extended state space formulation (19). The matrix I(x, u) can can be interpreted
as a matrix valued, immediate reward for the MDP. The average, per sample information matrix can be
written as

I(θo) = lim
T→∞

1

T

T∑
t=1

Eπβ {I(xt, ut)} =
∑
x∈X

u∈U(x)

zxuI(x, u).

In the expression above, the variables zxu are the aforementioned state–action frequencies, see Appendix
Appendix A for a formal definition. It is seen that I(θo) is in fact linear in zxu, which is what allows to
formulate the optimal experiment design problem as a semidefinite program.

4.2.5. MDP with experiment design

The state and action spaces, cost and rewards introduced in Sections 4.2.1–4.2.3 can be used to formulate
the semidefinite program corresponding to the matrix constrained MDP (29). The solution to that SDP
can then be used to find a corresponding (possibly suboptimal) stationary policy π∞. Again, the details on
how to formulate the semidefinite program and constructing the policy are given in Appendix A. The MDP
with excitation is summarized in Algorithm 1.

Remark 2. Using the policy π∞ requires knowledge of the state of the system. Often, the true state is not
available and must therefore be estimated. One approach is to use the filter (2) and find the corresponding
discrete state using (31) . This is simple, however, it is certainly not optimal in many cases. An alternative
could be to introduce belief states for the distribution of the state estimate and based on these, calculate a
distribution over the discrete states.

4.3. Discussion

The proposed MDP scheme is very general and applies to a broad class of system and disturbances
as long as the predictor sensitivities and necessary transition probabilities can be found. If these are not
available analytically, they can often be found using Monte Carlo techniques. On the other hand, the
method suffers from the curse of dimensionality and for systems with continuous state and action spaces the
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Algorithm 1 MDP with excitation

Require: V ′′app(θo), γ, α,N
1: solve (29) to obtain π∞.
2: while t < N do
3: measure yt
4: update ξ̂ct using a state estimator based on (19)
5: find discrete state x using (31)
6: find ut from π∞

7: apply ut to the system
8: t← t+ 1
9: end while

discretization often leads to extremely large problem spaces. For the simple gridding technique, the problem
grows exponentially in the number of states. Furthermore, since the optimization problem is a semidefinite
program, smaller problems than for the linear programs in regular constrained MDPs can be handled. On
the other hand, once the policy π∞ has been found, finding the control action at a sampling instant becomes
a relatively easy problem. For example, In the following section, a receding horizon approach is taken to
simplify the problem and find an approximate solution to the optimal experiment design problem.

5. MPC approaches

Model predictive control (MPC) is a commonly used technique to simplify optimal control problems by
using the receding horizon principle. This means that the optimization is simplified by considering a shorter
horizon which reduces the number of decision variables. The drawback is that many more optimization
problems need to be solved. Typically, only the first input from the solution is applied to the actual plant
and the optimization is solved again in the next sampling instant. Inspired by this, MPC type formulations
of the experiment design problems are proposed. The formulation easily handles much larger problems than
the MDP formulation in Section 4 but is restricted to simpler disturbance characteristics. Before formulating
the controller with input design, a basic MPC formulation is presented.

5.1. Model predictive control

As a starting point, the MPC formulation from Maciejowski (2002) is used. It is a receding horizon
scheme with on-line optimization in each time step. The immediate cost at time t is chosen as

ct(xt, ut) = ‖yt+1 − rt+1‖2Qt + ‖∆ut‖2Rt + ‖ut‖2St ,

where rt+1 is a reference signal, ∆ut , ut − ut−1 is the control update and Qt, Rt and St are tunable
matrix weights. The controller minimizes the average cost over a prediction horizon Ny. For computational
purposes, a control horizon Nu ≤ Ny is often used to reduce the number of decision variables further. This
can be obtained by setting the corresponding Rt = 0 and St = 0 and some suitable assumption on the input
for t > Nu. For simplicity, it is assumed that the matrix weights are constant over their respective horizons
and that the inputs are constants beyond the control horizon, which are common choices in practice. This
leads to the cost

Ct =

Ny−1∑
k=t

ct(xk, uk) =

Ny−1∑
k=t

‖yk+1 − rt+k+1‖2Q +

Nu−1∑
k=t

‖∆uk‖2R +

Nu−1∑
=t

‖uk‖2S .

If the state is not available for measurement, a common practice is to estimate the state using an observer
and replace xt by the estimate x̂t and use a certainty equivalence type MPC (Maciejowski, 2002, for example).
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In this case, typically the noise vt is assumed to be vt = 0 over the prediction horizon. Consequently, at
time instant t, a sequence of inputs is found by solving the optimization problem

minimize
{uk}

t+Ny−1

k=t

Ct

subject to xk+1 = A(θ)xk +B(θ)uk, k = t, . . . , t+Ny − 1,

yk = C(θ)xk, k = t+ 1, . . . , t+Ny,

uk+1 = uk, k = t+Nu − 1, . . . , t+Ny − 2,

uk ∈ U , k = t, . . . , t+Ny − 1,

xk ∈ X , k = t+ 1, . . . , t+Ny,

yk ∈ Y, k = t+ 1, . . . , t+Ny.

(36)

If the state xt is not measured, an estimate x̂t is used in the state equation above. The input is constrained
to be constant past the control horizon Nu. In the next time step, a measurement is taken and the procedure
repeats itself at time t+ 1, in a receding horizon fashion.

The most common choice for the constraint sets are arguably box constraints for the inputs and outputs
(or states). In this case, the constraints are given by

U = {u |umin ≤ u ≤ umax } , Y = {y |ymin ≤ y ≤ ymax } .

MPC has become a fairly well established control theory with formal results on stability and robustness,
which are well summarized by Mayne et al. (2000).

Assumption 1. The MPC (36) is feasible for each time instant and the closed loop is stable for all initial
states x1 ∈ X .

Remark 3. The recursive feasibility and stability in Assumption 1 is typically enforced using terminal
constraints on the states or a terminal cost (Mayne et al., 2000). Although not explicitly included in (36),
there is nothing in the formulation that restricts one from including such terms when necessary.

5.2. MPC with excitation

An MPC based approximation for the experiment design problem (25) for Situation 1, where the control
cost is the main cost of the experiment, is considered here. The resulting controller will be called Model
Predictive Control with eXcitation, or MPC-X (Larsson et al., 2013). First, an assumption on the noise
characteristics of the system is needed.

Assumption 2. The system is of output error type, i.e., K(θ) = 0.

The above assumption makes the information matrix a function of the input and the noise variance only.
Following the developments in Section 2.5, the experiment design constraint (18) can be added to the MPC
to ensure that the resulting information matrix eventually fulfills the application specifications. A horizon,
NI for the predicted information matrix is added in the spirit of receding horizon control subject to NI ≤ Ny.
Furthermore, a positive scaling factor, κt, is introduced to be able to control the excitation level at a given
instant. It should hold that κN is at least one in order to ensure that the desire information matrix is
obtained at the final time N . All in all, this gives a controller which, at time instant t, determines the input
by solving the optimization problem
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minimize
{uk}

Ny−1

k=t

Ct

subject to xk+1 = A(θo)xk +B(θo)uk, k = t, . . . , Ny − 1,

yk = C(θo)xk, k = t+ 1, . . . , t+Ny

uk+1 = uk, t = t+Nu − 1, . . . , t+Ny − 2,

uk ∈ U , k = t, . . . , t+Ny − 1,

xk ∈ X , k = t+ 1, . . . , t+Ny,

yk ∈ Y, k = t+ 1, . . . , t+Ny,

It+NI1 (θo) � κt
γχ2

α(n)

2
V ′′app(θ0).

(37)

In practice, the MPC-X controller in (37) cannot be implemented since it requires knowledge of the true
true parameter values. Instead, one has to rely on the best available estimate of the parameters. This means
that in (37), the parameters θo are replaced by an estimate, which will be denoted θ̂.

Under Assumption 2 and using the estimated parameters θ̂ in lieu of the true (unknown) parameters,
the information matrix can be estimated by

INI1 (θo) ≈ It1(θ̂) + It+NIt+1 (θ̂), (38)

where also the dependence of past and future data has been made explicit. We will use this approximation
in (37).

Proposition 1. The MPC with excitation in (37) is nonconvex. This is due to the experiment design
constraint, which is quadratic in the decision variables.

Although (37) is nonconvex, several options for convex relaxations exist. For example, the LMI re-
laxations of Lasserre (2000) for solving polynomial optimization problems can be used. The well-known
relaxation by Shor (1987) belongs to this group and is used for input design by Manchester (2010) and by
Larsson et al. (2015) for the implementation of MPC-X. Another possibility is the cyclic method by, for
example, Stoica et al. (2008), which has been used in a similar setting by Ebadat et al. (2014b).

A complication due to the receding horizon principle used in MPC-X is that the addition to the infor-
mation matrix is only a predicted contribution. Since only the first input from the optimal solution of (37)
is implemented on the system, only the corresponding part is added to the information matrix. Therefore,
it is possible that a badly tuned MPC-X controller postpones part of the information needed indefinitely.
However, under certain conditions, the experiment design constraint is guaranteed to be fulfilled. This,
in turn, means that the information matrix for the time segment used for identification has the desired
properties. Sufficient conditions for this are given in Theorem 1, which requires the following assumption
on the recursive feasibility of the optimization.

Assumption 3. The optimization problem (37) is feasible at each time instant.

Proposition 2. A necessary condition for feasibility of (37) for every time instant t is that NI ≥ rankV ′′app.

Proof. Feasibility of (37) requires that

It+NIt+1 (θ̂) � κt
γχ2

α(nθ)

2
V ′′app(θ̂)− It1(θ̂),

where the right hand side has up to rankV ′′app(θ̂) positive eigenvalues. Since It+NIt+1 is the sum of NI rank-1

matrices, it has at most NI positive eigenvalues. Hence, NI ≥ rankV ′′app(θ̂) is required for feasibility for
every time instance. �
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Remark 4. As soon It1(θ̂)− cV ′′app(θ̂) ≥ 0 for some c > 0, the condition in Proposition 2 can be relaxed.

Remark 5. The optimization problem (37) may be infeasible due to the conflicting nature of the constraints.
In such a case κt can always be adjusted to give a feasible problem.

If κt is chosen such that (37) is feasible in each time instant, MPC-X renders the closed loop system
stable, assuming that the MPC (36) is used for t > N . This follows from the fact that recursive feasibility
of MPC-X ensures that xN ∈ X and stability follows from Assumption 1. Using the above assumptions, the
following results on the experiment design constraint are obtained.

Theorem 1. Suppose that Assumptions 2 and 3 hold. If V ′′app has full rank, κt is deterministic and increas-

ing such that κt →∞, and the input is bounded, then there exists an N such that, for a fixed θ̂,

IN1 (θ̂) � γχ2
α(nθ)

2
V ′′app(θ̂).

If Assumption 3 is strengthened so that (37) is feasible for all x ∈ X at each time, then also

IN1 (θ̂) � γχ2
α(nθ)

2
V ′′app(θ̂).

Proof. Let τ =
γχ2

α(nθ)
2 . Assumption 3 gives

It−11 (θ̂) + Itt (θ̂) � κtτV ′′app(θ̂)− It+Nut+1 (θ̂), (39)

where Itt (θ̂) is known to be added to the information matrix by Assumption 2. Take the eigenvector z
corresponding to the smallest eigenvalue of the right hand side of (39) such that ‖z‖ = 1, then

λmin

(
It−11 (θ̂) + Itt (θ̂)

)
≥ zT

[
κtτV

′′
app(θ̂)− It+Nut+1 (θ̂)

]
z

≥ κt min
‖z‖=1

zT τV ′′app(θ̂)z − max
‖z‖=1

zT It+Nut+1 (θ̂)z

= κtλmin

(
τV ′′app(θ̂)

)
− C,

where C < ∞ is an upper bound on the largest eigenvalue of It+Nut+1 (θ̂), which is bounded since ut and xt

are bounded. Hence, for N such that κN ≥
(
λmax

(
τV ′′app(θ̂)

)
+ C

)
/λmin

(
τV ′′app(θ̂)

)
< ∞ (since V ′′app(θ̂)

is invertible), λmin

(
IN1 (θ̂)

)
≥ λmax

(
τV ′′app

)
which implies that IN1 (θ̂) � γχ2

α(nθ)
2 V ′′app(θ̂).

Under the assumptions, N is deterministic. Furthermore, under the stronger assumption that (37) is

feasible for all x ∈ X at each time, IN1 (θ̂) � γχ2
α(nθ)
2 V ′′app(θ̂) holds for every possible trajectory. Hence,

IN1 (θ̂) = E
{
IN1 (θ̂)

}
� E

{
γχ2

α(nθ)
2 V ′′app(θ̂)

}
=

γχ2
α(nθ)
2 V ′′app(θ̂). �

Remark 6. The only stochastic part of the right-hand side of the excitation constraint is the parameter
estimate. For a fixed parameter vector, the right-hand side is completely deterministic.

Remark 7. The bound on κt and the resultingN in Theorem 1 is very loose because of the hard requirement
on the eigenvalues of the information matrix. In practice, the constraint is typically fulfilled for much smaller
values of N .

Remark 8. The assumption that (37) is feasible for all x ∈ X at every time is fairly strong since κt needs
to be chosen such that the problem remains feasible for every possible x for every time. The possible choices
of κt depend on the assumptions made on the disturbances.
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5.3. Minimum time MPC-X

An MPC approximation of the experiment design problem for minimum experiment time is formulated
here. The controller avoids infeasibilities by optimizing the scaling factor κt in each sample. This can also
be interpreted as the controller backing off on the excitation when required (Hjalmarsson et al., 2013).

Since the true parameters are not know, the controller is formulated using the best available estimate,
as was done for MPC-X.

5.3.1. Adapting κt.

The algorithm aims at finding a trade-off between the identification and control performance by adapting

the scaling factor, κt. Let Ṽ =
γχ2

α(nθ)
2 V ′′app(θ̂), which can be written as Ṽ = Ṽ 1/2Ṽ 1/2 since the information

matrix is symmetric and positive semidefinite. Then the experiment design constraint implies

It1(θ̂) + It+NIt+1 (θ̂) � κt
γχ2

α(nθ)

2
V ′′app(θ̂) (40)

⇔ Ṽ
−1/2

[
It1(θ̂) + It+NIt+1 (θ̂)

]
Ṽ
−1/2 � κtI (41)

⇔ λmin

{
Ṽ
−1/2

[
It1(θ̂) + It+NIt+1 (θ̂)

]
Ṽ
−1/2
}
≥ κt. (42)

The inequality (42) gives an upper bound on the value of κt. Now κt can be seen as the fraction of the
desired information matrix that has been achieved by the algorithm at time t. The idea of the algorithm
that follows below is to maximize this fraction, i.e. the upper bound in (42).

5.3.2. Control performance requirements

Maximizing the upper bound (42) gives the highest possible excitation within the hard signal constraints.
This may not be desirable since a high excitation level may result in severe degradation of the control
performance as compared to using Ct in the objective function. Satisfactory control performance can be
guaranteed adding the constraint

Ct ≤ C?t + ∆C (43)

to the problem. Here C?t is the the optimal value of the ordinary MPC (36) optimization at time t, and ∆C
is the maximum allowed degradation of the cost.

5.3.3. Minimum time MPC-X algorithm

The above considerations result in a minimum time MPC-X method. First, the regular MPC problem
(36) is solved. Second the scaling factor is maximized subject to (43), which gives the optimization

maximize
{uk}

Ny−1

k=t

λmin

{
Ṽ
−1/2

[
It1(θ̂) + It+Nut+1 (θ̂)

]
Ṽ
−1/2
}

subject to xk+1 = A(θ̂)xk +B(θ̂)uk, k = t, . . . , Ny − 1,

yk = C(θ̂)xk, k = t+ 1, . . . , t+Ny,

uk+1 = uk, k = t+Nu − 1, . . . , t+Ny − 1,

uk ∈ U , k = t, . . . , t+Ny − 2,

xk ∈ X , k = t+ 1, . . . , t+Ny,

yk ∈ Y, k = t+ 1, . . . , t+Ny,

Ct ≤ C?t + ∆C.

(44)

The optimization in (44) is also nonconvex but using the same technique as for MPC-X in Section 5, a
convex relaxation can be found.
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The algorithm searches for the most exciting input signal that can satisfy the input and output constraints
while at the same time guaranteeing that the performance of the controller does not deviate too much from
the standard MPC setup. When the process is close to violating any of the constraints the algorithm reduces
the scaling factor, which in turns results in less excitation in the input signal.

The minimum required time in order to satisfy the experiment design constraint, while at the same time
staying in a prespecified interval around the optimal control performance, is the first time that the scaling
factor becomes at least 1. This means that the experiment design constraint has been satisfied completely.

Proposition 3. Under Assumption 1, the minimum time MPC-X algorithm is feasible in each time instant
and the resulting closed loop is stable.

Proof. The MPC is feasible by Assumption 1 and any feasible solution to (36) is also feasible for (44),
hence the minimum time MPC-X is always feasible. Feasibility of (44) ensures x ∈ X which gives stability
by Assumption 1. �

6. Review of formulations with persistence of excitation

Several formulations of MPC with added excitation have been proposed earlier, some of these approaches
are discussed here. All of these earlier methods differ from the solutions proposed in Sections 4 and 5 in
the sense that the added excitation ensures persistence of excitation. This means that the intended use of
the model is not taken into account in the same explicit way is with the methods based on the application-
oriented framework. To formulate the algorithms, a definition of persistence of excitation is needed.

Definition 1. A sequence of vectors {φk, k = 1, 2, . . . , } is persistently exciting if there exist real numbers
ρ1 > 0 and ρ2 > 0 and integer P such that

ρ1I �
P+k−1∑
j=k

φjφ
T
j � ρ2I, ∀k. (45)

For systems of the form

yt =

nb∑
k=1

bkut−k + et = θTφt + et, (46)

θ =
[
b1 · · · bnb

]T
, (47)

φt =
[
ut−1 · · · ut−nb

]
, (48)

persistence of excitation guarantees consistent estimation of θ (Bitmead, 1984). For systems where past
outputs yt are included in the regressors φt, sufficiently rich inputs can often guarantee persistence of
excitation (see Green and Moore, 1986, for example). A very general result on the requirements on stochastic
regressors (48) for consistent estimates of the parameters is thanks to Lai and Wei (1982).

Based on Definition 1, different constraints on the input can be included in MPC. The upper bound is
guaranteed by the amplitude constraints of the input and is therefore removed in the following formulations.
The lower bound, on the other hand, needs to be considered by the MPC and the exact formulation differs
in the different approaches. The choice of the lower bound ρ1 becomes an application dependent design
choice (like the choice of γ in the application-oriented schemes) and is often a difficult one.

6.1. MPCI

Genceli and Nikolaou (1996) have proposed model predictive control with simultaneous model identifi-
cation (MPCI). The MPC is modified to include the constraint

t+Nu∑
k=t

φkφ
T
k � (ρ1 − µ)I, (49)
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which forces the input to be persistently exciting over the control horizon Nu. Beyond the control horizon,
MPCI constrains the input sequence to be periodic. The extra tuning parameters are ρ1, which set the level
of the excitation, and µ which is used for constraint softening, and the ideal value of µ = 0. The resulting
optimization problem is nonconvex, but numerical schemes for finding local solutions have been proposed.

6.2. Multiobjective MPC with identification

Aggelogiannaki and Sarimveis (2006) have formulated a multi objective MPC where the excitation is
included as the top priority objective. The constraint (49) from MPCI is used but in a first step an optimal
µ is found as

µ? = arg min
u,µ

µ (50)

subject to the regular MPC constraints and the constraint (49). The other MPC objectives are then
optimized sequentially with µ? imposed as a constraint. The idea is to remove the possibility of infeasible
MPC and at the same time get the highest possible excitation. The solution is found using an evolutionary
algorithm for the nonconvex optimization.

6.3. PE-MPC

Marafioti (2010) introduced persistently exciting model predictive control (PE-MPC) which in a way
reverses the formulation of MPCI. Instead of ensuring persistence of excitation over the future control
horizon, PE-MPC uses a backward window of length P . More formally, the constraint

P−1∑
k=0

φt−k+1φ
T
t−k+1 � ρ1I, (51)

is added to the MPC formulation at time instant t. Since

P−1∑
k=0

φt−k+1φ
T
t−k+1 =

P−1∑
k=1


ut−k
ut−1−k

...
ut−nb−k




ut−k
ut−1−k

...
ut−nb−k


T

+


ut
ut−1

...
ut−nb




ut
ut−1

...
ut−nb


T

,

ut is the only decision variable in the constraint (51), which therefore applies only to the next input sam-
ple. PE-MPC results in a nonconvex optimization problem but can be solved using two convex quadratic
programs for certain systems. The extra tuning parameters of PE-MPC are ρ1 and the horizon length P .
Marafioti (2010) shows that PE-MPC, if feasible, admits a (possibly sub-optimal) P -periodic solution.

6.4. Dual Control by Information Maximization

Rathouský and Havlena (2011) propose adding the constraint

t+M∑
k=t

φkφ
T
k � ρ1I, nb ≤M � Nu, (52)

and consider several numerical schemes for finding approximate solutions to the resulting optimization
problem. Choosing ρ1 and M is the main concern. An alternative solution, where the maximum ρ1 is found
subject to constraints on the controller performance loss, is proposed.

7. Simulation examples

In this section, simulation examples are presented to illustrate the differences between the presented
methods. Simple examples are chosen to show how the shortcomings and merits of the methods. For an
illustration of the practical applicability and potential of MPC-X for industrial process control, the reader
is referred to Larsson et al. (2015), where the algorithm is evaluated on an industrial distillation column
during normal production in the plant.
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7.1. Example 1: Comparison of MDP and MPC-X

This example serves as a simple proof of concept for the presented matrix constrained MDP approach
to solving the application-oriented experiment design problem. It is also shown by means of simulation how
including the noise model in the design affects the expression for the information matrix and the resulting
estimates.

Consider the ARX system {
xt+1 = −θ1xt + θ2ut − θ1vt,
yt = xt + vt,

where vt is Gaussian white noise with variance λv = 1 × 10−3, and the parameter vector θ = [θ1, θ2] is
unknown and needs to be estimated. The true system is given by θ0 = [0.5, 0.5]T , and the stationary
optimal one-step ahead predictor is

ŷt+1|t = −θ1yt + θ2ut. (53)

The state space is extended with states for the predictor sensitivities according to (19), which gives

ξt+1 =

 θ1 0 0
−1 0 0
0 0 0

 ξt +

θ20
1

ut +

−θ1−1
0

 vt,
ξt =

[
xt

∂ŷt
∂θ1

∂ŷt
∂θ2

]T
.

The terms (34) needed for the excitation constraint are given by

I(x, u) =
1

λv
E

{[
0 1 0
0 0 1

]
ξt+1ξ

T
t+1

[
0 1 0
0 0 1

]T ∣∣∣∣∣xt = x, ut = u

}

=
1

λv
E
{[

(−xt − vt)2 (−xt − vt)ut
(−xt − vt)ut u2t

]∣∣∣∣xt = x, ut = u

}
=

1

λv

[
x2 + λv −xu
−xu u2

]
.

Therefore, no additional states are actually needed to include the excitation constraint in the controller.
The state space is discretized into 51 regions, uniformly spaced on the interval [−1, 1] and the input into

21 regions, uniformly spaced on the interval [−2, 2]. The transition probabilities are calculated numerically
by evaluating the transitions for each possible pair (x, u) in simulations. A quadratic control cost based on
the immediate costs (33) is used with Q = 2, R = 0 and S = 1.

The identification objective is setup such that, after an experiment length of N = 500 samples, the
average per-sample information matrix should satisfy

I(θo) �
[

400 −300
−300 800

]
. (54)

The resulting semidefinite program is solved and a stationary policy πX is found. For comparison, an
MPC-X controller that assumes that the system is of output error type is used. MPC-X is configured with
the same weights, and the horizons Ny = Nu = 5. ARX models are estimated using the predictor (53) for
the two methods in a Monte Carlo study with 100 trials to evaluate the performance of the two methods.
The 99 % confidence ellipses corresponding to the information matrices calculated from the two methods
and the estimates are plotted in Figure 2. The results indicate that the performance specifications are met
for both methods since the calculated confidence ellipses are inside the performance specification ellipsoid.
However, with the output error model, the calculated ellipse is not the true one. This results in 15 of the
estimates not fulfilling the requirements when the output error assumption is used in the experiment design,
while only 1 of the estimates from the matrix constrained MDP approach does not satisfy the requirements.
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Figure 2: The confidence ellipses and estimates using the MDP approach and MPC-X for the system in Example 1. The
performance specification is given by the solid ellipse. Using MDP results in the dashed ellipse and the estimates shown as
crosses. MPC-X calculates the dotted confidence ellipse, which results in the estimates shown as circles. The ellipses are scaled
to contain 99 % of the estimated parameters.

7.2. Example 2: Comparison of MPC based schemes

This example illustrates the differences between the two MPC based schemes in Section 5 and the
persistence of excitation based schemes in Section 6 on the simulation example used by Larsson et al.
(2013). MPC-X and MPC-X with back-off are implemented in Matlab using cvx by Grant and Boyd (2011)
and the resulting SDP is solved using SeDuMi by Sturm (1999). Of the other algorithms, only PE-MPC
by Marafioti (2010) is implemented. The two resulting QPs are solved using quadprog from the Matlab
optimization toolbox.

Consider a system consisting of two interconnected tanks. An upper tank is connected to a pump with
input ut. The tank has a hole in the bottom with free flow into a lower tank, which also has a hole with
free flow out of the tank. The level in the lower tank is the output, yt, which can be measured. The system
is modeled using the discrete-time, output-error model

xt+1 =

[
θ3 θ4
1 0

]
xt +

[
4.5
0

]
ut

yt =
[
θ1 θ2

]
xt + vt.

(55)

The true system is given by the parameter values θ0 =
[
0.12 0.059 0.74 −0.14

]T
and the noise variance

0.01. The goal is to control the level in the lower tank using MPC with the following settings: Ny = Nu = 5,
Qy = 10, Qu = 1. The considered scenario is such that the identification is started at steady state conditions
of the plant. The input is constrained to be between −1 and 1.

The true parameter values are used for the initial model. This choice is motivated by the fact that the
example serves to illustrate the difference between different methods, and not the effects of using estimates
instead of the true parameter values. In a practical application, one would instead have to use estimated
parameters, e.g. available from a commissioning identification. The application cost is chosen as

Vapp(θ) =

T∑
t=1

‖yt(θo)− yt(θ)‖22, (56)

over a step response of the system with MPC running. Hence, it is desired that, when the identified model
is used in MPC, the step response is close to what it had been if the true system parameters were available.
The desired accuracy is set to γ = 100 and should be achieved with 99 % probability. The experiments are
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Table 1: Results for the algorithms used in Example 1. The value ct is the average control cost per sample and
∑
ct is the

total cost over the whole experiment length.

Algorithm varu var y N ct
∑
ct

MPC 0.036 0.016 — 0.22 —

MPC-X 0.164 0.074 200 0.90 180
PE-MPC, ρ1 = 0.5 0.175 0.120 211 1.36 287

MPC-X min time 0.203 0.146 82 1.66 138
PE-MPC, ρ1 = 1 0.246 0.184 162 2.07 335

set up so that they run until the achieved information matrix fulfills the experiment design constraint. Two
different comparisons are made.

First, the benefit of the experiment design constraint (18) over the persistence of excitation constraint
is investigated in experiments of the same length. MPC-X is configured with experiment length N = 200
and linear scaling, κt = t

N . The PE-MPC is configured with ρ1 = 0.5 and backward horizon P = 5, which
gives a similar evolution of the smallest eigenvalue of the information matrix as with MPC-X and therefore
similar experiment length.

Second, the benefit of the experiment design constraint (18) in a minimum time experiment is investi-
gated. The PE-MPC is configured with ρ1 = 1, which is the highest value that gives a feasible solution to
the optimization problem. The minimum time MPC-X is configured with ∆C = 5, which gives a similar
evolution of the information matrix. For comparison, regular MPC is also used and the resulting information
matrix is calculated.

The results of the simulations are summarized in Table 1. First, it is seen that PE-MPC with ρ1 = 0.5
satisfies the experiment design constraint (18) after 211 samples which is approximately the same as the
200 samples required for MPC-X. The input variances are comparable but the resulting output variance
using PE-MPC is 0.12 compared to 0.074 for MPC-X, which is also reflected in the higher control cost for
PE-MPC, 287, compared to 180 for MPC-X. Second, PE-MPC with ρ1 = 1 requires 162 samples to fulfill the
experiment design constraint (18) compared to 82 samples for the minimum time MPC-X. This is despite
the fact the PE-MPC results in higher signal variances and control cost (per sample and total). For the
chosen application, MPC-X results in cheaper experiments in both cases. On the other hand, a clear benefit
of PE-MPC is a much lower computation demand. The two convex QPs typically require much less time
and computations to solve than the SDPs of the two MPC-X formulations.

The evolution of the smallest eigenvalue of It1 −
γχ2

α(nθ)
2 V ′′app is shown in Figure 3. The algorithms

terminate when the eigenvalue becomes positive. It is clearly seen that the information available in the
signals from the regular MPC is not sufficient for fulfilling the application requirements since the smallest
eigenvalue is far from being positive. Typical input and output signals are shown in Figure 5. It is seen
that all the formulations that add excitation in the closed loop give signals with larger variance than regular
MPC.

8. Conclusions

Optimal control algorithms with dual properties have been presented. The added excitation needed
for successful identification is generated in such a way that model properties that are important for the
intended application are modeled well. This goal differs from the goal of previously presented algorithms
where persistence of excitation is imposed on the input.

Computationally tractable approximations of the optimal controllers have been introduced. An MDP
based solution to the optimal control problem is formulated. This controller can handle very general noise
structures as long as the necessary expressions for the information matrix calculations can be included in
an extended state space of the system to be controlled. However, the formulation relies on the finite state
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Figure 3: Evolution of the smallest eigenvalue of the difference between the information matrix and the application cost Hessian
from simulation of regular MPC ( ), MPC-X ( ), PE-MPC with ρ1 = 0.5 ( ) and ρ1 = 1 ( ), and minimum time
MPC-X ( ) on the system in Example 1. The algorithms terminate when the eigenvalue becomes positive.

and action space MDP framework and therefore suffers from the curse of dimensionality when continuous
spaces are discretized. Better discretization schemes may alleviate some of these issues. Furthermore, it
may be possible to use the techniques from MDPs over infinite spaces at the price of increased theoretical
complexity.

Two algorithms based on standard model predictive control have been developed. These algorithms
rely on the assumption that the system is of output error type which can be problematic in a closed loop
setting. Future research should be focused on extending these formulations to more general noise models.
It is believed that this can be done by leveraging on the recent results in stochastic MPC.

Finally, the presented formulations have shown in simulation to give the desired excitation properties.
The resulting signals give more relevant excitation for the intended model application and disrupt normal
operations to a lesser degree than if persistence of excitation is imposed. However, formal proofs of this are
lacking. This should be investigated further.
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Appendix A. Constrained Markov decision processes

The connection between the constrained control problem

min
π

{
Cπ
∣∣Rk,π � Bk, k = 1, 2, . . . , m̄

}
. (A.1)

for a constrained MDP, {X,U,P, c, R}, introduced in Section 4, and semidefinite programs is presented
here. The development parallels the development of the linear programs obtained for constrained MPDs
with scalar rewards as presented in, for example Hordijk and Kallenberg (1984). The difference is that the
matrix valued rewards lead to semidefinite programs instead. The key to obtaining the semidefinite program
are the state–action frequencies.

First, the control cost, Cπ, and the rewards, Rk,π, are expressed explicitly in terms of the probabilities
of state–action pairs and the initial state distribution. Let Pπx1

{xt = x, ut = u} be the probability of the
state–action pair (x, u) given initial state x1 and policy π. Then the cost (4) is

Cπ = lim sup
T→∞

1

T

T∑
t=1

∑
x1∈X

∑
x∈X

u∈U(x)

β(x1)Pπx1
{xt = x, ut = u} c(x, u).

The matrix valued expected average rewards are defined analogously to the cost Cπ as

Rk,π , lim inf
T→∞

1

T

T∑
t=1

∑
x1∈X

∑
x∈X

u∈U(x)

β(x1)Pπx1
{xt = x, ut = u}Rk(x, u),

Now, for a given policy π, introduce the expected state–action frequencies

zxu,T (π) ,
1

T

T∑
t=1

∑
x1∈X

β(x1)Pπx1
{xt = x, ut = u} .

The sets {zxu,T (π)}(x∈X,u∈U(x)) can be seen as probability measures (sometimes denoted occupation mea-
sures), which give the probability zxu,T (π) to the state–action pair (x, u).

Let Zπ denote the limit points, z(π) = {zxu(π)}, of the vectors zT (π) = {zxu,T (π), T = 1, 2, . . .} as
T → ∞. The elements of Zπ are the infinite-horizon probability measures assigning probabilities for the
state–action pairs. In general, for a given initial distribution and policy, there may be an infinite set of limit
points. Therefore, the notion of a convergent policy is useful.

Definition 2 (Convergent policy). A policy π is convergent if Zπ consists of a single element. The class
of convergent policies is denoted ΠC .
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The set Zπ depends on which class the policy belongs to. Introduce the sets L, LM , LC , LS , and LD defined
by

L , {z(π) ∈ Zπ | π is an arbitrary policy.} ,
LM , {z(π) ∈ Zπ | π ∈ ΠM } ,
LC , {z(π) ∈ Zπ | π ∈ ΠC } ,
LS , {z(π) ∈ Zπ | π ∈ ΠS } ,
LD , {z(π) ∈ Zπ | π ∈ ΠD } .

Theorem 2. L = L(M) = L(C) = L(S) = L(D), where X is the convex hull of X.

Proof. See, for example, Hordijk and Kallenberg (1984).

Theorem 2 shows that, since the limit points for arbitrary policies have a corresponding convergent
policy, there is no restriction in considering only convergent policies. Furthermore, the theorem shows that,
in general, the optimal policy for the infinite-horizon cost situation may be non-stationary.

For convergent policies, the cost Cπ and the constraints Rk,π can be written in terms of the state–action
frequencies as

Cπ =
∑
x∈X

u∈U(x)

c(x, u)zxu, Rk,π =
∑
x∈X

u∈U(x)

Rk(x, u)zxu,

which then have the natural interpretation of long run average costs or rewards. Note that the cost and
rewards are linear in the state–action frequencies.

Finally, the optimization problem (28) can be solved using a semidefinite program. To this end, introduce
the set Q of vectors z = [zTxu, z̃

T
xu]T defined by

Q =


z

∣∣∣∣∣∣∣∣∣∣∣∣

∑
(x,u)

{δxy − pxy(u)}zxu = 0, y ∈ X

∑
u

zyu +
∑
(x,u)

{δxy − pxy(u)}z̃xu = β(y), y ∈ X

zxu, z̃xu ≥ 0, (x, u) ∈ X×U(x)


,

where δxy , {1, if x = y, 0 otherwise}. The set Q is a polytope and can be related to the set of limit points
of the state–action frequencies L by the following theorem.

Theorem 3. L=Q.

Proof. See, for example, Hordijk and Kallenberg (1984). �

Theorem 3 shows that Q corresponds to the probability measures of the state–action pairs for the MDP.
Therefore, it is possible to optimize over the state–action frequencies by formulating a semidefinite program
with decision variables constrained to lie in Q.

Consider the semidefinite program

min
(z,z̃)


∑
(x,u)

c(x, u)zxu

∣∣∣∣∣∣∣∣∣∣∣∣

z ∈ Q
(x, u) ∈ X×U(x)∑

(x,u)

Rk(x, u)zxu � Bk,

k = 1, . . . , m̄


(A.2)

The relationship between the matrix constrained MDP (A.1) and the semidefinite program (A.2) is formal-
ized in the following theorem.
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Theorem 4. The following facts hold:

1. The semidefinite program (A.2) is feasible if and only if the problem (A.1) is feasible.

2. The optimal values of (A.2) and (A.1) are the same.

3. If π is an optimal policy for (A.1), then z(π) is optimal for (A.2).

Proof. The proof is analogous to the proof for the linear programming case (see for example Hordijk
and Kallenberg (1984)) and is outlined here. By Theorems 2 and 3, Q = LC . For any convergent policy,
Cπ =

∑
(x,u) c(x, u)zxu and Rk,π =

∑
(x,u)R

k(x, u)zxu. From this, (1), (2) and (3) follow. �

From the solution of (A.2), define a stationary policy π∞ by

π∞xu =


zxu/zx, if zx > 0,

z̃xu/z̃x, if zx = 0, z̃x > 0,

arbitrary, otherwise

(A.3)

zx =
∑

u∈U(x)

zxu, z̃x =
∑

u∈U(x)

z̃xu. (A.4)

The stationary policy π∞ may not be optimal for (A.1) but optimality can be checked by the following
lemma.

Lemma 5. If zxu/zx = z̃xu/z̃x for all u and x ∈ {x : zx > 0, z̃x > 0}, then the stationary policy π∞ is an
optimal policy for (28).

Proof. See, for example, Hordijk and Kallenberg (1984). �

Remark 9. It is possible to prove that if (z, z̃) is an optimal solution of (A.2), a corresponding optimal
Markov (but not necessarily stationary) policy for (A.1) exists. However, in practice, stationary policies are
simpler to work with and therefore only such policies are considered.

Appendix B. Extended state space matrices

Consider the derivatives of the predictor (2) given by

∂x̂t+1|t

∂θi
=
∂(A−KC)

∂θi
x̂t|t−1 + (A−KC)

∂x̂t|t−1

∂θi
(B.1)

+
∂B

∂θi
ut +

∂K

∂θi
Cxt +

∂K

∂θi
et, (B.2)

∂ŷt|t−1

∂θi
=
∂C

∂θi
x̂t|t−1 + C

∂x̂t|t−1

∂θi
. (B.3)
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The matrices needed for (19) are given by

A ,



A 0 0 0 0
KC A−KC 0 0 0
∂K
∂θ1

C ∂(A−KC)
∂θ1

A−KC 0 0
...

... 0
. . . 0

∂K
∂θnθ

C ∂(A−KC)
∂θnθ

0 0 A−KC

 ,

B ,


B
B
∂B
∂θ1
...
∂B
∂θnθ

 , K ,


K
K
∂K
∂θ1
...
∂K
∂θnθ

 ,

C ,


0 ∂C

∂θ1
C 0 0

...
... 0

. . . 0
0 ∂C

∂θnθ
0 0 C

 .
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