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Real-time footstep planning for humanoid robots among 3D obstacles using

a hybrid bounding box

Nicolas Perrin and Olivier Stasse and Florent Lamiraux and Young J. Kim and Dinesh Manocha

Abstract— In this paper we introduce a new bounding box
method for footstep planning for humanoid robots. Similar
to the classic bounding box method (which uses a single
rectangular box to encompass the robot) it is computationally
efficient, easy to implement and can be combined with any
rigid body motion planning library. However, unlike the classic
bounding box method, our method takes into account the
stepping over capabilities of the robot, and generates precise leg
trajectories to avoid obstacles on the ground. We demonstrate
that this method is well suited for footstep planning in cluttered
environments.

I. INTRODUCTION

Humanoid robots tend to have a hybrid behavior: they

combine continuous motions and discrete sequences of con-

tacts. A key issue with respect to humanoid robots is footstep

planning, whose main goal is to plan a discrete sequence of

footsteps as well as the corresponding continuous motion of

the robot. This can be regarded as a hybrid motion planning

problem. The standard way to perform footstep planning is

to plan a sequence of inputs, i.e. step parameters such as

relative position and orientation of the feet, and send them to

a walking pattern generator. The usual approach is to decide

on a small finite set of potential steps, called the action set.

Then, motion planning is performed using the A* search

algorithm on this action set (see [12], [3], [4], [5], [8]). Many

ad hoc methods have been proposed to extend this approach

and perform better footstep planning, such as local footstep

adjustments ([6]) or human-like strategies ([2]). However,

due to the discrete aspect of footstep planning, the state-

of-the-art algorithms for rigid body motion planning are

hard to apply; for example, many challenges in terms of

applying sampling-based algorithms to discrete search spaces

are known [14]. The easiest way to apply these algorithms to

footstep planning is based on the bounding box method (here

we are talking not about a hierarchical, but a single oriented

bounding box; see [21]). After planning a continuous motion

for the bounding box, we can plan a sequence of steps

that follow the continuous trajectory. Since the robot is

required to stay inside the volume swept by the bounding

box, a collision-free trajectory of the bounding box implies
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a collision-free path for the robot. The main problem with

this method is that the bounding box must circumvent all the

obstacles on the floor, even the smallest ones that could easily

be stepped over by the humanoid robot. As a result, it fails

to make use of the stepping over capabilities of humanoid

robots, and is thus better suited for robots with no legs such

as PR2 or Robonaut.

In this paper we introduce a new bounding box method

which can be used with continuous rigid body motion

planners while still taking advantage of the stepping over

capabilities of humanoid robots. This method is based on

our previous work which introduced an equivalence between

“weakly collision-free” continuous trajectories and discrete

sequences of collision-free footsteps (but only 2D obstacles

were considered in that work, see [17]).

Here are the two main contributions of this paper:

1) We introduce a new bounding box representation that

captures the hybrid behavior of humanoid robots. Our rep-

resentation is composed of two parts and three rectangular

boxes: the upper part (one rectangular box) moves continu-

ously while the two rectangular boxes of the lower part move

discretely, i.e. abruptly from one configuration to another. By

combining this hybrid bounding box motion with a specific

walking pattern generator that can perform online trajectory

smoothing, we show that the initial use of simple boxes

for collision avoidance does not prevent us from generating

precise stepping over motions at execution time.

2) We use the equivalence theorem in [17] to design a

practical algorithm and use it to compute the motion of our

bounding box representation (i.e. continuous and discrete

parts) with continuous paths that can be easily produced by

state-of-the-art algorithms for rigid body motion planning.

This enables us to apply classical sampling-based algorithms

to footstep planning with a better theoretical foundation as

compared to prior methods (e.g. [20]). Our novel contri-

bution is in terms of combining our hybrid bounding box

representation, the specific walking pattern generator and the

equivalence theorem in [17] to quickly compute dynamic

walking trajectories in cluttered environments where stepping

over obstacles is required.

The rest of the paper is organized as follows: in section II,

we first explain how the bounding box is structured and

briefly present the different phases of our algorithm. Then,

we show a preliminary example which demonstrates the rela-

tionship between continuous paths and discrete motions. We

continue by describing the algorithm that converts continuous

paths into sequences of steps, and finally talk about the

smoothing phase. In section III, we describe our implemen-
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Fig. 1. HRP-2 and the improved bounding box, made of three rectangular boxes. The width and length of the lower boxes are 18.5cm and 28cm, that is
to say both about 5cm greater than the corresponding dimension of the foot of HRP-2. The upper box width and length are respectively 95cm and 79cm.

Fig. 2. A sequence of steps performed by HRP-2, with the corresponding
configurations of the lower boxes. We can see that the feet of the robot
always leave and enter the rectangular boxes from above, not from the
sides. Thus, for all the obstacles whose height is less than hm, the lower
boxes can be used for conservative collision checks.

tation which uses the library OMPL for motion planning,

the library PQP [13] for collision checks, and threads to

perform both online conversion (from the bounding box

trajectories to footsteps) and trajectory smoothing. Using

OMPL, we compare several motion planning algorithms

such as KPIECE [19], RRT-Connect [11], PRM [7], SBL

[18], and show that real-time footstep planning among 3D

obstacles can be obtained. Finally, in section IV, we discuss

our conclusions and future work.

II. A TWO-LEVEL BOUNDING BOX

The bounding box used to conveniently plan the walking

motions of a humanoid robot is usually a single rigid body.

For instance, it can be a rectangular box that always contains

the whole robot or at least sweeps volumes that entirely

contain the robot motions (see [21], [10]). A cylinder is

also sometimes used, for example when motion planning

methods for differential drive robots are applied (see [9]).

Bounding boxes are also sometimes made of several solid

objects rigidly linked (see [8]).

Our improved bounding box behaves as a single box,

but in fact, has three parts: two lower rectangular boxes,

and one upper rectangular box. The upper box is similar

to a classical bounding box in the sense that it moves

continuously. The volume swept by the upper box contains

every part of the robot above a fixed height hm, which

corresponds to the maximum height of the obstacles that

can be stepped over. hm is determined experimentally and

depends on the capability of the robot and the walking

pattern generator to raise the swing foot high enough above

the ground during steps. For the robot HRP-2, this height

was chosen to be 20cm, which means that the robot will

circumvent all the obstacles of height greater than 20cm.

Because of the similarity with the classical bounding box, the

upper box is of secondary importance in this paper. Instead,

we focus on the two lower boxes, which are used to capture

the stepping over capabilities of the robot. Fig. 1 shows how

the discrete motion of the lower boxes enables the robot to

step over obstacles (without leaving the volume defined by

the union of the boxes).

But in order to use classical motion planning techniques

for our two-level bounding box, even the discrete motion

of the lower boxes must be governed by continuous paths.

In [17], we presented a reduction theorem that shows an

equivalence between 2D footstep planning and more clas-

sical continuous motion planning problems. However, only

2D obstacles were considered, the feet of the robot were

supposed circular, and no algorithm was given for an efficient

reduction from the continuous path to a finite sequence of

footsteps. In this section we present a method inspired from

this reduction theorem to actually obtain a footstep planning

algorithm for the robot HRP-2. To do so we will benefit

from the features of an improved version of the specific

walking pattern generator introduced in [16] (which has been

extensively tested on the real HRP-2 robot) that provides

online trajectory smoothing.

The problem is to make the humanoid robot walk from an

initial location A to a goal B on a flat ground cluttered with

3D obstacles. The algorithm is divided into 3 phases:

1) Solve a classical rigid body motion planning problem

to obtain some continuous path which is collision-free

in some sense (as we will see below, “weakly collision-

free”).
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Fig. 3. The “flea motion planning problem”. On the left: from a collision-
free sequence of flea jumps to a continuous weakly collision-free path for
the disk. On the right: converting a continuous weakly collision-free path
of the disk into a sequence of flea jumps, using a greedy algorithm.

2) Convert the continuous path into a hybrid motion of

the two-level bounding box. The bounding box motion

directly corresponds to slow (but not statically stable)

and large steps avoiding the obstacles, and we attempt

to minimize the number of steps.

3) Keeping the same footprints, smooth and speed up the

steps in order to reach the goal faster and avoid the

obstacles in a more efficient way.

These 3 phases are described in the 3 next sections.

A. A continuous motion planning problem

Let us first consider a preliminary example that will show

an equivalence between sequences of discrete displacements

and continuous paths. This example is a problem of motion

planning for a flea moving on a flat 2D surface with

polygonal obstacles. This flea (represented by a point) can

make jumps in any direction and of any length comprised

between 0 and lmax. The goal is to find a sequence of jumps

from a location A(xA, yA) to a location B(xB , yB) while

avoiding the obstacles.

A sequence of jumps can be described by the sequence

of configurations of the flea on the 2D surface (i.e. ele-

ments of R
2). Let us assume that a sequence of jumps

has been found, and that it corresponds to the sequence

of configurations f0 = (x0, y0), f1, f2, . . . , fn = (xn, yn),
with (x0, y0) = (xA, yA) and (xn, yn) = (xB , yB). We

consider the continuous motion of a disk of diameter lmax as

depicted on Fig. 3 (on the left): it starts in position (x0, y0),
ends in position (xn, yn), and between two consecutive

configurations (xi, yi) and (xi+1, yi+1), it moves straight

from (xi, yi) to (xi+1, yi+1). A time parametrization of this

motion gives us a continuous path (s(t))t∈[0,1] ∈ (R2)[0,1].
Let us define a new notion of collision-freeness for the disk:

Definition 1: We say that a disk configuration (x, y) is

“weakly collision-free” if there exists at least one flea

configuration (i.e. point) inside the disk which is collision-

free. Conversely, if all the flea configurations inside the

disk are in collision (i.e. the disk is entirely covered by the

obstacles), we say that the disk is in “strong collision”. We

say that a continuous path is weakly collision-free if all the

configurations along the path are weakly collision-free.

The continuous disk motion (s(t))t∈[0,1] previously defined

has the following property (which is a direct consequence of

the upper bound lmax on the length of jumps):

Property 1: For all t ∈ [0, 1], the configuration s(t)
of the disk contains at least one of the flea configura-

tions f0, f1, . . . , fn. Therefore the continuous disk motion

(s(t))t∈[0,1] is weakly collision-free.

What’s even more interesting than Property 1 is that the

converse property is true:

Property 2: If there exists a weakly collision-free contin-

uous path of the disk from A to B, then there exists a discrete

sequence of jumps from A to B.

Together, Property 1 and Property 2 form an equivalence

between the weakly collision-free paths of the disk and the

collision-free sequences of jumps. Thus, in order to look for a

discrete sequence of jumps, we can first look for a continuous

path of the disk, which can be done with any classical rigid

body motion planning algorithm (we just have to implement

new collision checks using Definition 1).

For footstep planning, the principle is almost exactly

the same, but instead of the discrete motion of a point

(or flea), we need to consider the discrete motion of two

feet, which is a bit more complex. This is the purpose of

[17], which establishes a similar equivalence for a simple

case of footstep planning. In the present paper we turn

this equivalence result into a practical algorithm that first

finds some (weakly collision-free) continuous path using a

sampling-based planning algorithm, and then converts it into

a) a continuous motion for the upper box, and b) a sequence

of discrete (collision-free) displacements for the lower boxes.

Without going into details, let us exhibit some of the dif-

ferences between the “flea example” and footstep planning.

First of all, the configuration space changes, and we use

(x, y, θ) ∈ R
2
×SO(2) to denote the position and orientation

of the humanoid robot, or to be more precise the position

and orientation of the upper bounding box. We denote by

(cL, cR) ∈ (R2
× SO(2))2 a double support configuration

of the robot, i.e. the configurations of the left and right foot

(actually the left and right lower box) on the ground. The

object for which we must find a weakly collision-free path is

a set of such double support configurations that depends on

the position and orientation of the robot. If we denote this set

by Φ(x, y, θ) we have Φ(x, y, θ) ⊂ (R2
×SO(2))2 (of course

all the double support configurations in Φ must be feasible,

and Φ is a more complex set than a disk), and Φ(x, y, θ) =
~T(x,y) ◦Rotθ(Φ(0, 0, 0)) where ~T(x,y) and Rotθ respectively

denote the translation of vector (x, y) and rotation of angle θ

(of subsets of (R2
×SO(2))2) about the origin. To reduce the

complexity of weak collision checks, we choose to assume

that Φ(x, y, θ) is the cartesian product of two sets, one being

possible configurations of the left foot (ΦL(x, y, θ)), and

the other one being possible configurations of the right foot

(ΦR(x, y, θ)): Φ(x, y, θ) = ΦL(x, y, θ) × ΦR(x, y, θ). This

property implies the independence between ΦL and ΦR in

the following definition:

Definition 2: Φ(x, y, θ) is said weakly collision-free if

and only if there exists a collision-free configuration of the

left lower box in ΦL(x, y, θ), and there exists a collision-free

configuration of the right lower box in ΦR(x, y, θ), and the



additional condition is verified: the configuration (x, y, θ) of

the upper box is collision-free.

Because of the restriction on Φ which must be a carte-

sian product, it is impossible to accurately approximate

the stepping capabilities of the robot with only one fixed

Φ object. Thus we add to our configuration space a new

dimension used to continuously deform ΦL and ΦR. We now

denote the configurations of Φ by Φ(x, y, θ, δ), and the new

configuration space is R
2
× SO(2) × (−1, 1) (see [17] for

more details) which is still perfectly suitable for sampling-

based planning algorithms. Like in [17], ΦL and ΦR can be

represented by portions of disks of varying size: see Fig. 5

and 6.

B. Reduction to a finite sequence of steps

Now we assume that a continuous weakly collision-free

path has been found for Φ, and we show how to convert

it into a hybrid motion of the rectangular boxes. First,

let us consider again the “flea example”. We denote by

(s(t))t∈[0,1] ∈ (R2)[0,1] the solution path for the disk. When

we convert it into a sequence of jumps, a natural objective

is to try to minimize the number of jumps. To do so,

we use the following greedy algorithm: assuming that the

current configuration of the flea (x0, y0) is inside the disk

of configuration s(t0), we search for the largest tnew > t0
such that it is possible to jump from (x0, y0) into the disk of

configuration s(tnew). Fig. 3 (on the right) depicts the result

of this greedy algorithm, which can be straightforwardly

adapted to our “hybrid bounding box planning problem”

and implemented with a dichotomy (see Algorithm 1 which

sets the next left step), but attention must be paid to one

important detail related to the upper box motion. Basically,

during the planning phase we continuously move the upper

box along the path s(t), and we use classical collision checks

to determine the validity of the path (the weak collision

checks are for Φ, i.e. the lower boxes). However, in order

to enable the kind of shortcut shown on Fig. 3, some non-

trivial properties of the upper box must be verified. Roughly,

the union of the first and last configurations of the upper box

during a step must be enough to encompass the whole motion

of the upper part of the robot (i.e. everything above height

hm) during this step. In our current implementation we chose

an upper box big enough to empirically verify this property,

but in future work we will consider automated procedures to

tune the upper box geometry in order to verify the required

properties while not being overly conservative.

Another detail must be carefully addressed: if the contin-

uous path (s(t))t∈[0,1] is indeed made of weakly collision-

free configurations, then the next step can always be found.

However planners usually decide the validity of a whole

continuous path based upon the validity of a discretization

of this path. Therefore the solution path may not be entirely

weakly collision-free, and in that case Algorithm 1 might

not find a next step. Although there are several techniques

to avoid that, one convenient solution is to use a margin for

the collision checks when the continuous weakly collision-

free solution path is searched for, but no margin (or a smaller

Algorithm 1 SETNEXTLEFTSTEP((t, (cL, cR))

Require: A solution path (s(t))t∈[0,1]

Require: An upper bound on tnew − t: ∆max

Require: A precision parameter ǫ > 0
1: tmin ← t

2: tmax ← min(1, t+∆max)
3: while true do

4: tnew ←
tmin+tmax

2
5: if cR ∈ ΦR(s(tnew)) then

6: Try to find (through sampling) a feasible left step

such that the next double support configuration

(cnew, cR) is in Φ(s(tnew)), and such that the lower

box in configuration cnew is collision-free.

7: end if

8: if A new feasible step has been found then

9: if tmax − tnew < ǫ then

10: BREAK.

11: end if

12: tmin ← tnew
13: else

14: tmax ← tnew
15: end if

16: end while

17: RETURN (tnew, (cnew, cR))

obstacle
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Fig. 4. Swing foot trajectory before and after smoothing. We can see that
after the smoothing the robot trajectory is not necessarily contained in the
boxes anymore.

one) when the finite sequence of lower box configurations is

constructed.

C. Smoothing

As shown on Fig. 1 and 2, in order for the robot to remain

inside the union of the bounding boxes, the steps constructed

have initially ∩-shaped swing foot trajectories. Although

∩-shaped swing foot trajectories can slightly reduce the

stepping capabilities of the robot due to potential joint limits

violations, small variations in the height of the center of mass

during the steps can compensate for this effect. But because

of the distance traveled by the swing foot, such steps are

rather slow, and not energy-efficient. For this reason, we use

a smoothing process to continuously modify the swing foot

trajectories at execution time, so that the swing foot will

gently avoid the obstacle, stepping over it without making

an unnecessarily large motion. This smoothing process is

depicted on Fig. 4 and its specificities are introduced in [16].
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Fig. 5. An example of the phases 1) and 2) of the algorithm. The initial
walking trajectory (before smoothing) is such that below height hm no point
outside the lower boxes is touched by the robot (see Fig. 2).

Fig. 6. A simulation of HRP-2 performing real-time footstep planning in
an environment cluttered with 3D obstacles. On the bottom-left corner of
the image a beige 2D shape made of two portions of disks can be seen.
It is a representation of a weakly collision-free configuration s(t) from the
continuous path that the robot follows (one side is ΦL while the other is
ΦR). Note that the configuration is weakly collision-free even though the
shape intersects an obstacle. The area swept by this 2D shape along another
continuous path is shown on the smaller image in the upper-left corner.

The smoothing can speed up the motion by up to a factor

3, and similarly to the steps construction (section II-B), it is

done progressively (i.e. we smooth one step at a time).

III. IMPLEMENTATION AND APPLICATION

Let us first recall the 3 phases of our algorithm: 1) find a

continuous path s(t), 2) convert it into a sequence of steps,

and 3) smooth the steps.

Fig. 5 illustrates phases 1) and 2).

Phases 2) and 3) require a non-negligible amount of time,

especially if the sequence of steps is long. However, they

have the advantage of being built progressively. Furthermore,

in practice we verify that the time needed for the construction

and smoothing of one step (when the continuous path is

known) is much less than the duration of the step. Therefore

we use two threads (that are launched in parallel just after

the continuous path has been found): one that actually

executes the walking motion on the robot, and the other

that progressively constructs and smooths the steps. The first

thread makes the robot start to move as soon as the first step

has been constructed and smoothed by the second thread

(it takes less than half a second). Then, while the robot is

performing the first step, the second thread constructs (based

on the continuous path) and smooths the second step which

can then be executed without interruption. This parallel

process continues further, and since the steps are always

constructed and smoothed faster than they are executed, no

problem occurs. As a consequence of this use of threads, the

relevant time-complexity of the algorithm is only the one of

phase 1), unless the robot has to perform other online tasks

with the same CPU(s).

As explained in the previous section, finding a continuous

path s(t) is a classical problem of rigid body motion plan-

ning, except for the configuration space and the configuration

validity test (collision checks) which are specific. The library

OMPL [1] provides exactly the API we need: we can easily

redefine the manifold representing the configuration space as

well as the configuration validity test (called “state validity

test” in OMPL). Then, any rigid body motion planner can

be directly used. We tried the algorithms KPIECE [19], SBL

[18], PRM [7], and RRT-Connect [11], all readily available

in OMPL, and compared their performances.

We chose the following experimental setup: in a fixed

environment (the one of Fig. 6, which is a 4m×4m room

cluttered with 3D obstacles lying on the floor), the robot is

given 8 consecutive random goals (the same random goals

for every motion planner). For each goal and each motion

planner we execute our algorithm 10 times and record the

average time required to find a continuous solution path,

as well as the average number of steps of the sequences

constructed. The computations are made on two Intel(R)

Core(TM) i7 1.60GHz CPUs. The results are shown in Fig. 7

and 8. What can be seen is that RRT-Connect and KPIECE

are the fastest algorithms (averaging both less than half a

second on the eight goals), but also that KPIECE produces

sensibly longer solution paths that lead to larger sequences

of steps.

As collision checking is the bottleneck of most motion

planning algorithms, the time costs not only depend on

the algorithm chosen but also on the quickness of our

configuration validity tests, i.e. our weak collision checks.

In these tests, we must verify whether a collision-free

configuration of the lower box exists in ΦL and in ΦR. We

do this by randomly sampling configurations in ΦL and ΦR

(which is a conservative approach). If the current ΦL (resp.

ΦR) has a large overlap with the previously checked Φ′

L

(resp. Φ′

R), which happens often, for instance when testing

consecutive configurations s(tk) along a discretized segment

line, then it might be a waste of time to check new samples:

indeed we might already know a collision-free sample which

belongs to both Φ′

L and ΦL (resp. Φ′

R and ΦR). For this

reason we keep track of the last few collision-free samples

found and first test their membership to ΦL (resp. ΦR). This

method speeds up our validity tests a bit. Note also that

because many collision checks are grouped in each validity

test, our algorithm is particularly well suited for parallel

computations.
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IV. CONCLUSION AND FUTURE WORK

In this paper we have introduced a new bounding box

method for footstep planning for humanoid robots. The two-

level bounding box, whose upper part moves continuously

and lower part discretely, captures the hybrid behaviour of

humanoid robots (and could easily be extended to robots

with more legs). Based on this bounding box, our planning

algorithm enables the robot to plan dynamic trajectories

and accurately step over obstacles at a low computational

cost. In fact, we have shown through simulation that real-

time footstep planning can be achieved in an environment

of limited global size but cluttered with 3D obstacles (here

“real-time” means that after receiving a new goal the robot

almost always starts to move without any noticeable delay,

thus potentially enabling reactive behaviors).

Because the bounding box motion is based on continuous

paths, classical motion planning algorithms can be used

effortlessly. And since the problem of footstep planning is

very specific and much less studied than rigid body motion

planning, this generalization is clearly beneficial. We could

also further reduce the computation times by using more

advanced motion planning libraries such as g-Planner [15]

which takes advantage of GPU architectures to achieve ex-

tremely fast motion planning. Using such a tool for footstep

planning has never been done before, and it should enable the

construction of optimized paths in constrained environments

in the blink of an eye, and thus pave the way for practical

and robust real-time footstep planners.
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